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Abstract

In the emerging computer-assisted approach to mathematics, machines support humans not 
only in calculations, but also in reasoning and proof. Computer assistance has the potential to 
revolutionize mathematical discovery, but also raises many concerns, among them soundness: 
what if reasoning is carried out by a buggy algorithm?

Fielding this objection, modern machine proofs are commonly given as checkable certificates, 
namely sequences of simple logical steps whose correctness can be verified by a small, inde­
pendently auditable checker program. A checker is the only trusted component in an otherwise 
complex software system, serving to catch bugs in the outputs of certificate-producing search 
procedures. In real-world applications, several such checkers are assembled into complex tool­
chains. For example, consider an infinitary mathematical statement that reduces to a large but 
finite number of machine-checkable possibilities. To prove such a statement, a proof assistant 
verifies the reduction—emitting a certificate for this claim—and a solver then searches through 
the entire space, producing a certificate of having exhausted every possibility.

This thesis studies certification toolchains in three problem domains. All of its artifacts have 
been formally verified in the Lean theorem prover.

First, we consider the empty hexagon number, a recent breakthrough in combinatorial geom­
etry in which Heule and Scheucher showed that every set of 30 points in the plane in general 
position (i.e., no three points on a common line) contains an empty convex hexagon. To do 
so, they deployed a combination of geometric insights and automated reasoning techniques, 
reducing the problem to the unsatisfiability of a certain Boolean formula. We formalize and 
verify their reduction.

Next, we look at representations of Boolean formulas. Many useful properties of these 
formulas—such as their number of satisfying assignments (the model count)—are intractable to 
compute in general, but can become tractable when formulas are expressed in a special form. 
Knowledge compilation is the process of converting a formula into such a form. Unfortunately, 
existing knowledge compilers provide no guarantee that their output correctly represents the 
original formula. We present Partitioned-Operation Graphs (POGs), a form that includes all of 
the representations used by existing knowledge compilers, and CPOG, a format for certificates 
of equivalence between a POG and a Boolean formula. We prove that the CPOG framework 
is sound, implementing a CPOG checker and POG model counter. These programs comprise 
the first formally verified toolchain for model counting.

Finally, we investigate synthetic mathematics. Synthetic theories such as homotopy type 
theory axiomatize classical mathematical objects such as spaces up to homotopy. Although 
theorems in synthetic theories translate to theorems about the axiomatized structures on 
paper, this fact has not yet been exploited in proof assistants. This makes it challenging to 
formalize results in classical mathematics using synthetic methods. For example, Cubical Agda 
supports reasoning about cubical types, but cubical proofs have not been translated to proofs 
about cubical set models, let alone their topological realizations. Towards bridging this gap, we 
present SynthLean: a certificate-producing proof assistant embedded in Lean that combines 
reasoning using synthetic theories with reasoning about their models.
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1. Computer-assisted mathematics

[Mathematical] operations upon diagrams, whether external or imaginary, take the place 

of the experiments upon real things that one performs in chemical and physical research. 

Chemists have ere now, I need not say, described experimentation as the putting of 

questions to Nature. Just so, experiments upon diagrams are questions put to the Nature 

of the relations concerned.

— C. S. Peirce in Prolegomena to an Apology for Pragmaticism [233:Ch. 10]

The invention of electronic computing has equipped humanity with unprecedentedly power­

ful means of investigating the mathematical universe. It is now routine to execute computa­

tions that would have taken a person working on paper literal millennia. Large-scale proof 

search is beginning to displace human insight. Proof assistants enable about as certain of a 

belief in the correctness of proofs as can ever be achieved in a stochastic universe. Discoveries 

are disseminated to the global academic community within a day or so.

Besides influencing (and being influenced by, in a dialectical fashion) mathematicians’ values 

and methodology, these advances bring forward new questions and dangers. This thesis 

presents my contributions to three projects addressing different aspects of the emerging 

computer-assisted mathematics:

• certification of the empty hexagon number, a result in combinatorial geometry obtained via 

large-scale SAT solving (Chapter 3),

• a formally verified proof format for model counting via knowledge compilation (Chapter 4),

• a certifying proof assistant for categorical semantics of dependent type theory (Chapter 6).

One common thread across these projects is the use of certificate-producing computation, an 

idea to be introduced in Chapter 2. All artifacts described here have been formally verified in 

the Lean theorem prover, introduced in Section 1.4.4.

A previous project investigating user interfaces for mathematical communication has been 

described in my MS thesis [222], also obtained as part of the doctorate.

In the remainder of this chapter, I outline recent developments in more detail, substantiating 

the claim that computing is playing an increasingly important role in mathematics. It is not 

necessary to understand later chapters, but provides useful background and motivation.

Mathematics has evolved in profound ways many times over: consider the introduction of 

algebraic notation, the nineteenth century move towards axiomatic abstraction, or the twen­

tieth century crisis in foundations. Still, living through a revolution offers a distinct experience 

to reading about a past one. Besides technical results, it is this sense of change, and the 

associated awe (horror and wonder), that I hope to convey in my dissertation.

1.1. Experimental conjectures

Though it has fallen out of favor at times, calculation has always been a core component of 

mathematical discovery. It usually pays off to begin exploring an abstract object by consid­

ering concrete, small-scale examples. Beyond that, several well-known results began life as 

numerical data. Writing about the pre-digital era, Avigad [25] highlights “the extent to which 
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calculation was central to the lives of nineteenth-century mathematicians, even the conceptual 

innovators.”

Gauss famously recounted, in a letter to his student, Johann Franz Encke, the great plea­

sure it gave him to spend an idle quarter hour tabulating frequencies of prime numbers 

[274]. Riemann’s short paper on the zeta function was a tour-de-force of calculation, and 

Dedekind motivated his algebraic approaches to number theory by working out concrete 

examples.

Digital computing did not enable fundamentally new calculations,1 but it drastically increased 

the scale of available results.

• In his day, Gauss conjectured (and later proved) that the arithmetic-geometric mean of 1 

and 
√

2 equals 𝜋𝜔 , where 𝜔 is the lemniscate constant, by computing both numbers to eleven 

decimal places [96]. The value of 𝜔 is now known to 2 × 1012 digits [298].

• The Riemann hypothesis implies that if 𝜁(𝜎 + 𝑖𝑡) = 0 with 0 < 𝑡, then 𝜎 = 1
2 . Many authors 

looked for the existence of counterexamples up to some 𝑡 ≤ 𝑇 . In the 1930s, Titchmarsh 

and Comrie used mechanical calculators to establish that, up to 𝑇 = 1468, there are no 

such counterexamples [271]. The first investigation on a digital computer—the Mark I at 

Manchester University—was due to Turing, who slightly extended the result to 𝑇 = 1540 

(after that the machine broke down) [276]. Recent computations by Platt and Trudgian 

pushed the bound up to 𝑇 = 3 × 1012 [234].

Data-driven exploration has also produced many new conjectures and, in some cases, theo­

rems.

• One well-known instance is the BSD conjecture of Birch and Swinnerton-Dyer relating the 

rank of an elliptic curve 𝐸 to the Taylor expansion of an associated L-function. It was first 

identified by computing many values of #𝐸(𝔽𝑝), the number of rational points on 𝐸 over 

𝔽𝑝, on the EDSAC 2 computer [44].

• In more recent algebro-geometric work, He et al.  [147] used SageMath [242] and data 

from the L-functions and modular forms database (LMFDB) [200] to discover murmuration 

patterns in the average of #𝐸(𝔽𝑝) as 𝐸 varies over curves of a fixed rank.

• Viazovska and coauthors showed that sphere packings based on the 𝐸8 and Leech lattices 

achieve optimal density in ℝ8 and ℝ24, respectively [87, 285]. These specific dimensions 

were identified as good targets for optimality proofs some years earlier because densities of 

known packings therein numerically matched upper bounds found by Cohn and Elkies via 

linear programming [86].

• Finally, just in the last few years statistics and machine learning have informed new results 

and constructions in representation theory [50], knot theory [108], and combinatorics [288]. 

A notable feature of these publications is that some of the proof strategies therein were also 

inspired by data analysis.

1This is just the Church-Turing thesis.
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The above lists are far from exhaustive, but hopefully illustrate the point: computational 

experimentation has become a notable tool in the modern mathematician’s inventory.

1.2. Large-scale search

Experimental conjectures do not raise grave soundness concerns: at worst the apparent 

pattern is a fluke or caused by an implementation error, the conjecture is false, and we have 

learned nothing. The situation is different for proofs by large-scale computation, meaning 

proofs where a case analysis is carried out by an algorithmic component, exhaustively 

searching though a number of possibilities too large to inspect manually.

Such proofs make mathematicians uncomfortable, owing first to a feeling of a lack of under­

standing [25], and second to uncertainty regarding how they should be reviewed. The two 

reasons are related: correctness of the published body of mathematics is established via a 

delicate, reputation-based social process. Qualified reviewers are expected to understand an 

argument well enough to believe it (at least under ideal conditions; more on this shortly), 

conferring a degree of trustworthiness on the reviewed proof in the eyes of the mathematical 

community. The process breaks down if reviewers are unable to judge part of an argument. 

This, in turn, has historically happened for proofs by large-scale computation because mathe­

maticians are not usually trained to review computer code, and even if they were, they may 

not be able to do so with sufficient certainty: it is notoriously difficult to produce bug-free 

software.

The first proof by large-scale computation—also the first to rely on the correct execution of a 

computer program of any kind—was given in 1976 for the four-color theorem, a result stating 

that every simple planar map is four-colorable, by Appel and Haken [20]. Extending old ideas 

of Kempe [180], their argument involved two large case analyses: one checked manually, and 

another executed on IBM 370 computers.

Their reliance on brute force generated a great deal of skepticism. This was not unwarranted: 

the four-color theorem had already witnessed a history of faulty proof attempts dating back to 

the 19th century [289]. Indeed, the case analyses were subsequently found to contain various 

errors, including a major one identified by Schmidt [244]. Nevertheless, their computation 

turned out to be correct on the whole. The years that followed saw a series of improvements 

and clarifications inching the proof towards a perception of certainty. Appel and Haken pub­

lished a revised version of their proof [21], correcting all errors identified thus far. Robertson 

et al. [239] then devised a more efficient search algorithm, and implemented the previously-

manual part of the case analysis as another program.2 But it was not until the early 2000s that 

Gonthier finally put any remaining concerns to rest with correct-by-design implementations 

of the search procedures [134].

Another well-known example was produced by the search for optimal sphere packings. The 

Kepler conjecture states that the face-centered cubic packing is optimal in ℝ3. Following a 

similarly tumultuous history to that of the four-color theorem, the currently accepted proof of 

the Kepler theorem was put forward by Ferguson and Hales in 1998 [140]. Their article subse­

quently spent seven years under review for the Annals of Mathematics, with the reviewers 

2Software is faulty, but humans having to tediously check enormous computations are even more so.
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unable to check the computer calculations [141]. This prompted Hales to launch Flyspeck, 

a multi-year software verification effort aiming to demonstrate the absence of bugs in the 

computation. Flyspeck concluded successfully in 2015 [142].

Proofs by large-scale computation generally involve a reduction of the original, possibly 

infinitary problem to a finite set of machine-checkable cases. For the four-color theorem and 

the Kepler conjecture, the resulting cases were enumerated and checked by bespoke software. 

In recent years it has become more common to apply general-purpose search procedures, 

notably Boolean satisfiability (SAT) solvers. One advantage of doing so is that one no longer 

has to ensure the correctness of many proof-specific algorithms; it suffices to verify a single 

SAT solver.3 Another is that modern SAT solvers are extremely optimized, and thus able to 

solve larger problems than naive custom code. SAT solving and certificates of correctness for 

it are introduced in Chapter 2.

1.3. Overwhelmed reviewers

Curation of what counts as valid mathematics is a complex social process, largely based on 

reputation and trust. Results are accepted into the body of knowledge through formal proce­

dures such as peer review (here the broader community is trusting the reviewers), as well 

as less formal channels including mailing lists or word-of-mouth (here the person communi­

cating a result is conferring trust on it).

The process is, by and large, accurate, and the accepted body of mathematical work is mostly 

correct, but errors do occasionally creep in. Besides errors, most subfields enjoy so-called 

folklore results. These are generally known to experts in the field, but their proofs may never 

have been written down carefully, leading to a situation where consulting the published record 

does not suffice to determine what is true. A number of mathematicians have raised concerns 

about such cases, especially as pertaining to their own work.

Voevodsky recalls the story of his paper in motivic cohomology which was found to be 

incorrect seven years later, having already been used by a number of other results [286]. He 

points to excessive trust placed in well-known authors as one cause of lax reviews.

This story got me scared. Starting from 1993, multiple groups of mathematicians studied 

my paper at seminars and used it in their work and none of them noticed the mistake. 

And it clearly was not an accident. A technical argument by a trusted author, which is 

hard to check and looks similar to arguments known to be correct, is hardly ever checked 

in detail.

In a similar vein, Buzzard points to two different papers in the Annals of Mathematics—a 

prestigious journal—that directly contradict each other, both of them remaining published at 

the time of his writing,4 as well as a general sense of incompleteness in the literature [69]; and 

Forster recalls a history of mistaken publications in computability theory [126].

3In fact just the solver’s execution, as explained in Section 2.4.
4One of the papers has now been retracted [245].
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Buzzard identifies an underlying cause of these issues that is perhaps deeper than placing 

undue weight on reputation: the staggering complexity of modern mathematics.

I felt, at that time, that the system was not scaling. Papers are getting longer. Areas are 

becoming highly technical. The fact that a journal is sitting on a technical paper with 

only a small pool of potential expert referees, and needs a report from a busy person — 

and that busy person has to make a judgement call on the correctness of a paper despite 

not having time to check the details correctly — and this person was sometimes me — 

means that some stuff gets through the net.

Let us now speculate about future trends: as computing becomes a more integral component of 

mathematical thought, how will the processes according to which tentative proofs are adjudi­

cated as (in)correct evolve? Will overall accuracy improve or drop? This obviously depends 

on how new technologies are deployed.

One technology that has gained immense traction in recent years is statistical language 

modeling. The success of large language models (LLMs), especially reasoning models [297], 

on a number of increasingly difficult benchmarks of mathematics problems has led some 

prominent figures to speculate about their potential impact on research questions. Venkatesh, 

for example, imagines how ℵ(0), a hypothetical strong automatic prover, would change how 

mathematicians assign importance to questions and conjectures [284].

But orthogonally to any potential upside, the current generation of LLMs also presents a 

danger. Their strong command of natural language, combined with a propensity for halluci

nations, has rendered it incredibly cheap to produce convincing-sounding, though actually 

wrong, text. If peer review is already bursting at the seams trying to handle human creations, 

overwhelming it with mountains of AI slop is unlikely to help: there is simply no hope of 

finding enough human reviewers.

Faced with items on the foregoing list of problems, many mathematicians including Voevod­

sky, Buzzard, Forster, and Riehl [236] have responded in the same way: by advocating for 

the digitization of proofs, and in particular of proof checking. Programs that provide this 

capability are known as proof assistants.

1.4. Proof assistants

Proof assistants (or interactive theorem provers) are pieces of software capable of representing, 

manipulating, and checking mathematical statements and proofs. To do so, they implement 

foundational logical formalisms such as set theory (e.g. Mizar [273] or Metamath [292]) and 

type theory (e.g. Isabelle/HOL [225], Rocq [269], HOL Light [145], Agda [13], PVS [230], Nuprl 

[92], F⋆ [263], or Lean [215]). But rather than asking what proof assistants are, it is better to 

ask what they are for.

1.4.1. Proof checking

We have covered above the myriad ways in which faulty computation introduces erroneous 

“proofs” into modern mathematics. It is fairly intuitive that mechanized proof checking could 

help catch these, but not immediately obvious how it could do so. Software is often buggy, 
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after all, and bugs in the checking program could lead it to accept mistaken or adversarial 

arguments. The solution, going back to Milner’s LCF [211] and De Bruijn’s AUTOMATH [62], 

is to isolate a minimal set of inference rules necessary to bootstrap mathematics—e.g. of first-

order logic with the axioms of ZFC set theory, or of Martin-Löf type theory (Section 6.2.1) with 

inductive types—and to provide a kernel, namely a self-contained module capable of checking 

those rules.5 By virtue of its minimality, a kernel is supposed to be easy to inspect manually 

for correctness.6 Having done that, we can rely on it as a root of trust: if all other components 

are required to pass their products through the kernel, errors therein are guaranteed to be 

caught.7 If set up correctly, the emergent chain of trustable programs can ultimately grant us 

virtual certainty in the correctness of proofs by large-scale computation, as well as of proofs 

that we have not verified ourselves.

The process of encoding mathematics in the foundation provided by a proof assistant is known 

as formalization. But a kernel is low-level by definition, so inputs to it that are of mathematical 

interest easily reach gigabytes in size. Producing these by hand would range from laborious 

to infeasible. Instead, every modern proof assistant exposes a high-level language known as 

vernacular and includes an elaborator that translates vernacular into what the kernel expects. 

Vernacular languages include many ease-of-life features such as high-level proof structuring 

(as in Isabelle/Isar [290]), extensible notation, and tactics: proof-producing metaprograms (i.e., 

programs that manipulate terms in an object language) that automate repetitive tasks such as 

linear inequality reasoning.

Targetting vernacular rather than kernel terms makes formalization a more productive human 

activity, though it remains more difficult than informal argumentation: every detail, edge case, 

and side condition must be precisely accounted for, or discharged using appropriate lemmas 

that an informal argument would never mention. This can be a good thing, for instance by 

increasing our understanding of the proof, but can also be mind-numbing. For this reason 

among others, formalization has not historically enjoyed a great deal of popularity. It is only 

recently that, perhaps due to the rise of other technologies and associated concerns, and 

perhaps due to improvements in formalization technology, it has captured the attention of 

many mathematicians. Some results are now being formalized sooner than it takes traditional 

peer review to process them [47, 48, 208]. In just the last year, autoformalization software 

aiming to automatically translate informal arguments into formal foundations has reached 

capability levels making it feasible to automate many aspects of the process [10, 166].

1.4.2. Trustless collaboration

Verification of mathematical arguments is an important feature of proof assistants, but 

perhaps the least interesting one. The more intriguing features come as consequences of 

verification and digitization.

5There are two common approaches to kernel design; see Proof checker vs kernel. [222:Section 3.1] or https://
web.archive.org/web/20251225232248/https://lawrencecpaulson.github.io/2022/01/05/LCF.html .

6Modern systems don’t settle for manual inspection, either. Projects such as MetaRocq [253], Candle [9], and 
the ongoing Lean4Lean [73] verify (or aim to verify) that their proof checker of choice correctly implements 
its logical foundation.

7This is our first example of certificate-producing computation, discussed again in Section 2.4.
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As discussed above, mathematics traditionally relies on reputation and trust. This works well, 

but the resulting social network is impenetrable: it is challenging to become a practicing math­

ematician without community-sanctioned training and mentorship (i.e., graduate school). 

Many relevant aspects of the network, such as which authors are precise and which are sloppy, 

are only known to insiders; mathematicians don’t publish shame lists of imprecise colleagues. 

These bottlenecks greatly reduce opportunities for participation. Computer formalization, in 

contrast, has seen participation from people with all kinds of backgrounds, including anony­

mous. Via their proof checking capabilities, proof assistants allow one to trust others’ proofs 

without trusting in the skills of the authors, who may be complete strangers (or machines). 

Collaboration that is decentralized and trustless in this sense is the norm in this space. Its 

makeup resembles an open-source development bazaar more than an exclusive ivory tower.

Decentralization has enabled a number of large-scale efforts: the Busy Beaver Challenge [88], 

the Equational Theories project [52], or the repository of formal conjectures [135]. Such things 

have been attempted before, for instance in Gowers’s PolyMath project [136], but PolyMath 

was ahead of its time and essentially fizzled out. Modern formalization technology appears 

necessary for such collaborations to work effectively.

Collaborative efforts have given rise to large libraries of formal mathematics. These include 

Isabelle’s Archive of Formal Proofs (AFP) [2], Rocq’s Mathematical Components [202], Lean’s 

mathlib [91], as well as more experimental developments such as UniMath [137] or the Cubical 

Agda library [12]. The AFP is the largest of these, including around 5MLOC as of early 2026 

[3]. However, it is organized as a collection of independent journal articles which induces 

some degree of duplication. Mathlib is the largest monolithic library (meaning every concept 

is defined once, in a globally agreed upon way), containing around 1.9MLOC in 2025 [28]. 

It ostensibly targets classical rather than constructive mathematics, and has been used to 

formalize fairly advanced fields such as condensed mathematics [90]. It continues to expand at 

approximately 500KLOC/year [1]. It remains to be seen whether this particular tower of Babel 

will continue its growth to encompass a substantial fraction of research-level mathematics, or 

collapse and scatter in all directions.

1.4.3. Mathematics as code

The reification of mathematics into machine-readable data supports new modes of advancing 

the subject. Mathematics is subject to continuous generalization: it is often a good idea to 

prove something about a restricted class of objects, and then generalize the proof later where 

possible. However, some generalizations are abandoned due to their unjustified cost. For 

example, it may appear possible in principle to slightly tighten a constant on an asymptotic 

upper bound by adjusting parameters at the beginning of a proof, but chasing the adjustment 

through the entire argument would not be worth anyone’s time or brain cells. A formal proof, 

on the other hand, can be easily adapted in this manner. Adjusting parameters causes the proof 

assistant to immediately report which parts of the proof need fixing, and fixes can often be 

made with relative efficiency. Moreover, automation is possible. The QED at Large survey [238] 

gives an overview of formal proof engineering practices like this one. Autogeneralization has 

been deployed on mathlib to relax typeclass assumptions (e.g. from “𝑅 is a commutative ring” 

to “𝑅 is a ring”) [35].
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Digital representation also enables new means of communication. Regarding the history of 

mathematical communication, Massot’s commentary reproduced in Figure 1.4.3.1 remains one 

of my favorites because it is both silly and true.
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A simplified history of mathematics communication

• 550 BC: listen to Pythogoras• 250 BC: get papyrus scrolls in Alexandria• 1993: get TeX files from arXiv

What if you need more details about the text?

Figure 1.4.3.1: A simplified history of mathematics communication. Slide from Massot [206].

The last two thousand years have witnessed tremendous progress in the content of mathemat­

ical theories, yet the way mathematics is practiced and communicated has remained relatively 

stable. As in ancient Greece, ideas are still communicated largely via speech and inert text. 

Digitized mathematics, in contrast, can be processed and displayed in varying, reader-specific 

ways. For example, Massot and Miller [op. cit.] produced a prototype system presenting Lean 

proofs with adjustable levels of detail: for experts the high-level gloss will suffice, whereas a 

learner can zoom in on any subargument that they do not currently understand.

1.4.4. Lean

To conclude the discussion of proof assistants, I briefly introduce Lean, my proof assistant of 

choice in the work presented here. Lean’s development began in the fall of 2013—relatively 

recently compared to other prominent systems—as an experiment of Leonardo de Moura and 

Soonho Kong, then at Microsoft Research [216]. “Lean” means “characterized by economy (as 

of style, expression, or operation)” [209], and this was the intended reading: the core type 

theory and the kernel were codesigned to be relatively small, with the goals of minimizing 

the roots of trust and enabling the implementation of independent proof checkers.

The first publicly accessible version, Lean 2, was described in 2015 [217], but was soon retired 

in favor of Lean 3 which added elaborator reflection [115]. Pioneered by Barzilay in Nuprl 

[30] as well as by Christiansen and Brady in Idris [81–83], this feature means in practice that 

tactics and other metaprograms can be written in Lean directly, as opposed to using a different 

language (in early versions of Lean this was Lua). This makes proof automation easier to 

program, and all of the tactics in mathlib have been implemented this way.
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Through a combination of sociological and technological factors, Lean 3 became a popular 

choice in the wider mathematics community. The prover’s public perception was driven by 

a number of high-profile formalizations enabled by the rapid growth of mathlib: the Liquid 

Tensor Experiment [76], perfectoid spaces [68], sphere eversion [110], the solution to the cap 

set problem [103], and independence of the continuum hypothesis [143].

The most recent version, Lean 4 [215], had its first stable release in 2023.8 Lean 4 is 

distinguished by radical extensibility: functions making up its entire implementation can be 

invoked, and many of their behaviors modified, from within the language. This includes a 

hygienic macro system capable of customizing the language’s syntax [279], ways to invoke 

user code from components such as the simp rewriting engine or the language server by 

marking them with attributes, environment extensions to store domain-specific state alongside 

Lean’s own, and user widgets that influence how information is displayed [219]. Many of these 

features are used in Chapter 6.

Similarly to other proof assistants based on dependent type theory, Lean 4 is also9 a program­

ming language. However, it differs from Isabelle, Rocq, and Agda, in that it is bootstrapped, 

meaning that almost all of Lean’s components (elaborator, compiler, etc.) are implemented in 

Lean. Other systems with this property include F∗ [263] and Idris 2 [58]. Bootstrapping makes 

it relatively effortless to write metaprograms: functions, data structures, and production-

strength algorithms making up Lean’s implementation can be reused in user code without 

crossing language boundaries. In contrast, metaprograms in a non-bootstrapped language 

may invoke the language’s implementation only through an opaque FFI surface. The survey of 

Bouverout-Dupuis and Forster [54] gives a detailed comparison of metaprogramming frame­

works in modern proof assistants.

For a bootstrapped setup to have tolerable performance, one has to worry about the language’s 

runtime characteristics. To this end, Ullrich and De Moura developed a compilation strategy 

that inserts allocation reuse instructions, allowing the reference-counting memory manager 

to dynamically perform efficient, destructive updates [280].

8https://github.com/leanprover/lean4/releases/tag/v4.0.0
9Or primarily, depending on perspective.
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2. SAT solving and certificate-producing computation

This chapter recalls background material for the following two chapters. It contains no novel 

work. For more on propositional logic and SAT solving, see for example Logic and Mechanized 

Reasoning [24].

2.1. Satisfiability of propositional formulas

Fix a nonempty set 𝜒 whose elements we think of as propositional variables, by convention 

{𝑥1, 𝑥2, …}.

Definition 2.1.1 :  A propositional formula over 𝜒 is any element 𝜙, 𝜓 of the inductively defined 

set

𝜙, 𝜓 ⩴ ⊤ ∣ ⊥ ∣ 𝑥 ∣ ¬𝜙 ∣ 𝜙 ∧ 𝜓 ∣ 𝜙 ∨ 𝜓

where 𝑥 ∈ 𝜒.

We write 𝖵𝖺𝗋𝗌(𝜙) ⊆ 𝜒 for the (necessarily finite) set of variables appearing in 𝜙. Any formula 

can be seen in particular as a formula over 𝖵𝖺𝗋𝗌(𝜙).

The Boolean truth table semantics for propositional logic is given by recursion on formulas. 

Letting 𝟐 = {0, 1} be the booleans, a Boolean assignment over 𝜒 is a function 𝜒 → 𝟐.

Definition 2.1.2 :  For an assignment 𝜏  and formula 𝜙, both over 𝜒, we specify when 𝜏  satisfies 

𝜙 (written 𝜏 ⊨ 𝜙):

𝜏 ⊨ ⊤ always
𝜏 ⊨ ⊥ never
𝜏 ⊨ 𝑥 iff 𝜏(𝑥) = 1
𝜏 ⊨ ¬𝜙 iff 𝜏 ⊭ 𝜙
𝜏 ⊨ 𝜙 ∧ 𝜓 iff 𝜏 ⊨ 𝜙 and 𝜏 ⊨ 𝜓
𝜏 ⊨ 𝜙 ∨ 𝜓 iff 𝜏 ⊨ 𝜙 or 𝜏 ⊨ 𝜓

Two formulas 𝜙, 𝜓 are said to be equivalent (written 𝜙 ≡ 𝜓) when for every 𝜏 , we have 𝜏 ⊨ 𝜙 

iff 𝜏 ⊨ 𝜓.

The satisfiability problem (SAT) asks us to determine whether a given formula has a satisfying 

assignment. SAT is perhaps the canonical 𝖭𝖯-complete decision problem. Recall that 𝖭𝖯 is 

the class of languages 𝐿 ⊆ {0, 1}∗ for which we have

• a verifier program 𝑉  running in polynomial time; and

• a polynomial 𝑝 : ℕ → ℕ

such that

• when 𝑥 ∈ 𝐿, there exists a certificate 𝑦 ∈ {0, 1}∗ with |𝑦| ≤ 𝑝(|𝑥|) and with (𝑥, 𝑦) accepted 

by 𝑉 ; and

• when 𝑥 ∉ 𝐿, 𝑉  rejects all (𝑥, 𝑦).
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It is obvious that SAT is in 𝖭𝖯: a satisfiable formula 𝜙 has a satisfying assignment 𝜏𝜙, the 

verifier program only needs to compute whether 𝜏𝜙 ⊨ 𝜙 per the recursion in Definition 2.1.2 

which takes linear time in the size of 𝜙, and 𝜏𝜙 has |𝖵𝖺𝗋𝗌(𝜙)| ≤ |𝜙| relevant bits.10

Seeing 𝖭𝖯-hardness takes a bit more work. It is commonly done by showing that 3-SAT—a 

variant in which the input formula is in CNF (see below) with clauses of size at most 3—is 

already NP-hard.

2.1.1. Normal forms

The above grammar seems to be missing (bi)implication. However, with classical semantics 

𝜙 ⇒ 𝜓 can be defined as ¬𝜙 ∨ 𝜓.

Furthermore, it turns out that every formula 𝜙 can be expressed in one of a number of normal 

forms—negation normal form (NNF), conjunctive normal form (CNF), and disjunctive normal 

form (DNF)—in the sense that 𝜙 is equivalent to some formula in each of NNF, CNF, and DNF.

A formula is in NNF if negation is applied only to variables, not to connectives.

A formula is in CNF when it is of the form

⋀
1≤𝑖≤𝑛

⋁
1≤𝑗≤𝑚𝑖

ℓ𝑖,𝑗

The outer conjunction is over 𝑛 clauses, and the 𝑖-th clause is a disjunction of 𝑚𝑖 literals ℓ𝑖,𝑗. 

A literal is either a variable (the literal has positive polarity) or a negated variable (negative 

polarity). For the latter, it is common to write 𝑥 instead of ¬𝑥. We have a negation operation 

ℓ on literals with 𝑥 = 𝑥. We may write 𝖫𝗂𝗍𝖾𝗋𝖺𝗅(𝜒) for the set of literals over 𝜒.

CNF formulas can be viewed as sets of clauses, with clauses viewed as sets of literals. Imple­

mentations often keep track of a clause database representing such a set of sets.

A clause consisting of a single literal is referred to as a unit clause and the literal as a unit 

literal. This literal must be assigned value 1 by any satisfying assignment of the formula.

Alongside CNF, it is useful to consider the dual DNF. This takes the form

⋁
1≤𝑖≤𝑛

⋀
1≤𝑗≤𝑚𝑖

ℓ𝑖,𝑗

Here, the conjunctions ⋀
1≤𝑗≤𝑚𝑖

 are sometimes called cubes. Since each cube describes a 

tentative satisfying assignment, SAT for formulas in DNF form is solvable in linear time: one 

must only look for a non-contradictory cube, i.e., one not containing both ℓ and ℓ.

2.2. Applications in mathematics

SAT solvers are programs that determine whether a given formula is satisfiable. The first 

SAT solving algorithm was DPLL. Most modern solvers are based either on conflict-driven 

clause learning (CDCL) or on local search. CDCL-based solvers usually decide satisfiability, 

i.e., terminate with either 𝖲𝖠𝖳 or 𝖴𝖭𝖲𝖠𝖳 as an answer, whereas local search methods are 

10The domain 𝜒 of 𝜏𝜙 can be infinite, but of course only 𝖵𝖺𝗋𝗌(𝜙) is inspected when evaluating 𝜙.
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Figure 2.2.1:  Performance of winning solvers from 1992-2022 SAT Competitions evaluated on 

benchmarks from the 2022 edition [42].

randomized and often not guaranteed to terminate. See the Handbook of Satisfiability [43] for 

more information.

Despite the theoretical hardness of SAT in the worst case, the problem is often solvable in 

practice. This appears to be because non-adversarial formulas commonly enjoy useful struc­

tural properties and symmetries that solvers are able to exploit [43:Chapter 13]. First organized 

in 1992 [66] and running yearly since 2002 [172], the SAT Competition measures state-of-the-

art solver performance on formulas of practical interest. As can be seen in Figure 2.2.1, the 

tooling has been improving steadily and is now impressively fast.

SAT solving has applications across a variety domains, but here we concern ourselves with 

applications in mathematics. Unsurprisingly, the technology has seen most success in finitistic, 

combinatorial domains. The criterion for its applicability is that it should be possible to 

construct a propositional formula 𝜙 whose satisfying assignments (essentially finite sequences 

of bits) correspond to the mathematical objects of interest (at least as a partial relation). We 

refer to 𝜙 as an encoding of the problem.

Leaving more sophisticated examples to Chapter 3, let’s consider the humble Sudoku11 (see 

Table 2.2.1.1). To encode a given configuration as a propositional formula,12

11Sudoku is actually just a graph coloring problem, and encodings similar to this one can be used for general 
(finite) graphs.

12See https://github.com/avigad/lamr/blob/99f4779a78ffac88dba2bae29439f94c4d7f4d76/LAMR/Examples/
using_sat_solvers/sudoku.lean  for a Lean implementation.
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1. for every 1 ≤ 𝑖, 𝑗, 𝑛 ≤ 9, declare a variable 𝑥𝑖,𝑗,𝑛 that we set to true iff the cell (𝑖, 𝑗) contains 

number 𝑛; and

2. assert for each fixed (𝑖, 𝑗) that at least one of 𝑥𝑖,𝑗,1, …, 𝑥𝑖,𝑗,9 is true; and

3. for each 𝑛, assert that at most one of 𝑥𝑖,𝑗,𝑛 is true as (𝑖, 𝑗) varies over each row, column, 

and 3 × 3 subgrid; and

4. assert every entry given in the initial configuration.

When represented in CNF, the resulting formula has 93 = 729 distinct variables and 8829 +
𝑛 clauses, where 𝑛 counts squares filled in at the start. Relative to the formulas modern SAT 

solvers are able to process, this is minuscule.

There are two properties we could ask for in order to relate an encoding to the intended 

mathematics, corresponding to two modes of use: (counter)example generation via SAT, and 

theorem proving via UNSAT.

2.2.1. Satisfiable encodings

Firstly, we could ask that each satisfying assignment correspond to a mathematical object. 

This soundness property is useful13 if we are hoping to find such an object by getting 𝖲𝖠𝖳 as 

an answer from the solver and reconstructing the object from the Boolean assignment.

The Sudoku encoding is sound, though not obviously so. Each square should contain exactly 

one number, and each row/column/subgrid exactly one of each number, whereas we have 

only asked for at least one (condition 2.) and at most one of each (condition 3.), respectively. 

However, if a given square contained more than one number, there would not be enough 

numbers to fill any given row/column/subgrid that this square is part of. Similarly, if a given 

row/column/subgrid contained fewer than 9 numbers, one of its constituent squares would 

have to remain empty. Thus “exactly one” constraints are implied. A solution reconstructed 

from a satisfying assignment is shown in Table 2.2.1.1.

3 8 5 6 7 9 2 4 1

4 1 2 3 5 8 7 9 6

7 9 6 1 4 2 5 8 3

9 6 3 7 2 1 8 5 4

2 4 8 5 9 3 6 1 7

1 5 7 8 6 4 9 3 2

6 3 4 2 8 5 1 7 9

8 7 9 4 1 6 3 2 5

5 2 1 9 3 7 4 6 8

Table 2.2.1.1:  Solution to the constraint-free (𝑛 = 0) Sudoku produced by CaDiCaL 1.9.3, 

commit 3d346f7a73080b276ae26fc2d15845747371fa1e [41].

13Though not strictly necessary. If only some assignments correspond to interesting objects, we can some­
times keep asking the solver for more assignments until one works.
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2.2.2. Unsatisfiable encodings

Although looking for specific assignments can be of mathematical interest, most applications 

of SAT solving to mathematics rely on 𝖴𝖭𝖲𝖠𝖳 answers. This is because SAT is an existential 

statement, whereas theorems provable by large-scale search tend to be universally quantified. 

To list a few mathematically-interesting results that have been proven, re-proven, or disproven 

with this approach, we have Keller’s conjecture [59], the packing chromatic number of 

the infinite grid [259], the Boolean Pythagorean triples problem [154], Lam’s problem [60], 

Kaplansky’s unit conjecture [129], and one case of the Erdős discrepancy conjecture [185]. 

To render unsatisfiability useful, it is necessary to ask for completeness, i.e., that each mathe­

matical object correspond to a satisfying assignment.14 Then to show that all widgets have 

property 𝑃 , it suffices to construct a formula 𝜙 which is complete for widgets 𝑥 such that 

¬𝑃(𝑥), and then show that 𝜙 has no assignments.

CDCL solvers in particular excel at exhausting massive search spaces of Boolean assignments 

and reporting 𝖴𝖭𝖲𝖠𝖳 in the end. However, this raises a thorny question: how do we know 

that the search really was exhaustive, as opposed to the solver’s execution exhibiting a bug? 

We have seen that it’s easy to certify the correctness of a 𝖲𝖠𝖳 answer by simply reporting 

the associated assignment. This is not so for 𝖴𝖭𝖲𝖠𝖳.

2.3. Clausal proof systems

UNSAT—the language consisting of unsatisfiable propositional formulas—belongs to 𝖼𝗈-𝖭𝖯, 

the class of decision problems whose complements are in 𝖭𝖯. It is not known whether UNSAT 

is in 𝖭𝖯. In terms of verification, this means that we don’t know whether all 𝖴𝖭𝖲𝖠𝖳 answers 

can be certified via a polynomial-length, polynomial-time checkable family of certificates. 

The consensus is that this is not the case; a positive answer would imply that 𝖭𝖯 = 𝖼𝗈-𝖭𝖯 

[294:Theorem 6.5].

Nevertheless, perhaps for the same reasons that render them solvable in the first place, many 

real-world formulas can be certified as unsatisfiable with reasonable efficiency. There is a 

long tradition of doing this in SAT solvers [299]. Proof systems specify the well-formedness 

conditions for such certificates. The basic idea is that to show 𝜙 unsatisfiable, we exhibit a 

sequence of formulas 𝜙0, 𝜙1, …, 𝜙𝑘 where 𝜙0 = 𝜙, 𝜙𝑘 ≡ ⊥, and successive formulas are not 

less satisfiable, meaning that if (∃𝜏. 𝜏 ⊨ 𝜙𝑖) then (∃𝜏. 𝜏 ⊨ 𝜙𝑖+1).

Note that the above condition is weaker than requiring 𝜙𝑖 ⊨ 𝜙𝑖+1 (i.e., that for every 𝜏 , if 𝜏 ⊨
𝜙𝑖 then 𝜏 ⊨ 𝜙𝑖+1). In particular, adding or deleting variables, so that 𝖵𝖺𝗋𝗌(𝜙𝑖+1) ≠ 𝖵𝖺𝗋𝗌(𝜙𝑖), 
can be a valid move.

Checking “not less satisfiable” in general is as hard as solving SAT. The goal of a proof system 

is to instead provide syntactic approximations of this property, usually described as a set of 

valid moves transforming 𝜙𝑖 into 𝜙𝑖+1, with each kind of move efficiently checkable.15

In clausal proof systems, the formulas 𝜙𝑖 are represented in CNF, i.e., as sets of clauses (see 

Section 2.1.1). The goal is to make 𝜙𝑘 contain the empty clause, since the empty disjunction of 

14The Sudoku encoding is straightforwardly complete: a valid solution satisfies all the constraints.
15Ideally linear in the size of the proof step.
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no literals is ⊥ and thus we have 𝜙𝑘 = ⊥ ∧ ⋀ (𝗈𝗍𝗁𝖾𝗋 𝖼𝗅𝖺𝗎𝗌𝖾𝗌). This is achieved by successively 

adding clauses: at each step, we set 𝜙𝑖+1 = 𝜙𝑖 ∧ 𝐶 for some clause 𝐶 . We must prove that 

this does not break satisfiability, i.e., that any assignment satisfying 𝜙𝑖 can be transformed 

into one satisfying 𝜙𝑖 ∧ 𝐶 . The clause 𝐶 is called redundant in this case. This idea narrows 

the search for clausal proof systems down to a search for syntactic properties that guarantee 

redundancy.

2.3.1. Resolution

One of the earliest proof systems was Robinson’s [240] resolution. In this system, the only 

move is to identify two distinct16 clauses that contain the same literal with opposite polarities, 

as in

𝜙𝑖 = (𝐶 ∨ 𝑥) ∧ (𝐷 ∨ 𝑥) ∧ ⋯

and then to add the resolvent clause (𝐶 ∨ 𝐷), as in

𝜙𝑖+1 = 𝜙𝑖 ∧ (𝐶 ∨ 𝐷)

We say that (𝐶 ∨ 𝑥) and (𝐷 ∨ 𝑥) are resolved on 𝑥. An example resolution proof is given 

in Table 2.3.1.1.

1 (𝑥1 ∨ 𝑥2)

2 (𝑥1 ∨ 𝑥2)

3 (𝑥1 ∨ 𝑥2)

Input clauses

4 (𝑥1 ∨ 𝑥2)

5 (𝑥2) Resolve 1, 2 on 𝑥1.

6 (𝑥2) Resolve 3, 4 on 𝑥1.

7 ⊥ Resolve 5, 6 on 𝑥2.

Table 2.3.1.1: A resolution refutation of (𝑥1 ∨ 𝑥2) ∧ (𝑥1 ∨ 𝑥2) ∧ (𝑥1 ∨ 𝑥2) ∧ (𝑥1 ∨ 𝑥2).

It is not hard to see that resolvents are redundant. Suppose 𝜏 ⊨ 𝐶 ∨ 𝑥 and 𝜏 ⊨ 𝐷 ∨ 𝑥. If 𝜏 ⊨
𝑥, then 𝜏 ⊨ 𝐷; otherwise if 𝜏 ⊭ 𝑥, then 𝜏 ⊨ 𝐶 . Either way, 𝜏 ⊨ 𝐶 ∨ 𝐷.

At a higher level, resolution is simply encoding implication: recall that 𝐶 ∨ 𝑥 ≡ ¬𝐶 ⇒ 𝑥 and 

𝐷 ∨ 𝑥 ≡ 𝑥 ⇒ 𝐷, whereas the rule concludes 𝐶 ∨ 𝐷 ≡ ¬𝐶 ⇒ 𝐷.

Resolution is complete for refutations, i.e., can prove the unsatisfiability of any unsatisfiable 

formula. Unfortunately, it is extraordinarily inefficient on certain classes of tautologies: 

pigeonhole and mutilated chessboard formulas are known to require exponentially long reso­

lution proofs [16, 104, 139].

16The “distinct” part is important; otherwise we could add arbitrary clauses.
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2.3.2. Extended resolution

These same problems have polynomially-sized extended resolution (ER) proofs [93, 187]. Ex­

tended resolution [275] admits the resolution rule, as well as definitions. To make a definition, 

we choose a fresh extension variable 𝑥 ∉ 𝖵𝖺𝗋𝗌(𝜙𝑖) as well as two variables 𝑥1, 𝑥2 ∈ 𝖵𝖺𝗋𝗌(𝜙𝑖), 
and force 𝑥 to encode the NOR gate17 𝑥 ↔ 𝑥1 ∨ 𝑥2 via the Tseitin encoding clauses

𝜙𝑖+1 = 𝜙𝑖 ∧ (𝑥 ∨ 𝑥1) ∧ (𝑥 ∨ 𝑥2) ∧ (𝑥 ∨ 𝑥1 ∨ 𝑥2) (2.3.2.1)

ER clauses are redundant, though not logically entailed: if 𝜏  is such that 𝜏 ⊨ 𝜙𝑖, we have 𝜏[𝑥 ↦
𝑏] ⊨ 𝜙𝑖 for any 𝑏, and 𝜏[𝑥 ↦ 𝜏(𝑥1) ∨ 𝜏(𝑥2)] ⊨ 𝜙𝑖+1.

Extended resolution admits succinct proofs for all classes of tautologies considered in liter­

ature to date: no class whose ER proofs would require superpolynomial length is known 

(though some theorists expect one to exist, as otherwise 𝖭𝖯 = 𝖼𝗈-𝖭𝖯; see above).

2.3.3. Unit propagation and asymmetric tautologies

Despite its expressivity, ER is unfortunately not the ideal system for SAT solvers to use in 

practice. This is because modern variants of CDCL apply transformations that are not easily 

described as making ER-style definitions. This means that a solver producing ER proofs 

directly would have to compute potentially costly logical transformations, a non-starter for 

highly optimized search procedures. For this reason, a number of other proof systems (whose 

succinctness falls between resolution and ER) have been developed.

The main workhorse of SAT solving, already present in DPLL, is unit propagation (UP). This 

procedure works with reference to a CNF formula 𝜙, keeps a partial Boolean assignment 𝜌 :
𝜒 ⇀ 𝟐 as its state, and applies the following operation until fixpoint.

• While a clause (ℓ1 ∨ ⋯ ∨ ℓ𝑛 ∨ ℓ) in 𝜙 exists such that 𝜌(ℓ𝑖) = 0 for every 𝑖, yet 𝜌(ℓ) ≠ 1 (in 

other words, the clause becomes a unit clause when reduced by 𝜌):

‣ If ℓ ∉ 𝜌, set 𝜌(ℓ) = 1 and continue.

‣ If 𝜌(ℓ) = 0, return with 𝖢𝖮𝖭𝖥𝖫𝖨𝖢𝖳.

In the next definition, we use the fact that a negated non-tautological clause

(ℓ1 ∨ ⋯ ∨ ℓ𝑛) = (ℓ1 ∧ ⋯ ∧ ℓ𝑛)

corresponds to the partial assignment 𝜌 given by 𝜌(ℓ𝑖) = 0 for all 𝑖 (and undefined elsewhere).

In the other direction, finite, partial assignments 𝜌 correspond to non-contradictory conjunc­

tions

⋀
𝑥∈𝜌

𝜌(𝑥)=1

𝑥 ∧ ⋀
𝑥∈𝜌

𝜌(𝑥)=0

𝑥

17More general Boolean functions may also be allowed, but NOR suffices for short proofs.
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Definition 2.3.3.1 (RUP/AT [130, 133]) :  The clause 𝐶 is said to have the reverse unit propa

gation (or asymmetric tautology) property w.r.t 𝜙 if

• it’s a tautology; or

• UP on 𝜙 starting from 𝜌 = 𝐶 results in 𝖢𝖮𝖭𝖥𝖫𝖨𝖢𝖳.

We write 𝜙 ⊢1 𝐶 .

Proposition 2.3.3.1 :  If 𝜙 ⊢1 𝐶 , then 𝜙 ⊨ 𝐶 . In particular, 𝐶 is redundant.

Proof :  Suppose UP yielded 𝖢𝖮𝖭𝖥𝖫𝖨𝖢𝖳. Call the initial partial assignment 𝜌0 = 𝐶 . The loop 

invariant is that 𝜌0 ∧ 𝜙 ⊨ 𝜌, where 𝜌 is the current assignment. It holds at initialization (𝜌 =
𝜌0), remains true throughout execution, and implies the conclusion when 𝜌(ℓ) = 0. □

Abstractly, unit propagation amounts to checking a sequence of resolution steps. Since UP 

tends to take up a significant fraction of proof checking time, certain techniques are commonly 

deployed to accelerate it in efficient checkers. The loop condition as stated above is slow 

if implemented naively: to identify the clause that becomes a unit, we would have to scan 

through all of the clauses in 𝜙. Instead, it is common for proof file formats to number the 

clauses, and mandate that any proof step justified via RUP comes with hints: a sequence 

of clause indices to inspect during UP wherein the last one results in 𝖢𝖮𝖭𝖥𝖫𝖨𝖢𝖳. Modern 

checkers also rely on efficient data structures for UP, e.g. persistent partial assignments [84].

On top of RUP, we build the more complex RAT property.

Definition 2.3.3.2 (RAT [151, 173]) :  A clause (𝐶 ∨ ℓ) is said to be a resolution asymmetric 

tautology w.r.t. 𝜙 on the literal ℓ iff for every clause (𝐷 ∨ ℓ) ∈ 𝜙, the resolvent is implied via 

UP, namely 𝜙 ⊢1 (𝐶 ∨ 𝐷).

Proposition 2.3.3.2 :  If (𝐶 ∨ ℓ) is a RAT on ℓ w.r.t. 𝜙, then (𝐶 ∨ ℓ) is redundant for 𝜙.

Proof :  Suppose 𝜏 ⊨ 𝜙 for some assignment 𝜏  s.t. 𝜏 ⊭ 𝐶 ∨ ℓ. Let 𝜏ℓ ≜ 𝜏[ℓ ↦ 1]. Clearly 𝜏ℓ ⊨
𝐶 ∨ ℓ, but we need to show 𝜏ℓ ⊨ 𝜙. Since 𝜙 is in CNF, this holds iff 𝜏ℓ ⊨ 𝐷 for every 𝐷 ∈ 𝜙. 

We know that 𝜏 ⊨ 𝐷. If ℓ doesn’t appear in 𝐷 then we are done with 𝜏ℓ ⊨ 𝐷. Otherwise we 

have 𝐷 = 𝐷′ ∨ ℓ, with ℓ not present in 𝐷′ WLOG. Then by the RAT property, 𝜙 ⊨ 𝐶 ∨ 𝐷′ 

and 𝜏 ⊨ 𝐶 ∨ 𝐷′. But 𝜏 ⊭ 𝐶 by assumption, so 𝜏 ⊨ 𝐷′. But ℓ ∉ 𝐷′, so 𝜏ℓ ⊨ 𝐷′. □

The RAT property turned out to suffice for the certification of modern 𝖴𝖭𝖲𝖠𝖳 outputs. The 

DRAT [149, 291] proof system and file format specification has become the industry standard. 

Its only rules are RAT addition and clause deletion. Deleting a clause 𝐶 as in

𝜙𝑖+1 ∧ 𝐶 = 𝜙𝑖

is always a valid move: it can only render the formula “more satisfiable” (the empty conjunc­

tion of no clauses is ⊤). Deletion supports more efficient proof checking, and can enable new 

clause additions.
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From a proof complexity perspective, DRAT is exactly as succinct as ER. In one direction, a 

polynomial simulation of DRAT in ER was constructed by Kiesl et al. [181]. In the other, we 

can see that the three clauses of Eq. (2.3.2.1) are RATs. Adding them to 𝜙 in-order:

• 𝐶1 = (𝑥 ∨ 𝑥1 ∨ 𝑥2) is vacuously a RAT on 𝑥 w.r.t. 𝜙 since no resolvents on 𝑥 exist.

• 𝐶2 = (𝑥 ∨ 𝑥1) is a RAT on 𝑥 w.r.t. 𝜙 ∧ 𝐶1. It resolves with 𝐶1 to obtain (𝑥1 ∨ 𝑥2 ∨ 𝑥1), a 

tautology.

• 𝐶3 = (𝑥 ∨ 𝑥2) is a RAT on 𝑥 w.r.t. 𝜙 ∧ 𝐶1 ∧ 𝐶2 for the same reason.

Certifying unsatisfiability remains an active area of research. The LRAT [100], GRAT [189], 

and FRAT [29] file formats support linear-time checking (DRAT does not). New proof systems 

such as propagation redundancy (PR) [153] and substitution redundancy (SR) [67] are pushing 

the envelope of efficiently certifiable SAT solving techniques. Proofs allow SAT solver devel­

opers to quickly detect and diagnose bugs in their programs. This, in turn, has led to more 

reliable SAT solvers.

2.4. Certificate-producing computation

The search for proofs of 𝖴𝖭𝖲𝖠𝖳 carried out by SAT solvers is an example of certificate-

producing (or certifying, or proof-generating) computation. Besides being fundamental to 

complexity theory, certificates confer practical engineering advantages on formal methods.

In many problem domains, certificates are far more straightforward to check than to find (e.g. 

if 𝑃 ≠ 𝖭𝖯), and checker implementations are consequently simpler than solver implementa­

tions. Then in order to establish trust in a solver, we don’t need to formally verify the solver; it 

suffices to verify a checker. A passing check on a certificate produced by the solver bootstraps 

trust in the particular execution of the solver that produced that certificate. The process is 

illustrated in Figure 2.4.1. This is also the idea behind proof term checkers in proof assistants 

(see [222:Section 3.1]), and many other designs.

SAT

solver

Proof

checker

𝜙.cnf

𝜙.drat OK (𝜙 𝖴𝖭𝖲𝖠𝖳) /

Not OK

Figure 2.4.1:  Certification pipeline for an unsatisfiable formula 𝜙. The formula in CNF is passed 

to an untrusted SAT solver which produces a DRAT refutation of 𝜙. The refutation and 𝜙 are 

passed to a verified checker. If the check passes, we can be confident that 𝜙 is unsatisfiable. 

Box sizes qualitatively indicate differences in codebase size.

Separating the prover from the verifier with a well-defined proof format provides the usual 

benefits of modularity. A single checker can serve as the root of trust for a number of solvers 

(as well as for different revisions of the same solver). On the other end, multiple checkers for 

DRAT (or DRAT-like) proofs have been developed. The verified ones include LRAT checkers 

in ACL2 [152] and Isabelle/HOL [100], as well as gratchk [189] and cake_lpr [265].
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Standalone certificates also enable other operations. In principle, it is possible to disseminate 

certificate data so that others wishing to verify the result of a computation (e.g. when SAT 

solving is applied to mathematics) can do so without re-running the computation. Unfortu­

nately, for truly large search this appears to be a mostly theoretical idea. For example, DRAT 

proofs of the Boolean Pythagorean triples problem weighed about 200 TB, 14 TB when 

compressed [154]. Disseminating proofs of this size does not seem realistic, so to really enable 

independent verification, further compression would be needed. For the same reason, some 

SAT solving runs (e.g. that in Chapter 3) stream certificates directly to the checker through 

RAM, without even storing them on disk. On the other hand, distributing proofs may be more 

feasible in other domains such as certifying compilation [223].

The skeptical reader may opine that all this seems awfully complicated, and maybe it is not 

actually that difficult to just verify the solver. Doing so means that no checker has to be run 

in addition to the search.18 Indeed, a few verified SAT solvers have been produced: an early 

one by Marić [204], versat [227], IsaSAT [125], and CreuSAT [250]. None of them, however, 

achieve search performance competitive with certifying systems such as Kissat [40]. The scale 

may yet tip once advances in proof automation sufficiently decrease the cost of verification.

18Note that for 𝖭𝖯 problems, the checking time is negligible.
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3. Formal verification of the empty hexagon number

This chapter lightly adapts a joint publication with Subercaseaux, Gallicchio, Codel, Carneiro, 

and Heule [261]. Work on this project was fairly evenly divided, but see https://github.

com/bsubercaseaux/EmptyHexagonLean/commits?author=Vtec234  for a detailed log of my 

activity.

3.1. Introduction

In the early 1930s, Esther Klein observed that every 5 points in the plane in general position 

(i.e., with no three points collinear) must contain a convex quadrilateral.

Figure 3.1.1: Illustration of the proof of Klein’s theorem.

Proof :  As illustrated in Figure 3.1.1, we consider the points’ convex hull. It must have either 

5, 4, or 3 elements. If it has 5 or 4 (leftmost and middle configurations), any subset of 4 points 

on the hull will do. If there are 3 points on the hull (rightmost configuration), we draw a line 

through the 2 interior points. Two hull points must fall on one side of the line, and these form 

a convex 4-gon with the interior points. □

Generalizing this observation, Erdős and Szekeres showed that for any 𝑘 ≥ 3, one can find a 

sufficiently large number 𝑛 such that every 𝑛 points in the plane (in general position) contain 

a convex 𝑘-gon, i.e., a convex polygon with 𝑘 vertices [118]. The minimal such 𝑛 is denoted 

by 𝑔(𝑘).

The same authors later showed that 𝑔(𝑘) > 2𝑘−2 by identifying for each 𝑘 an explicit 

configuration of 2𝑘−2 points containing no 𝑘-gons [119]. They conjectured that this bound is 

tight, namely 𝑔(𝑘) = 2𝑘−2 + 1. Indeed, it is known that 𝑔(5) = 9 and 𝑔(6) = 17. The former 

result was obtained by Makai in the 1930s. The latter was shown by Szekeres and Peters, 71 

years after the initial conjecture, via exhaustive computer search over all configurations of 

17 points19 [264]. Larger cases remain open, with 𝑔(𝑘) ≤ 2𝑘+𝑂(
√

𝑘 log 𝑘) being the best known 

upper bound20 [161]. This problem is now known as the happy ending problem, as it led to the 

marriage of Klein and Szekeres.

In a similar spirit, Erdős defined ℎ(𝑘) to be the minimal number of points in general position 

that is guaranteed to contain a 𝑘-hole, or empty 𝑘-gon, meaning a convex 𝑘-gon with no other 

point inside. Obviously ℎ(3) = 3, and Klein’s construction can be lightly adapted to show 

ℎ(4) = 5.

19It is not obvious that such a search is even possible. Section 3.4 discusses why only a finite number of 
objects need to be checked.

20See https://www.erdosproblems.com/107  for more information and a Lean statement.
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Proof :  When the convex hull contains 5 or 3 elements, the 4-gon 

constructed in Figure 3.1.1 is already empty. On the other hand if 

it contains 4, with 1 point inside, draw a line through two non-

adjacent hull points as shown on the right. The interior point will 

fall on one side of this line, forming an empty quadrilateral with 

the hull point on the other side of the line. □

In 1978, Harborth established that ℎ(5) = 10 [144]. Surprisingly, in 1983 Horton discovered 

constructions of arbitrarily large point sets that avoid 𝑘-holes for 𝑘 ≥ 7 [162]. Only ℎ(6) 
remained. In 2002, Overmars discovered sets of 29 points with no empty hexagon, demonstrat­

ing 29 < ℎ(6) [229]. Establishing that ℎ(6) is finite, the empty hexagon theorem was proven 

independently by Gerken [131] and Nicolás [224] in 2006. In 2008, Valtr narrowed the range 

of possible values down to ℎ(6) ≤ 1717, where the problem remained until a breakthrough 

by Heule and Scheucher [150], who used a SAT solver to prove that ℎ(6) ≤ 30. We refer to 

this result in discrete computational geometry as the empty hexagon number.

3.1.1. Reduction to UNSAT

Following the methodology of Section 2.2.2, the proof of Heule and Scheucher can be divided 

into two steps:

• a reduction of the problem to a propositional formula 𝜙30 which is complete for configura­

tions of 30 points (in general position) containing no empty hexagon,

• followed by showing that 𝜙30 is unsatisfiable using an off-the-shelf SAT solver.

As discussed in Section  2.4, DRAT certification makes the SAT solving step reliable and 

trustworthy. The reduction and its completeness proof, on the other hand, has not received 

similar scrutiny. As is common with such results, the reduction argument was only sketched, 

relied heavily on intuition, and had several gaps. In general, reductions to UNSAT often 

rely on problem-specific mathematical insights and complex transformations that, when left 

unverified, threaten the correctness of the proof.

Only a few reductions to UNSAT have been verified in the literature. Cruz-Filipe and coauthors 

[99, 101] used the Rocq proof assistant to verify a reduction of the Boolean Pythagorean triples 

problem [154], whereas Delemazure and colleagues [109] used Isabelle/HOL to verify SAT-

based results in social choice theory for which minimal unsatisfiable sets of clauses were too 

large to extract human-readable proofs. More generally, Giljegård and Wennerbreck [132] 

built a CakeML library of verified SAT encodings, which they used to write verified SAT 

reductions for different puzzles such as the N-queens problem. In this paper, we use reduction 

verification techniques based on those of Codel, Avigad, and Heule [85], which they developed 

in Lean.

Formal verification for SAT-based combinatorial geometry was pioneered by Marić [205]. He 

formally verified a reduction of a case of the happy ending problem to SAT in Isabelle/HOL. 

We compare our work to his in Section 3.7.

In this chapter we complete and formalize Heule and Scheucher’s proof of the empty 

hexagon number in the Lean theorem prover (Section 1.4.4). We do so by connecting existing 

geometric definitions in the mathematical library mathlib (Section 1.4.2) to the unsatisfiability 
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of a particular SAT instance. Our formalization is publicly available at https://github.com/

bsubercaseaux/EmptyHexagonLean/tree/itp2024 .

3.2. Outline of the proof

We will incrementally build sufficient machinery to prove the following theorem.

Theorem 3.2.1 (Empty hexagon number) :  Any finite set of 30 or more points in the plane in 

general position contains a 6-hole.

Proof outline :  We begin Section 3.3 with a precise statement in Lean of the above theorem and 

the geometric terms involved. In a nutshell, the proof consists of building a CNF formula 𝜙𝑛 

such that from any set 𝑆 of 𝑛 points in general position without a 6-hole we can construct 

a satisfying assignment 𝜏𝑆  for 𝜙𝑛. Then, checking that 𝜙30 is unsatisfiable implies that no 

such set 𝑆 of size 30 exists, thus implying the theorem. In order to construct 𝜙𝑛, one must 

first discretize the continuous space ℝ2. Triple orientations, presented in Section 3.4, are a 

way to achieve this. Concretely, any three points 𝑝, 𝑞, 𝑟 in general position correspond to 

either a clockwise turn, denoted by 𝜎(𝑝, 𝑞, 𝑟) = −1, or a counterclockwise turn, denoted by 

𝜎(𝑝, 𝑞, 𝑟) = +1, depending on whether 𝑟 is above the directed line 𝑝𝑞 or not. In this way, 

every set 𝑆 of points in general position induces an assignment 𝜎𝑆 : 𝑆3 → {−1, +1} of triple 

orientations. We show in Section 3.4 that whether 𝑆 contains a 𝑘-hole (i.e., HasEmptyKGon k 

S) depends entirely on 𝜎𝑆 . As each orientation 𝜎(𝑝, 𝑞, 𝑟) can only take two values, we can 

represent each orientation 𝜎(𝑝, 𝑞, 𝑟) with a boolean variable. Any set of points 𝑆 in general 

position thus induces an assignment 𝜏𝑆  over its orientation variables. Because HasEmptyKGon k 

S depends only on 𝜎𝑆 , it can be written as a boolean formula over the orientation variables. 

Unfortunately, it is practically infeasible to determine if such a formula is satisfiable with a 

naïve encoding. In order to create a better encoding, Section 3.5 shows that one can assume, 

without loss of generality, that the set of points 𝑆 is in canonical position. Canonicity eliminates 

a number of symmetries from the problem—ordering, rotation, and mirroring—significantly 

reducing the search space. In Section 3.6, we show the correctness of the efficient encoding 

of Heule and Scheucher [150] for constructing a smaller CNF formula 𝜙𝑛. Concretely, we 

show that any finite set of 𝑛 points in canonical position containing no 6-hole would give 

rise to a propositional assignment 𝜏𝑆  satisfying 𝜙𝑛. However, 𝜙30 (laid out in Section 3.6) is 

unsatisfiable; therefore no such set of size 30 exists and the theorem follows by contradiction. 

As detailed in Section 3.6, to establish unsatisfiability of 𝜙30 we passed the formula produced 

by our verified encoder to a SAT solver, and used a verified proof checker to certify the 

correctness of the resulting unsatisfiability proof. The construction of 𝜙𝑛 and 𝜏𝑆  involves 

sophisticated optimizations which we justify using geometric arguments. □

3.3. Geometric preliminaries

We identify points with elements of ℝ2. Concretely, abbrev Point := EuclideanSpace ℝ (Fin 2). The 

next step is to define what it means for a 𝑘-gon to be empty (with respect to a set of points) 

and convex, which we do in terms of mathlib primitives.

/-- `EmptyShapeIn S P' means that `S' carves out an empty shape in `P':

the convex hull of `S' contains no point of `P' other than those already in `S'. -/

def EmptyShapeIn (S P : Set Point) : Prop :=
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    ∀ p ∈ P \ S, p ∉ convexHull ℝ S

/-- `ConvexIndep S' means that `S' consists of extremal points of its convex hull,

i.e., the point set encloses a convex polygon. -/

def ConvexIndep (S : Set Point) : Prop :=

    ∀ a ∈ S, a ∉ convexHull ℝ (S \ {a})

/-- `ConvexEmptyIn S P' means that `S' forms a convex empty polygon in `P' -/

def ConvexEmptyIn (S P : Set Point) : Prop :=

    ConvexIndep S ∧ EmptyShapeIn S P

/-- `HasEmptyKGon k P' means that `P' has a convex, empty `k'-gon -/

def HasEmptyKGon (k : Nat) (P : Set Point) : Prop :=

    ∃ S : Finset Point, S.card = k ∧ ↑S ⊆ P ∧ ConvexEmptyIn S P

Let SetInGenPos be a predicate that states that a set of points is in general position, i.e., no three 

points lie on a common line (made precise in Section 3.4). With this we can already state the 

core theorem.

theorem hole_6_theorem : ∀ (pts : Finset Point),

    SetInGenPos pts → pts.card = 30 → HasEmptyKGon 6 pts

At the root of the encoding of Heule and Scheucher is the idea that the ConvexEmptyIn predicate 

can be determined by analyzing only triangles. In particular, that a set 𝑠 of 𝑘 points in a pointset 

𝑆 form an empty convex 𝑘-gon if and only if all the (𝑘
3) triangles induced by vertices in 𝑠 are 

empty with respect to 𝑆. This is discussed informally in [150:Section 3, Eq. 4]. Concretely, we 

prove the following theorem:

theorem ConvexEmptyIn.iff_triangles {s : Finset Point} {S : Set Point}

    (sS : ↑s ⊆ S) (sz : 3 ≤ s.card) :

    ConvexEmptyIn s S ↔

    ∀ (t : Finset Point), t.card = 3 → t ⊆ s → ConvexEmptyIn t S

Proof sketch :  We first prove a simple monotonicity lemma: if 𝖢𝗈𝗇𝗏𝖾𝗑𝖨𝗇𝖽𝖾𝗉 (𝑠), 
then 𝖢𝗈𝗇𝗏𝖾𝗑𝖨𝗇𝖽𝖾𝗉 (𝑠′) for every 𝑠′ ⊆ 𝑠, and similarly 𝖤𝗆𝗉𝗍𝗒𝖲𝗁𝖺𝗉𝖾𝖨𝗇 (𝑠, 𝑆) ⇒
𝖤𝗆𝗉𝗍𝗒𝖲𝗁𝖺𝗉𝖾𝖨𝗇 (𝑠′, 𝑆) for every set of points 𝑆. By instantiating this monotonicity lemma 

over all subsets 𝑡 ⊆ 𝑠 with |𝑡| = 3 we get the forward direction of the theorem.

(a) (b)

Figure 3.3.1:  Illustration of the proof of ConvexEmptyIn.iff_triangles. The left subfigure shows 

that a point in 𝑆 \ 𝑠 lying inside 𝑠 must be inside one of the triangles induced by the convex 

hull of 𝑠 (orange triangle). The right subfigure shows that if 𝖢𝗈𝗇𝗏𝖾𝗑𝖨𝗇𝖽𝖾𝗉 does not hold of 𝑠, 

then some point 𝑎 ∈ 𝑠 will be inside one of the triangles induced by the convex hull of 𝑠 \ {𝑎}.

30 FORMAL VERIFICATION OF THE EMPTY HEXAGON NUMBER



For the backward direction it is easier to reason contrapositively: if the 𝖢𝗈𝗇𝗏𝖾𝗑𝖨𝗇𝖽𝖾𝗉 predicate 

does not hold of 𝑠, or if 𝑠 is not empty w.r.t. 𝑆, then we want to show that there is a triangle 

𝑡 ⊆ 𝑠 that is also not empty w.r.t. 𝑆. To see this, let 𝐻  be the convex hull of 𝑠, and then 

by Carathéodory’s theorem (see theorem convexHull_eq_union in mathlib), every point in 𝐻  is a 

convex combination of at most 3 points in 𝑠, and consequently, of exactly 3 points in 𝑠. If 𝑠 is 

non-empty w.r.t. 𝑆, then there is a point 𝑝 ∈ 𝑆 \ 𝑠 that belongs to 𝐻 , and by Carathéodory, 𝑝 is 

a convex combination of 3 points in 𝑠 \ {𝑎}, and thus lies inside a triangle 𝑡 ⊆ 𝑠 (Figure 3.3.1.

(a)). If 𝑠 is not 𝖢𝗈𝗇𝗏𝖾𝗑𝖨𝗇𝖽𝖾𝗉, then there is a point 𝑎 ∈ 𝑠 such that 𝑎 ∈ 𝖼𝗈𝗇𝗏𝖾𝗑𝖧𝗎𝗅𝗅 (𝑠 \ {𝑎}), 
and by Carathéodory again, 𝑎 is a convex combination of 3 points in 𝑠, and thus lies inside a 

triangle 𝑡 ⊆ 𝑠 \ {𝑎} (Figure 3.3.1.(b)). □

In the next section, we show how to use boolean variables to encode which triangles (and, by 

the above theorem, which 𝑘-holes) are empty in a pointset.

3.4. Triple orientations

An essential step for obtaining computational proofs of geometric results is discretization: 

problems concerning the existence of an object 𝒪︀ in a continuous search space like ℝ2 must 

be reformulated in terms of the existence of a discrete, finitely-representable object 𝒪︀′ that 

a computer can search for. It is especially challenging to discretize problems for which the 

desired geometric object 𝒪︀ is characterized by very specific coordinates of points, thus requir­

ing the computer to use floating-point arithmetic, which suffers from numerical instability. 

Fortunately, this is not the case for Erdős-Szekeres-type problems such as determining the 

value of ℎ(𝑘), as their properties of interest (e.g., convexity and emptiness) can be described 

in terms of axiomatizable relationships between points and lines (e.g., point 𝑝 is above the 

line 𝑞𝑟, lines 𝑞𝑟 and ⃗𝑠𝑡 intersect, etc.) that are invariant under rotation, translation, and even 

small perturbations of the coordinates. We can discretize these relationships with boolean 

variables, thus making us agnostic to the specific coordinates of the points. The combinatorial 

abstraction that has been most widely used in Erdős-Szekeres-type problems is that of triple 

orientations [150, 243], also known as signotopes [122, 260], Knuth’s counterclockwise relation 

[183], or signatures [264]. Given points 𝑝, 𝑞, 𝑟, their triple orientation is defined as

𝜎(𝑝, 𝑞, 𝑟) = sign det
(

𝑝𝑥

𝑝𝑦
1

𝑞𝑥
𝑞𝑦
1

𝑟𝑥
𝑟𝑦
1 )




=
{

1 if 𝑝, 𝑞, 𝑟 are 𝑜𝑟𝑖𝑒𝑛𝑡𝑒𝑑 counterclockwise,

0 if 𝑝, 𝑞, 𝑟 are collinear,
−1 if 𝑝, 𝑞, 𝑟 are 𝑜𝑟𝑖𝑒𝑛𝑡𝑒𝑑 clockwise.

We define 𝜎 in Lean using mathlib’s definition of the determinant.

𝑝
𝑞

𝑟

𝑠

𝑡

Figure 3.4.1:  Illustration of triple orientations,

where 𝜎(𝑝, 𝑟, 𝑞) = −1, 𝜎(𝑟, 𝑠, 𝑞) = 1, and 𝜎(𝑝, 𝑠, 𝑡) = 0.
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inductive Orientation : Type where

  | cw          -- Clockwise turn

  | ccw         -- Counter-clockwise turn

  | collinear   -- Collinear

noncomputable def σ (p q r : Point) : Orientation :=

  let det := Matrix.det !![p.x, q.x, r.x ; p.y, q.y, r.y ; 1, 1, 1]

  if 0 < det then ccw

  else if det < 0 then cw

  else collinear

Using the function 𝜎 we can define the notion of general position for collections (e.g., finite 

sets, lists, etc.) of points, simply postulating that 𝜎(𝑝, 𝑞, 𝑟) ≠ 0 for every three distinct points 

𝑝, 𝑞, 𝑟 in the collection. Furthermore, we can start formalizing sets of points that are equivalent 

with respect to their triple orientations, and consequently, properties of pointsets that are 

fully captured by their triple orientations (orientation properties).

structure σEquiv (S T : Set Point) where

  f : Point → Point

  bij : Set.BijOn f S T

  parity : Bool

  σ_eq : ∀ (p ∈ S) (q ∈ S) (r ∈ S), σ p q r = parity ^^^ σ (f p) (f q) (f r)

def OrientationProperty (P : Set Point → Prop) :=

  ∀ {{S T}}, S ≃σ T → P S → P T -- `≃σ` is infix notation for `σEquiv`

Our notion of 𝜎-equivalence allows for all orientations to be flipped. The ^^^ (xor) operation 

does nothing when parity is false, and negates the orientation when parity is true. See 

Section 3.5 for more details.

To illustrate how these notions will be used, let us consider the property 𝜋𝑘(𝑆) ≜ “pointset 𝑆 

contains an empty convex 𝑘-gon”, formalized as HasEmptyKGon.

Based on ConvexEmptyIn.iff_triangles, we know that 𝜋𝑘(𝑆) can be written in terms of whether 

certain triangles are empty w.r.t 𝑆. We can define triangle membership using 𝜎, and prove its 

equivalence to the geometric definition.

/-- `Means that `a' is in the triangle `pqr', possibly on the boundary. -/

def PtInTriangle (a : Point) (p q r : Point) : Prop :=

  a ∈ convexHull ℝ {p, q, r}

/-- `Means that `a' is in the triangle `pqr' strictly, not on the boundary. -/

def σPtInTriangle (a p q r : Point) : Prop :=

  σ p q a = σ p q r ∧ σ p a r = σ p q r ∧  σ a q r = σ p q r

theorem σPtInTriangle_iff {a p q r : Point} (gp : InGenPos₄ a p q r) :

  σPtInTriangle a p q r ↔ PtInTriangle a p q r

Heule and Scheucher used the orientation-based definition [150]. As is common in the area, 

its equivalence to the ground-truth mathematical definition was left implicit. This equivalence, 

formalized in theorem σPtInTriangle_iff is not trivial: the forward direction in particular requires 

reasoning about convex combinations and determinants. Using the previous theorem, we can 

generalize to 𝑘-gons as follows.
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def σIsEmptyTriangleFor (a b c : Point) (S : Set Point) : Prop :=

  ∀ s ∈ S, ¬σPtInTriangle s a b c

def σHasEmptyKGon (n : Nat) (S : Set Point) : Prop :=

  ∃ s : Finset Point, s.card = n ∧ ↑s ⊆ S ∧ ∀ (a ∈ s) (b ∈ s) (c ∈ s), 

  a ≠ b → a ≠ c → b ≠ c → σIsEmptyTriangleFor a b c S

theorem σHasEmptyKGon_iff_HasEmptyKGon {n : Nat} (gp : ListInGenPos pts) :

    σHasEmptyKGon n pts.toFinset ↔ HasEmptyKGon n pts.toFinset

Then, because σHasEmptyKGon is ultimately defined in terms of 𝜎, we can prove

lemma OrientationProperty_σHasEmptyKGon {n : Nat} : OrientationProperty (σHasEmptyKGon n)

Which in combination with theorem σHasEmptyKGon_iff_HasEmptyKGon, provides

theorem OrientationProperty_HasEmptyKGon {n : Nat} : OrientationProperty (HasEmptyKGon n)

The previous theorem is important for two reasons. First, if 𝜎 is invariant under certain point 

transformations (e.g., rotations, translations, etc.), then any orientation property is invariant 

under the same transformations. This is a powerful tool for performing symmetry breaking 

(see Section 3.5). For a concrete example, consider a proof of an Erdős-Szekeres-type result 

that starts by saying “we assume without loss of generality that points 𝑝1, …, 𝑝𝑛 all have positive 

𝑦-coordinates” Since 𝜎 is invariant under translation, we can see that this assumption indeed 

does not impact the validity of the proof.

Second, as introduced at the beginning of this section, SAT encodings for Erdős-Szekeres-

type problems use triple orientations to capture properties like convexity and emptiness, 

thus discretizing the problem. Because we have proved that 𝜋𝑘(𝑆) is an orientation property, 

the values of 𝜎 on the points in 𝑆 contain enough information to determine whether 𝜋𝑘(𝑆) 

holds. Therefore, we have proved that given 𝑛 points, it is enough to analyze the values of 𝜎 

over these points, a discrete space with at most 2𝑛3
 possibilities, instead of grappling with a 

continuous search space on 𝑛 points, (ℝ2)𝑛
. This is the key idea that will allow us to transition 

from the finitely-verifiable statement “no set of triple orientations over 𝑛 points satisfies property 

𝜋𝑘” to the desired statement “no set of 𝑛 points satisfies property 𝜋𝑘.”

3.4.1. Properties of orientations

We now prove, assuming points are sorted left-to-right (which is justified in Section  3.5), 

that certain 𝜎-implication-properties hold. Consider four points 𝑝, 𝑞, 𝑟, 𝑠 with 𝑝𝑥 < 𝑞𝑥 < 𝑟𝑥 <
𝑠𝑥. If 𝑝, 𝑞, 𝑟 are oriented counterclockwise, and 𝑞, 𝑟, 𝑠 are oriented counterclockwise as well, 

then it follows that 𝑝, 𝑟, 𝑠 must be oriented counterclockwise (see Figure 3.4.1.1). We prove a 

number of properties of this form:

theorem σ_prop₁ (h : Sorted₄ p q r s) (gp : InGenPos₄ p q r s) :

    σ p q r = ccw → σ q r s = ccw → σ p r s = ccw

 [...]

theorem σ_prop₃ (h : Sorted₄ p q r s) (gp : InGenPos₄ p q r s) :

    σ p q r = cw → σ q r s = cw → σ p r s = cw
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𝜃1
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𝑠
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𝑞

𝑟

𝑠

𝑝

𝑞

𝑟

𝑠

Figure 3.4.1.1:  Illustration for 𝜎(𝑝, 𝑞, 𝑟) = 1 ∧ 𝜎(𝑞, 𝑟, 𝑠) = 1 ⟹ 𝜎(𝑝, 𝑟, 𝑠) = 1. As we have 

assumptions 𝜃3 > 𝜃 > 𝜃4 by the forward direction of the slope-orientation equivalence, we 

deduce 𝜃3 > 𝜃4, and then conclude 𝜎(𝑝, 𝑟, 𝑠) = 1 by the backward direction of the slope-

orientation equivalence.

Our proofs of these properties are based on an equivalence between the orientation of a triple 

of points and the slopes of the lines that connect them. Namely, if 𝑝, 𝑞, 𝑟 are sorted from 

left to right, then (i) 𝜎(𝑝, 𝑞, 𝑟) = 1 ⟺ 𝗌𝗅𝗈𝗉𝖾 (𝑝𝑞) < 𝗌𝗅𝗈𝗉𝖾 (𝑝𝑟) and (ii) 𝜎(𝑝, 𝑞, 𝑟) = 1 ⟺
𝗌𝗅𝗈𝗉𝖾 (𝑝𝑟) < 𝗌𝗅𝗈𝗉𝖾 (𝑞𝑟). By first proving these slope-orientation equivalences we can then 

easily prove σ_prop₁ and others, as illustrated in Figure 3.4.1.1.

These properties will be used in Section 3.6 to justify clauses (3.6.4) and (3.6.5) of the SAT 

encoding; these clauses are commonly added in orientation-based SAT encodings to reduce 

the search space by removing some “unrealizable” orientations [150, 243, 260, 264].

(¬𝗈𝑎,𝑏,𝑐 ∨ ¬𝗈𝑎,𝑐,𝑑 ∨ 𝗈𝑎,𝑏,𝑑) ∧ (𝗈𝑎,𝑏,𝑐 ∨ 𝗈𝑎,𝑐,𝑑 ∨ ¬𝗈𝑎,𝑏,𝑑)

3.5. Symmetry breaking

Symmetry breaking plays a key role in SAT solving by reducing the search space of satisfying 

assignments for a formula [43, 98], thus making a wider range of formulas practical to solve. 

For example, if one proves that all satisfying assignments to a formula 𝜙 have either (i) 𝑥1 =
0, 𝑥2 = 1, or (ii) 𝑥1 = 1, 𝑥2 = 0, and that there is a bijection between satisfying assignments 

of forms (i) and (ii), then one can assume, without loss of generality, that 𝑥1 = 0, 𝑥2 = 1, and 

thus add unit clauses 𝑥1 and 𝑥2 to the formula 𝜙 while preserving its satisfiability. There are 

several techniques that can automatically find symmetry-breaking clauses, such as structured 

bounded variable addition [138], but it is accepted wisdom in the SAT-solving community that 

problem-specific symmetry breaking is more effective.

In their proof of Theorem 3.2.1, Heule and Scheucher showed that for any list of points in 

general position, there exists a list of points in canonical position with the same triple-orien­

tations. Canonical position is defined as follows.
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Definition 3.5.1 (Canonical position) :  A list of points 𝐿 = (𝑝1, …, 𝑝𝑛) is said to be in 

canonical position if it satisfies all of the following properties:

• (General position) No three points are collinear, i.e., for all 1 ≤ 𝑖 < 𝑗 < 𝑘 ≤ 𝑛, we have 

𝜎(𝑝𝑖, 𝑝𝑗, 𝑝𝑘) ≠ 0.

• (𝑥-order) The points are sorted with respect to their 𝑥-coordinates, i.e., (𝑝𝑖)𝑥 < (𝑝𝑗)𝑥
 for 

all 1 ≤ 𝑖 < 𝑗 ≤ 𝑛.

• (CCW-order) All orientations 𝜎(𝑝1, 𝑝𝑖, 𝑝𝑗), with 1 < 𝑖 < 𝑗 ≤ 𝑛, are counterclockwise.

• (Lex-order) The list of orientations (𝜎(𝑝⌈𝑛
2 ⌉−1, 𝑝⌈𝑛

2 ⌉, 𝑝⌈𝑛
2 ⌉+1), …, 𝜎(𝑝2, 𝑝3, 𝑝4)) is not lexi­

cographically smaller than the list (𝜎(𝑝⌊𝑛
2 ⌋+1, 𝑝⌊𝑛

2 ⌋+2, 𝑝⌊𝑛
2 ⌋+3), …, 𝜎(𝑝𝑛−2, 𝑝𝑛−1, 𝑝𝑛)).

Each of the three ordering properties breaks a different symmetry. First, the 𝑥-order property 

breaks symmetry due to how we label the points by ensuring that the points are labeled from 

left to right. The 𝑥-order property also simplifies the encoding of clauses (3.6.1)-(3.6.5), as they 

rely on the points being sorted. Second, the CCW-order property breaks symmetry due to 

rotation by fixing the orientations involving the leftmost point 𝑝1.

Third, the lex-order property breaks symmetry due to reflection. Reflecting a set of points 𝑆 

over a line (e.g., with the map (𝑥, 𝑦) ↦ (−𝑥, 𝑦)) preserves the presence of 𝑘-holes and convex 

𝑘-gons. This operation does not quite preserve orientations, but rather flips them (clockwise 

orientations become counterclockwise and vice versa). Our definition of 𝜎-equivalence 

includes a parity flag for this purpose: parity := false corresponds to the case that orientations 

are the same, and parity := true corresponds to the case that all orientations have been flipped. 

See the point sets in Figure 3.5.1 for an example.

The lex-order property, then, picks between a set of points and its reflection over 𝑥 = 0. The 

vector of consecutive orientations from the middle to the left is assumed to be at least as big 

as the vector of consecutive orientations from the middle to the right. This constraint is not 

geometrically meaningful, but is easy to implement in the SAT encoding.

We prove that there always exists a 𝜎-equivalent point set in canonical position.

𝑎

𝑏
𝑐

𝑑

(a)

𝑎′

𝑏′ 𝑐′𝑑′

(b)

𝑎

𝑏

𝑐

𝑑

𝑒

𝑓

(c)

𝑎′

𝑏′

𝑐′

𝑑′

𝑒′

𝑓 ′

(d)

Figure  3.5.1:  The pointsets depicted in (a) and (b) are 𝜎-equivalent with parity := 

false since the bijection 𝑓  defined by (𝑎, 𝑏, 𝑐, 𝑑) ↦ (𝑏′, 𝑑′, 𝑐′, 𝑎′) satisfies 𝜎(𝑝𝑖, 𝑝𝑗, 𝑝𝑘) =
𝜎(𝑓(𝑝𝑖), 𝑓(𝑝𝑗), 𝑓(𝑝𝑗)) for every {𝑝𝑖, 𝑝𝑗, 𝑝𝑘} ⊆ {𝑎, 𝑏, 𝑐, 𝑑}. On the other hand, no orienta­

tion-preserving bijection exists for (c) and (d) which are only 𝜎-equivalent with parity := true.
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theorem symmetry_breaking : ListInGenPos l →

  ∃ w : CanonicalPoints, Nonempty (l.toFinset ≃σ w.points.toFinset)

Proof sketch :  The proof proceeds in 6 steps, illustrated in Figure 3.5.2. In each of the steps, we 

construct a new list of points that is 𝜎-equivalent to the previous one, with the last one being 

in canonical position.21 The main justification for each step is that, given that the function 𝜎 is 

defined as a sign of the determinant, applying transformations that preserve (or, when parity := 

true, uniformly reverse) the sign of the determinant will preserve (or uniformly reverse) the 

values of 𝜎.

For example, given the identity det(𝐴𝐵) = det(𝐴) det(𝐵), if we apply a transformation 

to the points that corresponds to multiplying by a matrix 𝐵 such that det(𝐵) > 0, then 

sign(det(𝐴)) = sign(det(𝐴𝐵)), and thus orientations will be preserved.
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(a) The original list of points.

𝑥

𝑦
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(b) There always exists a rota­

tion (in this case by 45°) that 

makes all the 𝑥-coordinates 

different.

𝑥

𝑦
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(c) After translating, the left­

most point is at (0, 0).

𝑥

𝑦
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(0, ∞)

(d) Result after applying the 

map (𝑥, 𝑦) ↦ (𝑦
𝑥 , 1

𝑥).
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𝑦
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(e) Point 2 is brought back into 

the real plane.

𝑥

𝑦
1

2

3
4

5 6

7
8 9

(f) Points are relabeled from 

left to right.

Figure  3.5.2:  Illustration of the proof of the symmetry breaking theorem. Note that the 

highlighted holes are preserved as 𝜎-equivalence is preserved. For simplicity we have omitted 

the illustration of the Lex order property.

21Even though we defined 𝜎-equivalence for sets of points, our formalization goes back and forth between 
sets and lists. Given that symmetry breaking distinguishes between orderings of the points, e.g. via 𝑥-order, 
this proof proceeds over lists. All permutations of a list are immediately 𝜎-equivalent.
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Step 1: we transform the list of points so that no two points share the same 𝑥-coordinate. This 

can be done by applying a rotation to the list of points, which corresponds to multiplying by 

a rotation matrix. Rotations always have determinant 1.

Step 2: we translate all points by a constant vector 𝑡, which corresponds to multiplying by 

a translation matrix, to bring the leftmost point 𝑝1 to position (0, 0). As a result, every other 

point has a positive 𝑥-coordinate. Let 𝐿2 be the list of points excluding 𝑝1 after Step 2.

Step 3: we apply the projective transformation 𝑓 : (𝑥, 𝑦) ↦ (𝑦
𝑥 , 1

𝑥) to every point in 𝐿2, 

showing that this preserves orientations within 𝐿2. To see that this mapping is a 𝜎-equivalence 

consider the calculation below, where the last step uses that 𝑝𝑥, 𝑞𝑥, 𝑟𝑥 > 0 by step 2.

sign det
(

𝑝𝑥

𝑝𝑦
1

𝑞𝑥
𝑞𝑦
1

𝑟𝑥
𝑟𝑦
1 )




= sign det

(



(

0

1
0

0
0
1

1
0
0)



(



𝑝𝑦
𝑝𝑥⁄

1 𝑝𝑥⁄
1

𝑞𝑦
𝑞𝑥⁄

1 𝑞𝑥⁄
1

𝑟𝑦
𝑟𝑥⁄

1 𝑟𝑥⁄
1 )




(

𝑝𝑥

0
0

0
𝑞𝑥
0

0
0
𝑟𝑥)




)



= sign

(

1 · det

(



𝑝𝑦
𝑝𝑥⁄

1 𝑝𝑥⁄
1

𝑞𝑦
𝑞𝑥⁄

1 𝑞𝑥⁄
1

𝑟𝑦
𝑟𝑥⁄

1 𝑟𝑥⁄
1 )


 · 𝑝𝑥𝑞𝑥𝑟𝑥

)



= sign det

(



𝑝𝑦
𝑝𝑥⁄

1 𝑝𝑥⁄
1

𝑞𝑦
𝑞𝑥⁄

1 𝑞𝑥⁄
1

𝑟𝑦
𝑟𝑥⁄

1 𝑟𝑥⁄
1 )




To preserve orientations with respect to the leftmost point (0, 0), we set 𝑓((0, 0)) = (0, ∞), 
a special point that is treated separately as follows. As the function 𝜎 takes points in ℝ2 as 

arguments, we need to define an extension 𝜎(0,∞) of 𝜎 given by

𝜎(0,∞)(𝑞, 𝑟) = {1 if 𝑞𝑥 < 𝑟𝑥
−1 otherwise

We then show that 𝜎((0, 0), 𝑞, 𝑟) = 𝜎(0,∞)(𝑓(𝑞), 𝑓(𝑟)) for all points 𝑞, 𝑟 ∈ 𝐿2.

Step 4: we sort the list 𝐿2 by 𝑥-coordinate in increasing order, thus obtaining a list 𝐿3. This 

can be done while preserving 𝜎-equivalence because sorting corresponds to a permutation, 

and all permutations of a list are 𝜎-equivalent by definition.

Step 5: we check whether the Lex order condition above is satisfied in 𝐿3, and if it is not, 

we reflect the pointset, which preserves 𝜎-equivalence with parity := true. Note that in such a 

case we need to relabel the points from left to right again.

Step 6: we bring point (0, ∞) back into the range by first finding a constant 𝑐 such that all 

points in 𝐿3 are to the right of the line 𝑦 = 𝑐, and then finding a large enough value 𝑀  such 

that (𝑐, 𝑀) has the same orientation with respect to the other points as (0, ∞) did, meaning 

that 𝜎((𝑐, 𝑀), 𝑞, 𝑟) = 𝜎(0,∞)(𝑞, 𝑟) for every 𝑞, 𝑟 ∈ 𝐿3.

Finally, we note that the list of points obtained in step 6 satisfies the CCW-order property by 

the following reasoning: if 1 < 𝑖 < 𝑗 ≤ 𝑛 are indices, then
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𝜎(𝑝1, 𝑝𝑖, 𝑝𝑗) = 1 ⟺ 𝜎((𝑐, 𝑀), 𝑝𝑖, 𝑝𝑗) = 1

⟺ 𝜎(0,∞)(𝑝𝑖, 𝑝𝑗) = 1 (By step 6)

⟺ (𝑝𝑖)𝑥 < (𝑝𝑗)𝑥
(By definition of 𝜎(0,∞))

⟺ true (By step 4, since points are sorted and 𝑖 < 𝑗)

This concludes the proof. □

Compared to the symmetry-breaking transformation described by Heule and Scheucher, our 

transformation is simpler. Nonetheless, proving the above theorem in Lean was tedious, as 

we had to show that the properties from the previous steps were preserved at each new 

step, which carried substantial proof burden. In particular, steps 3 through 6 required careful 

bookkeeping and special handling of the distinguished point 𝑝1.

3.6. The encoding and its correctness

Having established the reduction to orientations, and the symmetry-breaking assumption of 

canonicity, we now turn to the construction of a CNF formula 𝜙𝑛 whose unsatisfiability would 

imply that every set of 𝑛 points contains a 6-hole.22

The CNF encoding of 𝜙𝑛 based on that of Heule and Scheucher [150] is detailed below. Each 

line determines a set of clauses, and 𝜙𝑛 is the conjunction of all these. Unsatisfiability of this 

formula when 𝑛 = 30 implies that ℎ(6) ≤ 30, as detailed throughout the paper.

𝖼𝑖;𝑎,𝑏,𝑐 → ((𝗈𝑎,𝑏,𝑐 ↔ 𝗈𝑎,𝑖,𝑐) ∧ (𝗈𝑎,𝑏,𝑐 ↔ 𝗈𝑎,𝑖,𝑏)) for all 2 ≤ 𝑎 < 𝑖 < 𝑏 < 𝑐 ≤ 𝑛 (3.6.1)

𝖼𝑖;𝑎,𝑏,𝑐 → ((𝗈𝑎,𝑏,𝑐 ↔ 𝗈𝑎,𝑖,𝑐) ∧ (𝗈𝑎,𝑏,𝑐 ↔ 𝗈𝑏,𝑖,𝑐)) for all 2 ≤ 𝑎 < 𝑏 < 𝑖 < 𝑐 ≤ 𝑛 (3.6.2)

( ⋀
𝑎<𝑖<𝑐
𝑖≠𝑏

𝖼𝑖;𝑎,𝑏,𝑐) → 𝗁𝑎,𝑏,𝑐 for all 2 ≤ 𝑎 < 𝑏 < 𝑐 ≤ 𝑛 (3.6.3)

𝗈𝑎,𝑏,𝑐 ∧ 𝗈𝑎,𝑐,𝑑 → 𝗈𝑎,𝑏,𝑑 for all 2 ≤ 𝑎 < 𝑏 < 𝑐 < 𝑑 ≤ 𝑛 (3.6.4)

𝗈𝑎,𝑏,𝑐 ∧ 𝗈𝑎,𝑐,𝑑 → 𝗈𝑎,𝑏,𝑑 for all 2 ≤ 𝑎 < 𝑏 < 𝑐 < 𝑑 ≤ 𝑛 (3.6.5)

(𝗈⌈𝑛
2 ⌉−1,⌈𝑛

2 ⌉,⌈𝑛
2 ⌉+1, …, 𝗈2,3,4) ≽

lex
(𝗈⌊𝑛

2 ⌋+1,⌊𝑛
2 ⌋+2,⌊𝑛

2 ⌋+3, …, 𝗈𝑛−2,𝑛−1,𝑛) (3.6.6)

22Satisfiability of 𝜙𝑛 would not necessarily imply the existence of a point set without a 6-hole due to the 
realizability problem (see e.g. Subercaseaux [260]).
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𝗈𝑎,𝑏,𝑐 ∧ 𝗈𝑏,𝑐,𝑑 → 𝗎4
𝑎,𝑐,𝑑 for all 2 ≤ 𝑎 < 𝑏 < 𝑐 < 𝑑 ≤ 𝑛 (3.6.7)

𝗈𝑎,𝑏,𝑐 ∧ 𝗈𝑏,𝑐,𝑑 → 𝗏4
𝑎,𝑐,𝑑 for all 2 ≤ 𝑎 < 𝑏 < 𝑐 < 𝑑 ≤ 𝑛 (3.6.8)

𝗎4
𝑎,𝑏,𝑐 ∧ 𝗈𝑏,𝑐,𝑑 ∧ 𝗁𝑎,𝑏,𝑑 → 𝗎5

𝑎,𝑐,𝑑 for all 2 ≤ 𝑎 < 𝑏 < 𝑐 < 𝑑 ≤ 𝑛,  𝑎 + 1 < 𝑏 (3.6.9)

𝗎4
𝑎,𝑐,𝑑 → 𝗈𝑎,𝑐,𝑑 for all 2 ≤ 𝑎 < 𝑐 < 𝑑 ≤ 𝑛,  𝑎 + 1 < 𝑐 (3.6.10)

𝗏4
𝑎,𝑐,𝑑 → 𝗈𝑎,𝑐,𝑑 for all 2 ≤ 𝑎 < 𝑐 < 𝑑 ≤ 𝑛,  𝑎 + 1 < 𝑐 (3.6.11)

¬(𝗎5
𝑎,𝑑,𝑒 ∧ 𝗈𝑎,𝑝,𝑒) for all 2 ≤ 𝑎 < 𝑑 < 𝑒 ≤ 𝑛,  𝑎 < 𝑝 < 𝑒,  𝑎 + 2 < 𝑑 (3.6.12)

¬(𝗎5
𝑎,𝑑,𝑒 ∧ 𝗈𝑑,𝑒,𝑓) for all 2 ≤ 𝑎 < 𝑑 < 𝑒 < 𝑓 ≤ 𝑛,  𝑎 + 2 < 𝑑 (3.6.13)

¬(𝗎4
𝑎,𝑐,𝑑 ∧ 𝗏4

𝑎,𝑐′,𝑑 ∧ 𝗁𝑎,𝑐,𝑐′) for all 2 ≤ 𝑎 < 𝑐 < 𝑐′ < 𝑑 ≤ 𝑛,  𝑎 + 1 < 𝑐 (3.6.14)

¬(𝗎4
𝑎,𝑐,𝑑 ∧ 𝗏4

𝑎,𝑐′,𝑑 ∧ 𝗁𝑎,𝑐′,𝑐) for all 2 ≤ 𝑎 < 𝑐′ < 𝑐 < 𝑑 ≤ 𝑛,  𝑎 + 1 < 𝑐′ (3.6.15)

¬(𝗏4
𝑎,𝑐,𝑑 ∧ 𝗈𝑐,𝑑,𝑒 ∧ 𝗁𝑎,𝑐,𝑒) for all 2 ≤ 𝑎 < 𝑐 < 𝑑 < 𝑒 ≤ 𝑛,  𝑎 + 1 < 𝑐 (3.6.16)

Variables. Let 𝑆 = (𝑝1, …, 𝑝𝑛) be the list of points in canonical position. We explain the 

variables of 𝜙𝑛 by specifying their values in the propositional assignment 𝜏𝑆  that is our 

intended model of 𝜙𝑛 corresponding to 𝑆. We then have:

• For every 2 ≤ 𝑎 < 𝑏 < 𝑐 ≤ 𝑛, 𝗈𝑎,𝑏,𝑐 is true iff 𝜎(𝑝𝑎, 𝑝𝑏, 𝑝𝑐) = 1.23

The first optimization observes that orientations are antisymmetric: if (𝑝, 𝑞, 𝑟) is counter­

clockwise then (𝑞, 𝑝, 𝑟) is clockwise, etc. Thus one only needs 𝗈𝑎,𝑏,𝑐 for ordered triples 

(𝑎, 𝑏, 𝑐), reducing the number of orientation variables by a factor of 3! = 6 relative to using 

all triples. The second optimization uses the CCW-order property of canonical positions: 

since all 𝗈1,𝑎,𝑏 are true, we may as well omit them from the encoding.

• Next, for every 𝑎 < 𝑏 < 𝑐 with 𝑎 < 𝑖 < 𝑏 or 𝑏 < 𝑖 < 𝑐, the variable 𝖼𝑖;𝑎,𝑏,𝑐 is true iff 

σPtInTriangle S[i] S[a] S[b] S[c] holds. By σPtInTriangle_iff, this is true exactly iff 𝑝𝑖 is inside the 

triangle 𝑝𝑎𝑝𝑏𝑝𝑐. The reason for assuming (𝑎, 𝑏, 𝑐) to be ordered is again symmetry: 𝑝𝑎𝑝𝑏𝑝𝑐 

is the same triangle as 𝑝𝑎𝑝𝑐𝑝𝑏, etc. Furthermore thanks to the 𝑥-order property of canonical 

positions, if 𝑝𝑖 is in the triangle then (𝑝𝑎)𝑥 < (𝑝𝑖)𝑥 < (𝑝𝑐)𝑥. This implies that 𝑎 < 𝑖 < 𝑐, 

leaving one case distinction permuting (𝑖, 𝑏).

• For every 𝑎 < 𝑏 < 𝑐, 𝗁𝑎,𝑏,𝑐 is true iff σIsEmptyTriangleFor S[a] S[b] S[c] S holds. By a geometro-

combinatorial connection analogous to ones above, this is true iff 𝑝𝑎𝑝𝑏𝑝𝑐 is a 3-hole.

• Finally, one defines 4-cap, 5-cap, and 4-cup variables. For 𝑎 + 1 < 𝑐 < 𝑑, 𝗎4
𝑎,𝑐,𝑑 is true 

iff there is 𝑏 with 𝑎 < 𝑏 < 𝑐 with 𝜎(𝑝𝑎, 𝑝𝑏, 𝑝𝑐) = 𝜎(𝑝𝑏, 𝑝𝑐, 𝑝𝑑) = −1. 𝗏4
𝑎,𝑐,𝑑 is analogous, 

23Since the point set is in general position, we have ¬𝗈𝑎,𝑏,𝑐 ⟺ 𝜎(𝑝𝑎, 𝑝𝑏, 𝑝𝑐) = −1.
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𝑎

∃𝑏
𝑐

𝑑

(a) 𝗎4
𝑎,𝑐,𝑑

𝑎
∃𝑏 𝑐

𝑑

(b) 𝗏4
𝑎,𝑐,𝑑

𝑎

∃𝑏
∃𝑐

𝑑

𝑒

(c) 𝗎5
𝑎,𝑑,𝑒

Figure 3.6.1:  Illustration of the 4-cap (a), 4-cup (b), and 5-cap (c) variables. The highlighted 

region denotes an empty triangle.

𝑎

∃𝑏
∃𝑐

𝑑

𝑒

𝑝

(a) (𝗎5
𝑎,𝑑,𝑒 ∧ 𝗈𝑎,𝑝,𝑒)

𝑎

∃𝑏
𝑐

𝑑

𝑐′

∃𝑏′

(b) (𝗎4
𝑎,𝑐,𝑑 ∧ 𝗏4

𝑎,𝑐′,𝑑 ∧ 𝗁𝑎,𝑐,𝑐′)

𝑎

∃𝑏 𝑐
𝑑

𝑒

1

(c) (𝗏4
𝑎,𝑐,𝑑 ∧ 𝗈𝑐,𝑑,𝑒 ∧ 𝗁𝑎,𝑐,𝑒)

Figure 3.6.2:  Illustration of some forbidden configurations that would imply the existence of 6-

holes. (a) corresponds to the configuration forbidden by clause (3.6.12), (b) to the one forbidden 

by clause (3.6.14), and (c) to clause (3.6.16). All highlighted regions denote empty triangles.

except in that the two orientations are required to be counterclockwise. These are the 4-

caps and 4-cups, respectively. The 5-cap variables 𝗎5
𝑎,𝑑,𝑒 are defined for 𝑎 + 2 < 𝑑 < 𝑒. We 

set 𝗎5
𝑎,𝑑,𝑒 to true iff there exists 𝑐 with 𝑎 + 1 < 𝑐 < 𝑑 such that 𝗎4

𝑎,𝑐,𝑑, 𝗈𝑐,𝑑,𝑒, and 𝗁𝑎,𝑐,𝑒 are 

all true. Intuitively, 4-caps and 4-cups are clockwise and counterclockwise arcs of length 4, 

respectively, whereas 5-caps are clockwise arcs of length 5 containing a 3-hole. All three 

are depicted in Figure 3.6.1. The usage of these variables is crucial to an efficient encoding: 

we will show below that a hexagon can be covered by only 4 triangles, so one need not 

consider all (6
3) triangles contained within it.

Satisfaction. We now have to justify that the clauses of 𝜙𝑛 are satisfied by the intended 

interpretation 𝜏𝑆  for a 6-hole-free point set 𝑆. The variable-defining clauses (3.6.1)-(3.6.3) and 

(3.6.7)-(3.6.11) follow essentially by definition combined with boolean reasoning. The orien­

tation properties (3.6.4) and (3.6.5) have been established in the family of theorems σ_propᵢ. 

The lexicographic ordering clauses (3.6.6) follow from the Lex order property of canonical 

positions. Thus we are left with clauses (3.6.12)-(3.6.16) which forbid the presence of certain 

6-holes.24 We illustrate why clause (3.6.12) is true. The contrapositive is easier to state: if 

𝜏𝑆  satisfies 𝗎5
𝑎,𝑑,𝑒 ∧ 𝗈𝑎,𝑝,𝑒, then 𝑆 contains a 6-hole. The intuitive argument is depicted in 

Figure 3.6.2.(a). The clause directly implies the existence of a convex hexagon 𝑎𝑝𝑒𝑑𝑐𝑏 such 

that 𝑎𝑐𝑒 is a 3-hole. It turns out that this is enough to ensure the existence of a 6-hole by 

“flattening” the triangles 𝑎𝑝𝑒, 𝑒𝑑𝑐, and 𝑐𝑏𝑎, if necessary, to obtain empty triangles 𝑎𝑝′𝑒, 𝑒𝑑′𝑐, 

and 𝑐𝑏′𝑎, which can be assembled into a 6-hole 𝑎𝑝′𝑒𝑑′𝑐𝑏′.

24They are intended to forbid all 6-holes, but proving completeness is not necessary for an unsatisfiability-
based result.
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Justifying this formally turned out to be complex, requiring a fair bit of reasoning about 

point Arcs and σCCWPoints: lists of points winding around a convex polygon. Luckily, the main 

argument can be summarized in terms of two facts: (a) any triangle 𝑎𝑏𝑐 contains an empty 

triangle 𝑎𝑏′𝑐; and (b) empty shapes sharing a common line segment can be glued together. 

Formally, (a) can be stated as

theorem σIsEmptyTriangleFor_exists (gp : ListInGenPos S)

  (abc : [a, b, c] ⊆ S) : ∃ b' ∈ S, σ a b' c = σ a b c

    ∧ (b' = b ∨ σPtInTriangle b' a b c) ∧ σIsEmptyTriangleFor a b' c S.toFinset

Proof :  Given points 𝑝, 𝑞, say that 𝑝 ≤ 𝑞 iff 𝑝 is in the triangle 𝑎𝑞𝑐. This is a preorder. Now, 

the set 𝑆′ = {𝑥 ∈ 𝑆 ∣ 𝜎(𝑎, 𝑥, 𝑐) = 𝜎(𝑎, 𝑏, 𝑐) ∧ 𝑥 ≤ 𝑏} is finite and so has a weakly minimal 

element 𝑏′, in the sense that no 𝑥 ∈ 𝑆′ has 𝑥 < 𝑏′. Emptiness of 𝑎𝑏′𝑐 follows by minimality.□

Moving on, (b) follows from a triangulation lemma: given any convex point set 𝑆 and a line 

𝑎𝑏 between two vertices of 𝑆, the convex hull of 𝑆 is contained in the convex hulls of points 

on either side of 𝑎𝑏. That is:

theorem split_convexHull (cvx : ConvexIndep S) :

  ∀ {a b}, a ∈ S → b ∈ S →

    convexHull ℝ S ⊆ convexHull ℝ {x ∈ S | σ a b x ≠ ccw}

                    ∪ convexHull ℝ {x ∈ S | σ a b x ≠ cw}

Proof :  Let 𝑆+ = {𝑥 ∈ 𝑆 ∣ 𝜎(𝑎, 𝑏, 𝑥) ≥ 0} and 𝑆− = {𝑥 ∈ 𝑆 ∣ 𝜎(𝑎, 𝑏, 𝑥) ≤ 0} be the two sets 

in the theorem, and let 𝑝 ∈ 𝑆, where 𝑆 denotes the convex hull of 𝑆. Assume WLOG that 

𝜎(𝑎, 𝑏, 𝑝) ≥ 0. (We would like to show that 𝑝 ∈ 𝑆+.) Now 𝑝 is a convex combination of 

elements of 𝑆+ and elements of 𝑆−, so there exist points 𝑢 ∈ 𝑆− and 𝑣 ∈ 𝑆+ such that 𝑝 lies 

on the 𝑢𝑣 line. Because {𝑥 ∣ 𝜎(𝑎, 𝑏, 𝑥) ≤ 0} ⊇ 𝑆− is convex, it follows that 𝜎(𝑎, 𝑏, 𝑢) ≤ 0, and 

likewise 𝜎(𝑎, 𝑏, 𝑣) ≥ 0, so they lie on opposite sides of the 𝑎𝑏 line and hence 𝑢𝑣 intersects 𝑎𝑏 

at a point 𝑧. The key point is that 𝑧 must in fact be on the line segment 𝑎𝑏; assuming that 

this was the case, we could obtain 𝑧 as a convex combination of 𝑎 and 𝑏, and 𝑝 as a convex 

combination of 𝑣 and 𝑧, and since 𝑣 is in 𝑆+ and 𝑎, 𝑏 ∈ 𝑆+ ⊆ 𝑆+, we can conclude 𝑝 ∈ 𝑆+. 

To show that 𝑧 ∈ 𝑎𝑏, suppose not, so that 𝑎 lies between 𝑧 and 𝑏 (see Figure 3.6.3.(b)). (The 

case where 𝑧 is on the 𝑏 side is similar.) We can decompose 𝑧 as a convex combination of some 

𝑤 ∈ 𝑆 \ {𝑎} and 𝑎, which means that 𝑤, 𝑧, 𝑎, 𝑏 are collinear and appear in this order on the 

𝑎

𝑏𝑢

𝑣
𝑝

𝑧
𝑆+

𝑆−

(a)

𝑎
𝑏

𝑢

𝑣𝑝
𝑧𝑤

𝑆+

𝑆−

(b)

Figure 3.6.3:  Illustration of the proof of split_convexHull. (a) Given point 𝑝, we obtain points 

𝑢 and 𝑣 inside the two halves and 𝑧 as the point of intersection with the line 𝑎𝑏. (b) In this 

(contradictory) situation, the point 𝑧 has ended up outside the segment 𝑎𝑏 because 𝑆 is not 

actually convex. In this case we construct 𝑤 such that 𝑧 is on the 𝑤𝑎 segment, and observe 

that 𝑤, 𝑧, 𝑎, 𝑏 are collinear.
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line. Therefore 𝑎 is a convex combination of 𝑤 and 𝑏, which means that 𝑎 ∈ 𝑆 \ {𝑎} which 

violates convexity of 𝑆. □

By contraposition, the triangulation lemma directly implies that if {𝑥 ∈ 𝑆 ∣ 𝜎(𝑎, 𝑏, 𝑥) ≠ 1} 

and {𝑥 ∈ 𝑆 ∣ 𝜎(𝑎, 𝑏, 𝑥) ≠ −1} are both empty shapes in 𝑃 , then 𝑆 is an empty shape in 𝑃 .

3.6.1. Running the CNF

Having shown that our main result follows if 𝜙30 is unsatisfiable, we ran a distributed compu­

tation to check its unsatisfiability. We solved the SAT formula 𝜙30 produced by Lean using 

the same setup as Heule and Scheucher [150], although using different hardware: the Bridges 

2 cluster of the Pittsburgh Supercomputing Center [61]. Following Heule and Scheucher, we 

partitioned the problem into 312 418 subproblems. Each of these subproblems was solved using 

CaDiCaL version 1.9.5. CaDiCaL produced an LRAT proof for each execution, which was validated 

using the cake_lpr verified checker on-the-fly in order to avoid writing/storing/reading large 

files. The total runtime was 25 876.5 CPU hours, or roughly 3 CPU years. The difference in 

runtime relative to Heule and Scheucher’s original run is purely due to the difference in 

hardware. Additionally, we validated that the subproblems cover the entire search space, as 

did Heule and Scheucher [150:Section 7.3]. This was done by verifying the unsatisfiability of 

another formula that took 20 seconds to solve.

The artifact [262] includes scripts to validate any individual subproblem, as well as the 

summary proof that the subproblems cover the search space. However, the unsatisfiability of 

𝜙30 depends on the unsatisfiability of all (hundreds of thousands of) subproblems. A skeptical 

reader might wish to examine the proof files for all subproblems, but we estimated the total 

proof size to be tens or hundreds of terabytes, far too much to reasonably store and distribute. 

Instead, the skeptical reader must run the entire 3 CPU year computation. We believe this 

trust story can be somewhat improved, but we leave such a challenge to future work.

3.7. Related work

Our formalization is closely related to a prior development in which Marić put proofs of 

𝑔(6) ≤ 17 on a more solid foundation [205]. The inequality, originally obtained by Szekeres 

and Peters [264] using a specialized, unverified search algorithm, was confirmed by Marić 

using a formally-verified SAT encoding. Marić introduced an optimized encoding based on 

nested convex hull structures, which, when combined with performance advances in modern 

SAT solvers, significantly improved the search time over the unverified computation.

Our work focuses on the closely-related problem of determining 𝑘-hole numbers ℎ(𝑘). Rather 

than devise a new SAT encoding, we use essentially the same encoding presented by Heule 

and Scheucher [150]. Interestingly, a formal proof of 𝑔(6) ≤ 17 can be obtained as a corollary 

of our development. We can assert the hole variables 𝗁𝑎,𝑏,𝑐 as true while leaving the remainder 

of the encoding in Section 3.6 unchanged, which trivializes constraints about emptiness so 

that only the convexity constraints remain.25 The resulting CNF formula asserts the existence 

of a set of 𝑛 points with no convex 6-gon. We checked this formula to be unsatisfiable for 𝑛 =
17, giving the same result as Marić:

25This modification was performed by an author who did not understand this part of the proof, nevertheless 
having full confidence in its correctness thanks to the Lean kernel having checked every assertion.
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theorem gon_6_theorem : ∀ (pts : Finset Point),

  SetInGenPos pts → pts.card = 17 → HasConvexKGon 6 pts

Since both formalizations can be executed, we performed a direct comparison against Marić’s 

encoding. On a personal laptop, we found that it takes negligible time (below 1s) for our veri­

fied Lean encoder to output the full CNF. In contrast, Marić’s encoder, extracted from Isabelle/

HOL code,26 took 437s to output a CNF. To improve encoding performance, Marić wrote a C+

+ encoder whose code was manually compared against the Isabelle/HOL specification. We do 

not need to resort to an unverified implementation.

As for the encodings, ours took 28s to solve, while the Marić encoding took 787s (both 

using cadical). This difference is likely accounted for by the relative size of the encodings, in 

particular their symmetry breaking strategies. For 𝑘 = 6 and 𝑛 points, the encoding of Heule 

and Scheucher uses 𝒪︀(𝑛4) clauses, whereas the one of Marić uses 𝒪︀(𝑛6) clauses. They are 

based on different ideas: the former as detailed in Section 3.5, whereas the latter on nested 

convex hulls. The different approaches have been discussed by Scheucher [243]. This progress 

in solve times represents an encouraging state of affairs; we are optimistic that if continued, 

it could lead to an eventual resolution of 𝑔(7).

Further differences include what exactly was formally proven. As with most work in this area, 

we use the combinatorial abstraction of triple orientations. We and Marić alike show that 

point sets in ℝ2 satisfy orientation properties (Section 3.4). However, our work goes further 

in building the connection between geometry and combinatorics: our definitions of convexity 

and emptiness (Section 3.3), and consequently the theorem statements, are geometric ones 

based on convex hulls as defined in Lean’s mathlib [91]. In contrast, Marić axiomatizes these 

properties in terms of 𝜎. A skeptical reviewer must manually verify that these combinatorial 

definitions correspond to the desired geometric concept.

A final point of difference concerns the verification of SAT proofs. Marić fully reconstructs 

some of the SAT proofs on which his results depend, though not the main one for 𝑔(6), in 

an NbE-based proof checker for Isabelle/HOL. We make no such attempt for the time being, 

instead passing our SAT proofs through the formally verified proof checker cake_lpr [266] and 

asserting unsatisfiability of the CNF as an axiom in Lean. Thus we trust that the CNF formula 

produced by the verified Lean encoder is the same one whose unsatisfiability was checked 

by cake_lpr.

3.8. Concluding remarks

We have proved the correctness of the main result of Heule and Scheucher [150], implying 

ℎ(6) ≤ 30. Given that the lower bound ℎ(6) > 29 can be checked directly (see [op. cit.]), we 

conclude the result ℎ(6) = 30 is indeed correct. We believe this work puts a happy ending to 

one line of research started by Klein, Erdős and Szekeres in the 1930s. Prior to formalization, 

the result of Heule and Scheucher relied on the correctness of various components of a highly 

sophisticated encoding that are hard to validate manually. We developed a significant theory of 

combinatorial geometry that was not present in mathlib. Beyond the main theorem presented 

26We used Isabelle/HOL 2016. Porting the encoder to more recent versions of the prover would require 
broader adaptations due to breaking changes in the HOL theories.
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here, we showed how our framework can be used for other related theorems such as 𝑔(6) =
17, and we hope it can be used for proving many further results in the area.

Our formalization required approximately 300 hours of work over 3 months by researchers 

with significant experience formalizing mathematics in Lean. The final version of our proofs 

consists of approximately 4.7k lines of Lean code; about 26% are lemmas that should be moved 

to upstream libraries, about 40% develops the theory of orientations in plane geometry, and 

the remaining 34% (1550 LOC) validates the symmetry breaking and SAT encoding.

We substantially simplified the symmetry-breaking argument presented by Heule and 

Scheucher, and derived in turn from Scheucher [243]. Moreover, we found a small error in their 

proof, as their transformation uses the mapping (𝑥, 𝑦) ↦ (𝑥
𝑦 , −1

𝑦), and incorrectly assumes 

that 𝑥
𝑦  is increasing for points in CCW-order, whereas only the slopes 𝑦

𝑥  are increasing. 

Similarly, we found a typo in the statement of the Lex order condition that did not match the 

(correct) code of Heule and Scheucher. Our formalization corrects this.

3.8.1. Future work

We hope to formally verify the result ℎ(7) = ∞ due to Horton [162], and other results in 

Erdős-Szekeres style problems.

We also want to improve the trust story of importing cube-and-conquer-style results into 

an interactive theorem prover. Importing these kinds of proofs is a significant engineering 

task when the proof certificate is hundreds of terabytes in size, as it was for this result (see 

Section 3.6.1). Although we are confident that our results are correct, more work needs to be 

done to strengthen the trust in this connection point.
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4. Certifying knowledge compilation with application to 

verified model counting

This chapter is based on joint work with Bryant, Avigad, and Heule [64, 65]. My primary 

contribution was the (formal) proof of soundness for the CPOG proof system and checker 

detailed here. For a high-level overview of the area, see Bryant’s talk on The Power of Extended 

Resolution: A Practitioner’s Perspective.27

4.1. Introduction

4.1.1. Model counting

Recall from Chapter 2 that given a propositional formula, modern Boolean satisfiability (SAT) 

solvers can find an assignment satisfying it, or generate a proof that no such assignment exists. 

Some applications, however, require going beyond Boolean satisfiability. The model counting 

problem #SAT requires computing the number of satisfying assignments of a formula 𝜙 over 

𝖵𝖺𝗋𝗌(𝜙), including in cases where there are far too many to enumerate individually.

#SAT is a challenging problem—more challenging than the already 𝖭𝖯-hard Boolean satisfia­

bility. Several tractable variants of SAT become intractable when the goal is to count models.

2-SAT, namely Boolean satisfiability with the formula given in CNF with at most two literals 

per clause, is solvable in 𝒪︀(|clauses| + |variables|) time using strongly connected compo­

nents of the implication graph [22], yet 2-#SAT is already #𝖯-complete [283] (recall that #𝖯 is 

the class of counting problems that ask for the number of witnesses certifying a given instance 

of an 𝖭𝖯 problem).

The same is true of #SAT for DNF formulas, despite satisfiability being trivial for these 

(Section 2.1.1). This result only takes a moment’s reflection: the model count |ℳ︀(𝜙)| of 𝜙 is 

2|𝖵𝖺𝗋𝗌(𝜙)| − |ℳ︀(¬𝜙)|, yet ¬𝜙 is in DNF when 𝜙 is in CNF. The #SAT problem exhibits a duality 

that SAT does not.

Nonetheless, a number of model counters that scale to very large formulas have been devel­

oped, as witnessed by the progress in recent model counting competitions (Figure 4.1.1.1).

There are also many useful extensions of model counting, including weighted model counting, 

where a weight is defined for each possible assignment, and the goal becomes to compute the 

sum of the weights of the satisfying assignments.

4.1.2. Knowledge compilation

One approach to model counting, known as knowledge compilation, transforms the formula 

into a structured form for which model counting is straightforward. For example, the 

deterministic decomposable negation normal form (d-DNNF) introduced by Darwiche [106] as 

well as the more restricted decision decomposable negation normal form (decision-DNNF) [34, 

165] represent a propositional formula as a directed acyclic graph, with leaf nodes labeled 

by variables and their complements, and with each nonleaf node labeled by an and or or 

27https://simons.berkeley.edu/talks/randal-bryant-carnegie-mellon-university-2023-04-20
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Figure 4.1.1.1:  Results of the 2025 Model Counting Competition [148]. The 𝑥-axis is time in 

seconds, and the 𝑦-axis is the cumulative number of model counts computed within that time 

by each competing counter. Note that vbest denotes a virtual best counter, and ganak_approx only 

gives approximate counts, so the best exact counter is ganak [251].

operation. Restrictions are placed on the structure of the graph (described in Section 4.5) such 

that a count of the models can be computed by a single bottom-up traversal.28

Kimmig and coauthors [182] present a very general algebraic model counting framework 

describing properties of Boolean functions that can be efficiently computed from a d-DNNF 

representation. These include unweighted and weighted model counts, and much more.

One shortcoming of existing knowledge compilers is that they have no generally accepted way 

to validate that the compiled representation is logically equivalent to the original formula. By 

contrast, all modern SAT solvers can generate checkable proofs of 𝖴𝖭𝖲𝖠𝖳 (Section 2.3).

4.1.3. Partitioned-operation graphs

Our work introduces partitioned-operation graphs (POGs), a class of circuits that can encode 

all of the representations produced by current knowledge compilers. The CPOG (for “certified 

POG”) proof system and file format then captures both the structure of a POG and a checkable 

proof of its logical equivalence to a propositional formula in conjunctive normal form. A 

CPOG proof consists of a sequence of clause addition and deletion steps based on the extended 

resolution proof system (Section 2.3.2). We establish a set of conditions that, when satisfied by 

a CPOG file, guarantee that it encodes a well-formed POG and provides a valid equivalence 

proof.

Figure 4.1.3.1 illustrates our certifying knowledge compilation and model counting toolchain 

(cf. Figure 2.4.1). It targets decision-DNNF representations produced by the D4 knowledge 

compiler [188]. In accordance with the general strategy outlined in Section 2.4, our toolchain 

moves the root of trust away from the complex and highly optimized knowledge compiler to 

relatively simple, verified proof checker and ring evaluator components. The translation from 

28The leaves are at the bottom.
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Figure  4.1.3.1:  Data flow in the CPOG toolchain. The unverified knowledge compiler D4 

transforms the input CNF formula 𝜙𝐼  into a decision-DNNF graph. Given the formula in both 

CNF and decision-DNNF forms, our unverified proof generator produces a CPOG certificate 

describing a POG graph together with a proof of its equivalence to the CNF. The certificate is 

checked against the original CNF by the verified proof checker, and the verified ring evaluator 

outputs the (weighted or unweighted) model count. Box sizes qualitatively indicate differences 

in codebase size.

decision-DNNF to CPOG is carried out by a proof generator. The generator need not be trusted 

either—its errors will be caught by the proof checker.

4.1.4. Formal verification

We set out to formally verify the system with two goals in mind: first, to ensure that the 

CPOG framework is mathematically sound; and second, to implement correct-by-construction 

proof checking and ring evaluation (the verified components in Figure 4.1.3.1). Running these 

two programs on a CPOG file gives strong assurance that the proof and the model count are 

correct.

Our two goals are achieved with a single development in the Lean programming language 

(Section 1.4.4). Lean is based on a logical foundation in which expressions have a computa­

tional interpretation. As in other proof assistants such as Isabelle [225] and Rocq [269], 

functions defined in the formal system can be compiled to machine code. At the same time, 

we can state and prove claims about them within the same system, thereby verifying that 

our functions compute the intended results. Verification was greatly aided by the Aesop [199] 

automated proof search tactic.

Our experience in this project has shown that, even within the well-understood framework 

of extended resolution, it can be challenging to formulate a full set of requirements that 

guarantee soundness. In fact, as described in Section 4.6.6, our efforts to formally verify the 

proof framework exposed subtle conditions that were needed to ensure soundness of the 

CPOG proof system.

We introduce aspects of the formal development concurrently with the informal presentation.

4.1.5. More in the paper

Relative to our published work, this chapter discusses formal verification of the CPOG proof 

system and checker in greater detail. On the other hand, the journal publication [65] contains 

additional content not included here:
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• Sections 8-9 outline how CPOG proofs are generated from D4 outputs (the proof generator 

component in Figure 4.1.3.1).

• Sections 11-12 evaluate the performance of our toolchain using benchmark formulas from 

the 2022 unweighted and weighted model counting competitions. Our tools handle all but 

the largest graphs generated by D4. We evaluate the benefits of several optimizations for 

proof generation, finding that the use of lemmas to exploit the sharing of subgraphs in the 

decision-DNNF representation can be critical to avoid an expansion of the graph into a tree. 

We measure the relative performance of the checker verified in Lean with one written in C, 

designed for high performance and capacity, finding that the time to run the verified checker 

remains within a factor of 4 × that of the high capacity checker for most benchmarks, and 

that it has similar scaling properties.

We also show that our tools can provide end-to-end verification of formulas that have been 

transformed by an equivalence-preserving preprocessor. That is, verification is based on the 

original formula, and so proof checking certifies correct operation of the preprocessor, the 

knowledge compiler, and the proof generator.

• Our current tool can only handle representations generated by the D4 knowledge compiler, 

and it only supports a subclass of the Boolean function properties enabled by algebraic 

model counting [182]. Both of these shortcomings can be overcome by modest extensions, 

as discussed in Section 13 of the publication.

4.2. Related work

4.2.1. Clausal proofs of unsatisfiability

Our work builds on well-established technology and tools associated with clausal proof 

systems (Section  2.3), but we require properties not found in proofs of unsatisfiability. In 

particular, our checker constructs an entirely new representation of the input formula. The 

proof must demonstrate that the new representation satisfies a set of structural rules, and that 

it is logically equivalent to the input formula. This requires verifying additional properties 

of proof steps, especially during clause deletion (which, recall, requires no verification in 

unsatisfiability proofs), as well as subtle invariants, as described in Section 4.6.

4.2.2. Certifying knowledge compilation

4.2.2.1. CD4

Capelli et al. [71, 72] developed a knowledge compiler that generates certificates in a proof 

system based on decision-DNNFs. Their CD4 program, a modified version of D4, generates 

annotations on the compiled representation, providing information about how the compiled 

version relates to the input clauses. It also generates a sequence of clausal proof steps in 

the DRAT format. Verifying the certification involves running two different checkers on the 

annotated decision-DNNF graph and the DRAT file. Although the authors make informal 

arguments regarding the soundness of their frameworks, these do not provide strong levels 

of assurance. Indeed, we have identified a weakness in their methodology due to an invalid 

assumption about the guarantees provided by drat-trim, the program used to check the 

DRAT file. This weakness is exploitable: the framework can be “spoofed” into accepting an 

incorrect compilation.
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In more detail, CD4 emits a sequence of clauses 𝑅 that includes the conflict clauses that arose 

during a top-down processing of the input formula. Given input formula 𝜙𝐼 , their first task 

is to check whether 𝜙𝐼 ⇒ 𝑅, i.e., that any assignment that satisfies 𝜙𝐼  also satisfies each 

of the clauses in 𝑅. They then base other parts of their proof on that property and use a 

separate program to perform a series of additional checks. They use drat-trim to prove the 

implication, checking that each clause in 𝑅 is a RAT with respect to the preceding clauses 

(Definition 2.3.3.2).

Adding a RAT clause 𝐶 to a set of clauses maintains satisfiability, i.e., it will not cause a 

satisfiable formula to become unsatisfiable. On the other hand, it does not necessarily preserve 

models, i.e., it can exclude some previous satisfying assignments. As an example, consider the 

following formulas over the variables {𝑥1, 𝑥2, 𝑥3}:

𝜙1 ⟺ (𝑥1 ∨ 𝑥3)

𝜙2 ⟺ (𝑥1 ∨ 𝑥3) ∧ (𝑥2 ∨ 𝑥3)

Clearly, these two formulas are not logically equivalent as 𝜙1 has six models while 𝜙2 has four. 

In particular, 𝜙1 allows arbitrary assignments to variable 𝑥2, while 𝜙2 does not. Critically, 

however, the second clause of 𝜙2 is a RAT with respect to the first clause (i.e., 𝜙1)—any 

satisfying assignment to 𝜙1 can be transformed into one that also satisfies 𝜙2 by setting 𝑥2 to 

1, while keeping the values for other variables fixed.

This weakness would allow a buggy (or malicious) version of CD4 to spoof the checking 

framework. Given formula 𝜙1 as input, it could produce a compiled result, including annota­

tions, based on 𝜙2 and also including the second clause of 𝜙2 in 𝑅. The drat-trim check 

would pass, as would the other tests performed by the CD4 checker. We have confirmed this 

possibility with the released toolchain.29

This weakness can be corrected by restricting drat-trim to only allow adding clauses that 

obey the stronger RUP property (Definition 2.3.3.1). Adding a RUP clause 𝐶 to a set of clauses 

does not change the set of satisfying assignments. We have added a command-line argument 

to drat-trim that enforces this restriction.30 The weakness, however, illustrates the general 

challenge of developing a new proof framework. As we can attest, without engaging in an 

effort to formally verify the framework, conditions that render the framework unsound are 

likely to exist.

4.2.2.2. MICE

Fichte and coauthors [123] devised the MICE proof framework for model counting programs. 

Their proof rules are based on algorithms commonly used by model counters. They developed 

a program that can generate proof traces from decision-DNNF graphs and a program to check 

adherence to their proof rules. This framework is not directly comparable to ours, since it only 

certifies unweighted model counts, but it has similar goals. Again, they provide only informal 

arguments regarding the soundness of their framework.

29Downloaded May 18, 2023 from https://github.com/crillab/d4/tree/333370cc1e843dd0749c1efe88516e72b
5239174 .

30Available at https://github.com/marijnheule/drat-trim/releases/tag/v05.22.2023 .
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Both of these prior certification frameworks are strongly tied to the algorithms used by the 

knowledge compilers and model counters. Some of the conditions to be checked are relevant 

only to specific implementations. Our framework is very general and is based on a small set of 

proof rules. It builds on the highly developed concept of clausal proof systems. These factors 

were important in enabling formal verification.

In the journal publication [65:Section 12], we also compare the performance of our toolchain 

to CD4 and MICE. We find that the CD4 toolchain generally outperforms ours, handling many 

cases where our toolchain does not terminate within the time limit. On the other hand, we find 

that the MICE toolchain does not scale as well as ours, especially for decision-DNNF graphs 

with extensive sharing among the subgraphs.

4.3. Logical foundations

When thinking about formal verification, it is helpful to distinguish between data structures 

that play a role in the code being executed, and ghost definitions that serve as a mathematical 

model, allowing us to state and prove specifications, but which are erased during compilation 

[57] and not executed. In the Lean codebase, we generally store definitions in the two classes 

under Data/  and Model/ , respectively.

4.3.1. Propositional formulas

On the mathematical side, our specifications rely on a general theory of propositional logic 

mirroring Section 2.1. The type PropForm  describes the syntax of propositional formulas. It is 

generic over the type of variables.

inductive PropForm (χ : Type u)

  | var (x : χ)

  | tr

  | fls

  | neg (φ : PropForm χ)

  | conj (φ₁ φ₂ : PropForm χ)

  | disj (φ₁ φ₂ : PropForm χ)

Assignments of truth values are taken to be total functions PropAssignment χ := χ → Bool . 

Requiring totality is not a limitation: instead of talking about two equal, partial assignments 

to a subset 𝑋 ⊆ 𝜒 of variables, we can more conveniently talk about two total assignments 

that agree on 𝑋.

def PropAssignment.agreeOn (X : Set χ) (τ₁ τ₂ : PropAssignment χ) : Prop :=

  ∀ x ∈ X, τ₁ x = τ₂ x

As on paper, we set the notation τ ⊨ φ to mean that τ : PropAssignment χ satisfies φ : PropForm χ.

On the computational side of things, we need concrete representations of variables and CNF 

formulas (Section  2.1.1). In DIMACS-like file formats (used in Section  4.7), variables are 

generally represented as positive integers, and literals as nonzero integers. Negating a literal 

amounts to flipping its sign. A clause is an array of literals, and a CNF formula is an array of 

clauses. We instantiate formulas with numeric variables IVar  as PropForm IVar.

def IVar := { x : Nat // 0 < x }

def ILit := { i : Int // i ≠ 0 }
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abbrev IClause := Array ILit

abbrev ICnf := Array IClause

Functions ILit.toPropForm, IClause.toPropForm, and ICnf.toPropForm relate data structures to the 

formulas they encode. Lean provides a convenient anonymous projection notation that allows 

writing l.toPropForm instead of ILit.toPropForm l when l has type ILit, C.toPropForm instead of 

IClause.toPropForm C when C has type IClause, etc.

4.3.2. Propositional functions

In order to reason about composite formulas, we found it advantageous at times to work 

with propositional formulas modulo logical equivalence, a structure known in logic as the 

Lindenbaum–Tarski algebra, rather than using PropForm directly. The algebra, called PropFun , is 

defined as a quotient.

def PropForm.equivalent (φ₁ φ₂ : PropForm χ) : Prop :=

  ∀ (τ : PropAssignment χ), τ ⊨ φ₁ ↔ τ ⊨ φ₂

instance PropFun.setoid (χ : Type u) : Setoid (PropForm χ) where

  r := PropForm.equivalent

  iseqv := _

/-- A propositional function is a propositional formula up to semantic equivalence. -/

def PropFun χ := Quotient (PropFun.setoid χ)

Abstractly, a PropFun is just a function 𝟐𝜒 → 𝟐, though when 𝜒 is infinite, not all such functions 

are PropFuns because they might not be definable as formulas. For instance with 𝜒 = ℕ, the map

𝐹(𝜏) = {1 if 𝜏(𝑛) = 1 for all 𝑛 ∈ ℕ
0 otherwise

is not definable: it would require an infinitary conjunction.31

Boolean operations and the entailment relation τ ⊨ φ are lifted from the syntax of formulas to 

PropFun, for example negation below. These make PropFun χ into a Boolean algebra.32

/-- The negation operation on propositional functions. -/

def neg : PropFun χ → PropFun χ :=

  Quotient.map (.neg ·) (by

    intro _ _ h τ

    simp [h τ])

    

instance : BooleanAlgebra (PropFun χ) where

  le := entails

  top := tr

  bot := fls

  compl := neg

  …

The advantage of PropFun is that equivalent but not syntactically equal formulas (such as 𝑥 ∨
¬𝑥 and ⊤) give rise to equal elements in the algebra, and equality has a privileged position in 

31This phenomenon has fascinating connections to topology [121].
32In fact the free Boolean algebra on 𝜒.
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proof assistants based on type theory: equals can be substituted for equals in any context. In 

this way, forgetting syntactic detail is helpful.

On the other hand, using the algebra gives rise to some challenges. It is no longer straight­

forward to say when an element of the quotient “depends” on a variable since equivalent 

formulas can refer to different sets of variables (e.g. 𝑥 ∨ ¬𝑥 and ⊤). Instead, we use a semantic 

notion of dependence in which an element 𝜙 of the quotient is said to depend on a variable 𝑥 

if and only if there is a truth assignment that satisfies 𝜙, but falsifies 𝜙 after 𝑥 is flipped.

/-- The semantic variables of `φ` are those it is sensitive to as a Boolean function.

Unlike `vars`, this set is stable under equivalence of formulas. -/

def semVars (φ : PropFun ν) : Set ν :=

  { x | ∃ (τ : PropAssignment ν), τ ⊨ φ ∧ τ.set x (!τ x) ⊭ φ }

Unlike the recursive, syntactic definition of 𝖵𝖺𝗋𝗌, semVars  isn’t a priori even finite. Finiteness 

follows from the fact that each semantic variable must in fact appear syntactically as well.

lemma mem_vars_of_flip {φ : PropForm χ} {τ : PropAssignment χ} (x : χ) :

    τ ⊨ φ → τ.set x (!τ x) ⊭ φ → x ∈ φ.vars

theorem semVars_subset_vars (φ : PropForm χ) : semVars ⟦φ⟧ ⊆ φ.vars

Working with semantic dependence effectively also requires proving some lemmas about 

flips. For example, exists_flip  shows that if two assignments disagree on their valuations of 

a formula, the disagreement can be reduced to differing valuations of a single variable.

theorem exists_flip {φ : PropForm χ} {σ₁ σ₂ : PropAssignment χ} (h₁ : σ₁ ⊨ φ) (h₂ : σ₂ ⊭ φ) :

    ∃ (x : χ) (τ : PropAssignment χ), σ₁ x ≠ σ₂ x ∧ τ ⊨ φ ∧ τ.set x (!τ x) ⊭ φ

This is needed to establish basic extensionality principles such as agreeOn_semVars , showing 

that assignments which agree on all semantic variables of φ must evaluate it the same way.

theorem agreeOn_semVars {φ : PropFun χ} {σ₁ σ₂ : PropAssignment χ} :

    σ₁.agreeOn φ.semVars σ₂ → (σ₁ ⊨ φ ↔ σ₂ ⊨ φ)

4.3.3. Models

Definition 4.3.3.1 :  Given a propositional formula 𝜙 over 𝜒, the set of its models over 𝑋 ⊆ 𝜒 

is given by ℳ𝑋(𝜙) ≜ {𝜏 : 𝑋 → 𝟐 ∣ 𝜏 ⊨ 𝜙}.

To be well-defined, the above notion requires 𝖵𝖺𝗋𝗌(𝜙) ⊆ 𝑋. In Lean, we only consider models 

over a finite set 𝑆 ⊆ 𝜒 and totalize ℳ by setting ℳ𝑆(𝜙) ≜ {𝜏 : 𝑆 → 𝟐 ∣ 𝜏𝑆 ⊨ 𝜙} where

𝜏𝑆(𝑥) = {𝜏(𝑥) if 𝑥 ∈ 𝑆
0 otherwise

/-- The characteristic function of `S`. -/

def toPropAssignment (S : Finset χ) : PropAssignment χ :=

  fun x => if x ∈ S then true else false

noncomputable def assignments (S : Finset χ) : Finset (PropAssignment χ) :=

  S.powerset.image toPropAssignment

/-- Models of a propositional formula on a set of variables -/
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noncomputable def models (φ : PropForm χ) (S : Finset χ) :=

  S.assignments.filter (· ⊨ φ)

Sets of models obey the expected equations:

ℳ𝑋(⊤) = 𝟐𝑋

ℳ𝑋(⊥) = ∅
ℳ𝑋(𝑥) = {𝜏 : 𝑋 → 𝟐 ∣ 𝜏(𝑥) = 1}

ℳ𝑋(¬𝜙) = 𝟐𝑋 \ ℳ𝑋(𝜙)
ℳ𝑋(𝜙 ∧ 𝜓) = ℳ𝑋(𝜙) ∩ ℳ𝑋(𝜓)
ℳ𝑋(𝜙 ∨ 𝜓) = ℳ𝑋(𝜙) ∪ ℳ𝑋(𝜓)

Note that in model counting, we must pay detailed attention to the parameter 𝑋, as for ex­

ample |ℳ{𝑥} ∪ 𝖵𝖺𝗋𝗌(𝜙)(𝜙)| = 2 · |ℳ𝖵𝖺𝗋𝗌(𝜙)(𝜙)| whenever 𝑥 ∉ 𝖵𝖺𝗋𝗌(𝜙). We also cannot restrict 

ourselves to only ever consider ℳ𝖵𝖺𝗋𝗌(𝜙)(𝜙) because the ER-like proof system we will shortly 

consider relies on the capacity to add auxiliary extension variables.

4.3.4. Partitioned formulas

For reasons that will soon become apparent, in this chapter we refer to conjunctions as 

products and to disjunctions as sums.

Definition 4.3.4.1 :  A partitioned-operation formula over 𝜒 satisfies the following for all 

product and sum operations:

1. The arguments to each product must have disjoint variable sets. That is, operation 𝜙 ∧ 𝜓 

requires 𝖵𝖺𝗋𝗌(𝜙) ∩ 𝖵𝖺𝗋𝗌(𝜓) = ∅.

2. The arguments to each sum must have disjoint models. That is, operation 𝜙 ∨ 𝜓 requires 

ℳ𝜒(𝜙) ∩ ℳ𝜒(𝜓) = ∅.

def partitioned : PropForm χ → Prop

  | tr | fls | var _ => True

  | neg φ    => φ.partitioned

  | conj φ ψ => φ.partitioned ∧ ψ.partitioned ∧ φ.vars ∩ ψ.vars = ∅

  | disj φ ψ => φ.partitioned ∧ ψ.partitioned ∧ ∀ τ, ¬(τ ⊨ φ ∧ τ ⊨ ψ)

We let ∧𝗉 and ∨𝗉 denote the product and sum operations in a partitioned-operation formula. 

In the knowledge compilation literature, Boolean formulas where all product arguments 

have disjoint dependency sets are said to be decomposable [105, 106]. Those where all sum 

arguments have disjoint models are said to be deterministic [105, 107].

4.4. Ring evaluation of a Boolean formula

We propose a general framework for summarizing properties of propositional formulas similar 

to the formulation of algebraic model counting [182]. Our formulation in terms of rings is 

more restrictive than their semiring-based approach. We discuss the difference and how our 

work could be generalized in [65:Section 13.2].

Definition 4.4.1 :  A commutative ring ℛ︀ is an algebraic structure ⟨|ℛ︀|, +, −, 𝟎, ×, 𝟏⟩ with 

elements in the set |ℛ︀| such that ⟨|ℛ︀|, +, −, 𝟎⟩ is an abelian group, ⟨|ℛ︀|, ×, 𝟏⟩ is a commu­

tative monoid, and multiplication distributes over addition. We write 𝑎 − 𝑏 as a shorthand for 

𝑎 + (−𝑏).
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Definition 4.4.2 (Ring evaluation problem):  For commutative ring ℛ︀, a ring weight function 

associates a value 𝑤(𝑥) ∈ |ℛ︀| with every variable 𝑥 ∈ 𝜒. We then define 𝑤(𝑥) ≜ 𝟏 − 𝑤(𝑥).

For propositional formula 𝜙 and ring weight function 𝑤, the ring evaluation problem is to 

compute

𝑹(𝜙, 𝑤) = ∑
𝛼∈ℳ𝜒(𝜙)

∏
ℓ∈𝛼

𝑤(ℓ)

where we view each propositional assignment 𝛼 as a set of literals.

The central quantity 𝑹(𝜙, 𝑤) is formalized w.r.t. models over finite 𝑆 ⊆ 𝜒 in weightSum .

def weightSum {R : Type} [CommRing R] (weight : χ → R) (φ : PropForm χ) (S : Finset χ) : R :=

  ∑ τ in models φ S, ∏ x in S, if τ x then weight x else 1 - weight x

4.4.1. Efficient evaluation

Performing ring evaluation on an arbitrary formula could be intractable, but it is straightfor­

ward for a formula with partitioned operations:

Proposition 4.4.1.1 :  Ring evaluation with operations ¬, ∧𝗉, and ∨𝗉 satisfies the following 

for any weight function 𝑤:

𝑹(¬𝜙, 𝑤) = 𝟏 − 𝑹(𝜙, 𝑤)
𝑹(𝜙 ∧𝗉 𝜓, 𝑤) = 𝑹(𝜙, 𝑤) · 𝑹(𝜓, 𝑤)
𝑹(𝜙 ∨𝗉 𝜓, 𝑤) = 𝑹(𝜙, 𝑤) + 𝑹(𝜓, 𝑤)

The rules for efficient ring evaluation of partitioned formulas are defined in ringEval .

def ringEval {R : Type} [CommRing R] (weight : χ → R) : PropForm χ → R

  | tr         => 1

  | fls        => 0

  | var x      => weight x

  | neg φ      => 1 - φ.ringEval weight

  | disj φ ψ   => φ.ringEval weight + ψ.ringEval weight

  | conj φ ψ   => φ.ringEval weight * ψ.ringEval weight

Proposition 4.4.1.1 is then formalized as ringEval_eq_weightSum .

theorem ringEval_eq_weightSum (weight : χ → R) {φ : PropForm χ} (hdec : partitioned φ) :

    φ.ringEval weight = φ.weightSum weight φ.vars

4.4.2. Applications

Many important properties of Boolean formulas can be expressed as ring evaluation problems.

The (unweighted) model counting problem for formula 𝜙 requires determining |ℳ𝜒(𝜙)|. It can 

be cast as a ring evaluation problem by setting ℛ︀ ≜ ⟨ℚ, +, ×⟩ and using the weight function 

𝑤(𝑥) = 1
2  for every variable 𝑥. Ring evaluation gives the density of a formula, i.e., the fraction 

of all possible total assignments that are models. Scaling the density by 2|𝜒| yields the number 

of models.
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The weighted model counting problem is also defined over rational numbers. Some formula­

tions allow independently assigning weights 𝑊(𝑥) and 𝑊(𝑥) for each variable 𝑥 and its 

complement, with the possibility that 𝑊(𝑥) + 𝑊(𝑥) ≠ 1. We can cast this as a ring evalu­

ation problem by letting 𝑟(𝑥) = 𝑊(𝑥) + 𝑊(𝑥), performing ring evaluation with weight 

function 𝑤(𝑥) = 𝑊(𝑥)
𝑟(𝑥)  for each variable 𝑥, and computing the weighted count as 𝑹(𝜙, 𝑤) ×

∏𝑥∈𝜒 𝑟(𝑥). Of course, this requires that 𝑟(𝑥) ≠ 0 for all 𝑥 ∈ 𝜒.

The function hashing problem provides a probabilistic inequivalence test for Boolean functions. 

That is, for 𝑛 = |𝜒|, let ℛ︀ = 𝔽𝑚 (the finite field of size 𝑚) for some 𝑚 such that 𝑚 ≥ 2𝑛. 

For each 𝑥 ∈ 𝜒, pick a value for 𝑤(𝑥) uniformly at random from |𝔽𝑚|. Two formulas 𝜙1 and 

𝜙2 will clearly have 𝑹(𝜙1, 𝑤) = 𝑹(𝜙2, 𝑤) if they are logically equivalent, and if 𝑹(𝜙1, 𝑤) ≠
𝑹(𝜙2, 𝑤), then they are clearly inequivalent. If they are not equivalent, then the probability 

that 𝑹(𝜙1, 𝑤) ≠ 𝑹(𝜙2, 𝑤) will be at least (1 − 1
𝑚)𝑛 ≥ (1 − 1

2𝑛)𝑛 > 1
2 . Function hashing can 

therefore be used as part of a randomized algorithm for equivalence testing [49]. For example, 

it could compare different compilations of a single formula, either from different compilers or 

from a single compiler with different configuration parameters.

We formally established the first of these three: ring evaluation with the appropriate weights 

corresponds to the standard model count. To do so, we defined a function countModels  that 

carries out an integer calculation of the number of models over a set of variables of cardinality 

nVars.

def countModels (nVars : Nat) : PropForm χ → Nat

  | tr       => 2^nVars

  | fls      => 0

  | var _    => 2^(nVars - 1)

  | neg φ    => 2^nVars - φ.countModels nVars

  | disj φ ψ => φ.countModels nVars + ψ.countModels nVars

  | conj φ ψ => φ.countModels nVars * ψ.countModels nVars / 2^nVars

We then formally proved in countModels_eq_card_models  that for a partitioned formula whose 

variables are among a finite set S, this computation really does count the number of models 

over S.

theorem countModels_eq_card_models {φ : PropForm χ} {S : Finset χ}

      (hvars : φ.vars ⊆ S) (hdec : partitioned φ) :

    φ.countModels S.card = card (φ.models S)

In particular, taking S to be exactly the variables appearing in φ, we have that the number of 

models of φ over its variables is countModels φ (card (vars φ)).

4.5. Partitioned-operation graphs (POGs)

We now introduce partitioned-operation graphs. These provide an efficient computational 

representation of partitioned-operation formulas.
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Definition 4.5.1 (Operation graph) :  An operation graph is a finite, directed, acyclic graph 

with nodes 𝑁  and edges 𝐸 ⊆ 𝑁 × 𝑁 . We denote nodes by boldface symbols such as 𝐮 and 

𝐯. When (𝐮, 𝐯) ∈ 𝐸, node 𝐮 is said to be a child of node 𝐯. The indegree of node 𝐮 is defined 

as 𝗂𝗇𝖽𝖾𝗀(𝐮) = |𝐸 ∩ (𝑁 × {𝐮})|.

Node 𝐮 is said to be a leaf if 𝗂𝗇𝖽𝖾𝗀(𝐮) = 0. Every leaf node is labeled by a Boolean constant 

(⊤/⊥) or a variable.

Node 𝐮 is said to be a nonleaf if 𝗂𝗇𝖽𝖾𝗀(𝐮) > 0. Each nonleaf node is labeled by a Boolean 

operation ∧ or ∨.

Each edge has a polarity, indicating whether (negative polarity) or not (positive polarity) the 

corresponding argument should be negated. We split the edge set as 𝐸 = 𝐸− ⊔ 𝐸+.

An operation graph may have a single designated root node 𝐫.

In essence, an operation graph represents a forest of propositional formulas with potential 

sharing of common subformulas. Every node in the graph corresponds to a formula as follows.

Definition 4.5.2 :  For an operation graph 𝐺, the formula 𝐺𝐮 corresponding to a node 𝐮 ∈ 𝐺 

is given recursively by

• the label on 𝐮 (namely ⊤, ⊥, or a variable) when 𝐮 is a leaf; or

• (⋀
(𝐯, 𝐮)∈𝐸+

𝐺𝐯) ∧ (⋀
(𝐯, 𝐮)∈𝐸−

¬𝐺𝐯) when 𝐮 is a nonleaf labeled by ∧; or

• (⋁
(𝐯, 𝐮)∈𝐸+

𝐺𝐯) ∨ (⋁
(𝐯, 𝐮)∈𝐸−

¬𝐺𝐯) when 𝐮 is a nonleaf labeled by ∨.

Definition 4.5.3 (POG):  An operation graph 𝑃  is partitioned when for every 𝐮 ∈ 𝑃 , 𝑃𝐮 is a 

partitioned-operation formula (Definition 4.3.4.1).

In partitioned-operation graphs, we use ∧𝗉/∨𝗉 instead of ∧/∨ as labels on nonleaf nodes.

An example is illustrated in Figure 4.5.1.

We can now define and compare two related representations:

• A d-DNNF graph can be viewed as a POG with negation applied only to variables.

• A decision-DNNF graph is a d-DNNF graph with the further restriction that any sum node 

𝐮 has exactly two children 𝐮1 and 𝐮0, as well as an associated decision variable 𝑥. For 𝑏 ∈
{0, 1}, node 𝐮𝑏 can be a leaf node with variable 𝑥, where the polarity of the edge from 𝐮 

to 𝐮𝑏 is negative for 𝑏 = 0 and positive for 𝑏 = 1. Alternatively, 𝐮𝑏 can be a product node 

having either literal 𝑥 (when 𝑏 = 0), or literal 𝑥 (when 𝑏 = 1) as one of its arguments. Either 

form implies that any total assignment 𝛼 ∈ ℳ𝜒(𝑃𝐮𝑏
) has 𝛼(𝑥) = 𝑏, for 𝑏 ∈ {0, 1}.

The generalizations encompassed by POGs are also present in deterministic decomposable 

circuits (d-Ds) [214]. The proof generator described in our publication [65] only works for 

knowledge compilers generating decision-DNNF representations, but these generalizations 
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∨𝗉 𝐫

∧𝗉 𝐩9 ∧𝗉 𝐩8

∨𝗉 𝐬7

∧𝗉 𝐩6 ∧𝗉 𝐩5

¬

¬
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¬

𝑃𝐩5
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𝑃𝐬7
⟺ 𝑃𝐩5

∨𝗉 𝑃𝐩6

𝑃𝐩8
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𝑃𝐫 ⟺ 𝑃𝐩8
∨𝗉 𝑃𝐩9

Figure 4.5.1:  An example POG alongside propositional formulas corresponding to each of its 

nonleaf nodes. The reader may verify that operation partitioning restrictions are met.

allow for future extensions while maintaining the ability to efficiently perform ring evaluation. 

Extending the tool to handle arbitrary POGs is discussed in the publication [65:Section 13.1].

We define the size of POG 𝑃 , written |𝑃 |, to be the number of nonleaf nodes plus the number 

of edges from these nodes to their children. Ring evaluation of 𝑃  with root node 𝐫 can be 

performed with at most |𝑃 | ring operations by traversing the graph from the leaf nodes up 

to the root, computing and storing a value 𝑹(𝜙𝐮, 𝑤) at each node 𝐮. The final result is then 

𝑹(𝜙𝐫, 𝑤).

4.5.1. Implementation

In Lean, an operation graph is represented as a flat array of elements. Each node PogElt  in a 

graph is either a variable, a binary disjunction (sum), or an arbitrary conjunction (product).33

inductive PogElt where

  | var (x : IVar) : PogElt

  | disj (x : IVar) (l r : ILit) : PogElt

  | conj (x : IVar) (args : Array ILit) : PogElt

In the first case, the argument x is the index of an input variable; in disjunctions and conjunc­

tions, it is an extension variable appearing in the CPOG proof. Note that representing edges 

as literals allows us to negate the arguments to disj and conj.

A Pog is then an array of PogElts that is well-founded in the sense that each element depends 

only on prior elements in the array.

def PogElt.args_decreasing : PogElt → Prop

  | var _             => true

  | disj n left right => LitVar.toVar left < n ∧ LitVar.toVar right < n

  | conj n args       => ∀ i : Fin args.size, LitVar.toVar args[i] < n

structure Pog where

33A slight misnomer, Pog is the Lean type of all operation graphs, though the graphs we consider do end up 
being partitioned.

CERTIFYING KNOWLEDGE COMPILATION WITH APPLICATION TO VERIFIED MODEL COUNTING 57

https://github.com/rebryant/cpog/blob/a97ed8543d8368a234f715cf8b1a7aa38bc96c3d/VerifiedChecker/ProofChecker/Data/Pog.lean#L148


  elts : Array PogElt

  wf : ∀ i : Fin elts.size, elts[i].args_decreasing

  -- Each element is placed at the array index matching its variable.

  -- This technical restriction enables efficient element accesses.

  inv : ∀ i : Fin elts.size, i = elts[i].varNum.natPred

Given a literal u : ILit, the expression P.toPropForm u denotes the interpretation 𝑃𝐮 of the node 

𝐮 corresponding to u in the graph 𝑃 . Similarly to other functions which are partial on paper, 

we artificially totalize this for convenience by setting P.toPropFrom u = u.toPropForm whenever 

𝐮 ∉ 𝑃 . It is negated if u has negative polarity.

To efficiently compute the ring evaluation of a formula represented as a graph node, we imple­

mented Pog.ringEval and then proved in ringEval_eq_ringEval  that it matches the specification.

theorem ringEval_eq_ringEval (pog : Pog) (weight : IVar → R) (x : IVar) :

    pog.ringEval weight x = (pog.toPropForm (.mkPos x)).ringEval weight

Applying Pog.ringEval to the POG output of our verified CPOG proof checker, which we know 

to be partitioned and equivalent to the input formula, we obtain a proof that our toolchain 

computes the correct ring evaluation.

4.6. Clausal proof framework

The goal of a CPOG proof is to describe a POG 𝑃  and show that 𝑃  is logically equivalent to 

the input formula. We now define the abstract CPOG proof system and show that it achieves 

these properties. The concrete representation of .cpog files is described in Section 4.7.

The Lean CPOG checker is introduced concurrently. Its components correspond to the infor­

mal description: proof states are checker states, and every kind of proof step, as well as the 

final conditions, has a method checking it in the codebase.34

In a similar vein to the clausal proofs of unsatisfiability generated by SAT solvers (Section 2.3), 

each CPOG proof engenders a sequence of CNF formulas 𝜙1, …, 𝜙𝑘, where 𝜙1 is the input 

formula, and neighboring formulas 𝜙𝑖, 𝜙𝑖+1 (thus all formulas) are related by a transitive 

relation. However, there are important differences. Since the task of an 𝖴𝖭𝖲𝖠𝖳 proof is to 

establish that 𝜙1 has no satisfying assignments, it suffices for the relation to imply mere 

preservation of satisfiability. In contrast, each CPOG proof step must preserve the set of 

satisfying assignments with respect to the input variables 𝖵𝖺𝗋𝗌(𝜙1).35 Our proofs must therefore 

justify both clause additions and deletions rather than only the additions. We must also take 

care to enforce partitioning restrictions on POG operations.

4.6.1. Proof states

A CPOG proof is a sequence of proof states Σ1, …, Σ𝑘 with each state Σ consisting of

• a CNF formula36 Σ.𝜙; and

• a set of operation-defining clauses Σ.𝐷 ⊆ Σ.𝜙; and

• an operation graph Σ.𝑃 ; and

34In fact, the checker was developed first and the present chapter is an informalization of that development.
35We add extension variables through the course of a proof, so asking for full logical equivalence 𝜙𝑖 ≡ 𝜙𝑖+1 

would be too much.
36Which we interchangeably think of as a formula or as a set of clauses.
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• an optional root literal Σ.𝑟 ∈ 𝖫𝗂𝗍𝖾𝗋𝖺𝗅(𝜒) ⊔ {𝗇𝗈𝗇𝖾}.

The set Σ.𝑃 .𝑁  of graph nodes is required to satisfy Σ.𝑃 .𝑁 ⊆ 𝜒, allowing us to identify 

nodes with variables. Given a node 𝐮 ∈ Σ.𝑃 , we write 𝑢 ∈ 𝜒 for 𝐮 viewed as a variable, and 

vice-versa.

The checker only keeps track of the current proof state. It is initialized to Σ1, and overwritten 

with each proof step. The current state is stored in the PreState  structure. Besides the proof 

state, it contains additional data used to accelerate checking.

structure PreState where

  /-- Σ₁.ϕ -/

  inputCnf : ICnf

  /-- Σ.ϕ -/

  clauseDb : ClauseDb ClauseIdx

  /-- Σ.D -/

  pogDefs : HashSet ClauseIdx

  /-- Σ.P -/

  pog : Pog

  /-- Σ.r -/

  root : Option ILit

  

  /-- Used to accelerate unit propagation. -/

  up : PPA

  /-- Caches `vars (pog.toPropForm u)` for each `u`. -/

  depVars : HashMap IVar (RBSet IVar compare)

Out of the type of all states, we carve out the subtype State := { st : PreState // st.WF } 

describing those states that satisfy the invariants used in the proof of Theorem 4.6.5.1. The 

proof of st.WF is erased, computationally irrelevant ghost state.

Checker methods operate in the monad CheckerM := StateT State <| Except CheckerError. The 

exception effect is used to abort whenever an invalid proof step is encountered. We make no 

formal guarantees in this case.

The initial proof state Σ1 has

• the input formula as Σ1.𝜙; and

• Σ1.𝐷 = ∅; and

• the graph containing a leaf node labeled by 𝑥 for each 𝑥 ∈ 𝖵𝖺𝗋𝗌(Σ1.𝜙), and no other nodes, 

as Σ1.𝑃 ; and

• Σ1.𝑟 = 𝗇𝗈𝗇𝖾.

4.6.2. RUP steps

Each subsequent state Σ𝑖+1 is formed from Σ𝑖 via one of five allowable kinds of proof steps. 

The first two support adding and deleting implied clauses.

• A clause 𝐶 can be added, provided that it is implied via RUP (Definition 2.3.3.1) as in Σ𝑖.𝜙 ⊢1
𝐶 . This results in Σ𝑖+1.𝜙 = Σ𝑖.𝜙 ∪ {𝐶}, with other parts of the state left unchanged.

• A clause 𝐶 can also be deleted under the condition Σ𝑖.𝜙 \ {𝐶} ⊢1 𝐶 , and assuming that 

𝐶 ∉ Σ𝑖.𝐷. This results in Σ𝑖+1.𝜙 = Σ𝑖.𝜙 \ {𝐶}.
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The checker processes every step of the CPOG proof, either modifying its state after a valid 

step, or throwing an exception if a step is incorrect. For example, the function addAt  used to 

process clause addition steps has signature

def addAt (idx : ClauseIdx) (C : IClause) (hints : Array ClauseIdx) : CheckerM Unit

which expects an index for the new clause as well as a sequence of RUP hints (see Section 2.3.3).

4.6.3. Graph steps

The next two kinds of steps are more specific to CPOG, serving to build up the operation graph. 

Each such step has a dual function: to describe an operation—a nonleaf node—that is added to 

the graph and to append the node’s clausal representation to the CNF. Clausal representations 

embed the logical structure of Σ.𝑃  in Σ.𝜙 so that RUP checks carried out w.r.t. Σ.𝜙 can make 

use of that structure.

Representation is achieved by means of extension variables (see Section 2.3.2). Suppose we 

want to extend the operation graph by a node representing a Boolean function 𝑓(𝖵𝖺𝗋𝗌(Σ𝑖.𝜙)) 
over (a subset of) the existing variables. This is done by picking some 𝑢 ∉ 𝖵𝖺𝗋𝗌(Σ𝑖.𝜙), storing 

the appropriate node 𝐮 and edges in Σ𝑖+1.𝑃 , and placing the clauses 𝜃𝐮 in Σ𝑖+1.𝜙 (as well as 

in Σ𝑖+1.𝐷). The formula 𝜃𝐮 is a clausal encoding of 𝑢 ⇔ 𝑓(𝖵𝖺𝗋𝗌(Σ𝑖.𝜙)). Under any Boolean 

assignment satisfying Σ𝑖+1.𝜙, this encoding forces the value of 𝑢 to match that of Σ𝑖+1.𝑃𝐮 

(recall Definition 4.5.2). Thus we have a dual representation of partitioned operations: as graph 

nodes and as variables in the clause database.

The allowable graph extension steps are as follows.

• Node 𝐩 representing the 𝑛-ary product of ℓ1, …, ℓ𝑛 ∈ 𝖫𝗂𝗍𝖾𝗋𝖺𝗅(𝖵𝖺𝗋𝗌(Σ𝑖.𝜙)) can be added to 

the graph, provided that

‣ 𝑝 ∉ 𝖵𝖺𝗋𝗌(Σ𝑖.𝜙); and

‣ 𝖵𝖺𝗋𝗌(Σ𝑖.𝑃𝐱𝒋
) ∩ 𝖵𝖺𝗋𝗌(Σ𝑖.𝑃𝐱𝒌

) = ∅ for all 1 ≤ 𝑗 < 𝑘 ≤ 𝑛, where 𝑥𝑖 is the variable of ℓ𝑖.

This results in

‣ Σ𝑖+1.𝑃  becoming Σ𝑖.𝑃  extended by a node 𝐩 labeled by ∧𝗉 and edges from 𝐩 to each of 

𝑥𝑖, with polarity determined by ℓ𝑖; and

‣ Σ𝑖+1.𝜙 = Σ𝑖.𝜙 ∪ 𝜃𝐩, where the clauses in 𝜃𝐩 are as given in Figure 4.7.1.2.(a); and

‣ Σ𝑖+1.𝐷 = Σ𝑖.𝐷 ∪ 𝜃𝐩.

• Node 𝐬 representing the sum of ℓ1, ℓ2 ∈ 𝖫𝗂𝗍𝖾𝗋𝖺𝗅(𝖵𝖺𝗋𝗌(Σ𝑖.𝜙)) can be added to the graph, 

provided that

‣ 𝑠 ∉ 𝖵𝖺𝗋𝗌(Σ𝑖.𝜙); and

‣ Σ𝑖.𝐷 ⊢1 ℓ1 ∨ ℓ2.

This results in

‣ Σ𝑖+1.𝑃  becoming Σ𝑖.𝑃  extended by a node 𝐬 labeled by ∨𝗉 and edges from 𝐬 to ℓ1, ℓ2, 

with appropriate polarities; and

‣ Σ𝑖+1.𝜙 = Σ𝑖.𝜙 ∪ 𝜃𝐬, where the clauses in 𝜃𝐬 are as given in Figure 4.7.1.2.(b); and

‣ Σ𝑖+1.𝐷 = Σ𝑖.𝐷 ∪ 𝜃𝐬.
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4.6.4. Final conditions

The last allowable kind of proof step simply sets the root literal Σ𝑖+1.𝑟 to a chosen literal.

A CPOG proof is only valid when the last state Σ𝑘 satisfies two final conditions:

1. A root literal has been asserted, i.e., Σ𝑘.𝑟 ≠ 𝗇𝗈𝗇𝖾.

2. Exactly one non-operation-defining clause remains, and it is a unit clause asserting the root 

literal. Formally, Σ𝑘.𝜙 = Σ𝑘.𝐷 ∪ {{Σ𝑘.𝑟}}.

The function checkFinalClauses  that carries out the second check has signature

def checkFinalClauses (r : ILit) (st : PreState) : Except CheckerError { _u : Unit //

    (∀ idx C, st.clauseDb.getClause idx = some C → idx ∈ st.pogDefs.toFinset ∨ C = #[r])

    ∧ (∃ idxᵣ, st.clauseDb.getClause idxᵣ = some #[r]) }

Here a trick is used to embed a computationally irrelevant proof in a monadic computation: 

to prove P, we return a value of type { _u : Unit // P }. This is necessary because Lean monads 

generally expect a Type, whereas P : Prop.

4.6.5. Correctness argument

We now wish to argue that in any valid CPOG proof, each intermediate graph is in fact 

partitioned, and the input formula is logically equivalent to the final POG root node.

The basic notions needed for the argument are a relative version of logical equivalence, and 

unique extension: because extension variables for product and sum operations are defined in 

terms of prior variables, any Boolean assignment 𝜏  over 𝖵𝖺𝗋𝗌(Σ1.𝜙) (the input variables) 

induces a unique assignment 𝜏∗ over 𝖵𝖺𝗋𝗌(Σ𝑘.𝐷) (input and extension variables).

Definition 4.6.5.1 (Extension) :  Given formulas 𝜙1, 𝜙2 over 𝜒, the formula 𝜙2 is said to extend 

𝜙1 over 𝑋 ⊆ 𝜒 (written 𝜙1 ≼𝑋 𝜙2) when for any assignment 𝜏1 over 𝜒 such that 𝜏1 ⊨ 𝜙1, 

there exists 𝜏2 with 𝜏2|𝑋 = 𝜏1|𝑋 and 𝜏2 ⊨ 𝜙2.

Definition 4.6.5.2 (Equivalence over a set) :  Formula 𝜙1 is equivalent to 𝜙2 over 𝑋 ⊆ 𝜒 

(written 𝜙1 ≡𝑋 𝜙2) when 𝜙1 ≼𝑋 𝜙2 and 𝜙2 ≼𝑋 𝜙1.

Definition 4.6.5.3 (UEP) :  Formula 𝜙 is said to have the unique extension property from 𝑋 ⊆ 𝜒 

to 𝑌 ⊆ 𝜒 when for any two assignments 𝜏1, 𝜏2 satisfying 𝜙, if 𝜏1|𝑋 = 𝜏2|𝑋 then 𝜏1|𝑌 = 𝜏2|𝑌 .

These definitions are formalized as written.

/-- Any assignment satisfying φ₁ extends to φ₂ while preserving values on X. -/

def extendsOver (X : Set χ) (φ₁ φ₂ : PropForm χ) :=

  ∀ (σ₁ : PropAssignment χ), σ₁ ⊨ φ₁ → ∃ σ₂, σ₁.agreeOn X σ₂ ∧ σ₂ ⊨ φ₂

theorem equivalentOver_iff_extendsOver (X : Set χ) (φ₁ φ₂ : PropFun χ) :

    equivalentOver X φ₁ φ₂ ↔ (extendsOver X φ₁ φ₂ ∧ extendsOver X φ₂ φ₁)

/-- Assignments satisfying φ are determined on Y by their values on X. -/

def uniqueExt (X Y : Set χ) (φ : PropForm χ) :=

  ∀ (σ₁ σ₂ : PropAssignment χ), σ₁ ⊨ φ → σ₂ ⊨ φ → σ₁.agreeOn X σ₂ → σ₁.agreeOn Y σ₂
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Theorem 4.6.5.1 (Soundness) :  In a valid CPOG proof Σ1, …, Σ𝑘, it is the case that Σ𝑘.𝑃  is 

partitioned, and Σ1.𝜙 ≡ Σ𝑘.𝑃Σ𝑘.𝐫.

Proof :  We argue inductively based on a number of invariants that remain true in each state 

Σ𝑖. Write 𝜒𝐼 ≜ 𝖵𝖺𝗋𝗌(Σ1.𝜙) for the input variables.

1. Clause database is equivalent to input over 𝜒𝐼 : Σ1.𝜙 ≡𝜒𝐼
Σ𝑖.𝜙.

2. Boolean assignments extend to defining clauses: ⊤ ≼𝜒𝐼
Σ𝑖.𝐷.

3. These extensions are unique: Σ𝑖.𝐷 has UEP from 𝜒𝐼  to 𝖵𝖺𝗋𝗌(Σ𝑖.𝜙).
4. POG formulas are equivalent to their variables over 𝜒𝐼 : 𝑢 ∧ Σ𝑖.𝐷 ≡𝜒𝐼

Σ𝑖.𝑃𝐮 for every 

𝐮 ∈ Σ𝑖.𝑃 .

5. POG formulas live over the input variables: 𝖵𝖺𝗋𝗌(Σ𝑖.𝑃𝐮) ⊆ 𝜒𝐼  for every 𝐮 ∈ Σ𝑖.𝑃 .

6. For each 𝐮 ∈ Σ𝑖.𝑃 , the formula Σ𝑖.𝑃𝐮 is partitioned.

It can be verified that all steps preserve the invariants. We point out one tricky case: enforcing 

partitioning (Invariant 6.) in the sum rule.

Suppose Σ𝑖 and Σ𝑖+1 are related by the addition of sum node 𝐬 with children 𝑥1, 𝑥2.37 We can 

assume that Σ𝑖 satisfies the invariants, that 𝑠 ∉ 𝖵𝖺𝗋𝗌(Σ𝑖.𝜙), and that Σ𝑖.𝐷 ⊢1 𝑥1 ∨ 𝑥2. The 

formula Σ𝑖+1.𝑃𝐬 is Σ𝑖.𝑃𝐱𝟏
∨𝗉 Σ𝑖.𝑃𝐱𝟐

. We have to show that ℳ𝜒𝐼
(Σ𝑖.𝑃𝐱𝟏

) ∩ ℳ𝜒𝐼
(Σ𝑖.𝑃𝐱𝟐

) =
∅.

Suppose for contradiction that 𝜏 ⊨ Σ𝑖.𝑃𝐱𝟏
 and 𝜏 ⊨ Σ𝑖.𝑃𝐱𝟐

 for some assignment 𝜏 . By Invariant 

4., there exists 𝜏 ′ with 𝜏 ′|𝜒𝐼
= 𝜏|𝜒𝐼

 and 𝜏 ′ ⊨ 𝑥1 ∧ Σ𝑖.𝐷. Again by Invariant 4., we have some 

𝜏″ with 𝜏″|𝜒𝐼
= 𝜏|𝜒𝐼

 and 𝜏″ ⊨ 𝑥2 ∧ Σ𝑖.𝐷. Now by the UEP (Invariant 3.), 𝜏 ′|𝖵𝖺𝗋𝗌(Σ𝑖.𝜙) =
𝜏″|𝖵𝖺𝗋𝗌(Σ𝑖.𝜙), meaning that 𝜏 ′ ⊨ 𝑥2. But by Proposition 2.3.3.1, Σ1.𝐷 ⊨ 𝑥1 ∨ 𝑥2 and since 𝜏 ′ ⊨
Σ1.𝐷, we can’t have 𝜏 ′(𝑥1) = 𝜏 ′(𝑥2) = 1.

Finally, suppose that final conditions hold of Σ𝑘. By Invariant 1. and the second final con­

dition, we have Σ1.𝜙 ≡𝜒𝐼
Σ𝑘.𝜙 = Σ𝑘.𝐷 ∧ Σ𝑘.𝑟. By Invariant 4., Σ𝑘.𝐷 ∧ Σ𝑘.𝑟 ≡𝜒𝐼

Σ𝑘.𝑃Σ𝑘.𝐫. 

Thus Σ1.𝜙 ≡𝜒𝐼
Σ𝑘.𝑃Σ𝑘.𝐫, but by Invariant 5. this implies logical equivalence. □

The proof-carrying structure PreState.WF  represents the above invariants as follows. Note that 

st.allVars is 𝖵𝖺𝗋𝗌(Σ.𝜙), and st.pogDefsTerm is Σ.𝐷 as a propositional function.

structure PreState.WF (st : PreState) : Prop where

  /-- Invariant 1. -/

  equivalent_clauseDb : equivalentOver st.inputCnf.toPropForm.vars

    st.inputCnf.toPropFun st.clauseDb.toPropFun

  /-- Invariant 2. -/

  extends_pogDefsTerm : ∀ (σ₁ : PropAssignment IVar), ∃ (σ₂ : PropAssignment IVar),

    σ₂.agreeOn st.inputCnf.toPropForm.vars σ₁ ∧ σ₂ ⊨ st.pogDefsTerm

  /-- Invariant 3. -/

  uep_pogDefsTerm : hasUniqueExtension st.inputCnf.toPropForm.vars st.allVars st.pogDefsTerm

  /-- Invariant 4. -/

  equivalent_lits : ∀ x : IVar, equivalentOver st.inputCnf.toPropForm.vars

    (.var x ⊓ st.pogDefsTerm) ⟦st.pog.toPropForm x⟧

37The children can also be negated, but that doesn’t change the proof.
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  /-- Invariant 5. -/

  pog_vars : ∀ x : IVar, x ∈ st.allVars →

    (st.pog.toPropForm x).vars ⊆ st.inputCnf.toPropForm.vars

  /-- Invariant 6. -/

  partitioned : ∀ x : IVar, partitioned (st.pog.toPropForm x)

  

  -- Further invariants asserting correctness of the st.depVars cache

  -- and other well-formedness relations on the state.

  ...

The bulk of our formalization work involved showing that these invariants are indeed main­

tained by the checker when going through a valid CPOG proof. In the end, Theorem 4.6.5.1 

is represented as a method checkFinalState  which may be invoked on the final state Σ𝑘. This 

returns the initial CNF and the freshly assembled, rooted POG together with a proof of their 

equivalence.

def checkFinalState : CheckerM { p : ICnf × Pog × ILit //

    p.1.toPropFun = ⟦p.2.1.toPropForm p.2.2⟧ }

After certifying a CPOG proof, the checker can pass its in-memory POG representation to the 

ring evaluator (Section 4.5.1), along with the partitioning guarantee provided by Invariant 6.

4.6.6. A prior weakness

In an early version of the proof system, we required the weaker property Σ𝑖.𝜙 ⊢1 𝑥1 ∨ 𝑥2 in 

the sum rule. However, the above proof does not go through under this assumption: Boolean 

assignments must extend to Σ𝑖.𝐷, but not necessarily to Σ𝑖.𝜙. Indeed, the weaker check 

turned out to be unsound in that it did not guarantee partitioning. For example, use Σ1.𝜙 =
𝑥 ∧ ¬𝑥 as the input formula. Since Σ1.𝜙 is contradictory, it implies anything by UP. We may 

add the sum operation 𝑠 ⇔ 𝑥 ∨ 𝑥 which is certainly not partitioned. Its model count would 

be reported incorrectly as 2. We discovered this subtle weakness in the course of our efforts 

at formal verification, underscoring their importance.

4.6.7. Trust

To conclude this section, let us clarify what has been verified in Lean and what has to be 

trusted. Our first step is to parse CNF and CPOG files (Section 4.7) in order to read in the 

initial formula and the proof. We do not verify this step. Instead, the verified checker exposes 

flags --print-cnf and --print-cpog which reprint the consumed formula or proof, respectively. 

Comparing this to the actual files using diff provides an easy way of ensuring that what 

was parsed matches their contents. This involves trusting only the correctness of the print 

procedure and of diff. Similarly, if one wants to establish the correctness of the POG contained 

in the CPOG file, one can print out the POG that is constructed by the checker and compare.

Lean’s code extraction replaces calculations on natural numbers and integers with efficient but 

unverified arbitrary precision versions. Lean also uses an efficient implementation of arrays; 

within the formal system, these are defined in terms of lists, but code extraction replaces them 

with dynamic arrays and uses reference counting to allow destructive updates when it is safe 

to do so [280].
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At the time of publication [65], we also trusted a few unproven functional correctness results 

for hashmap and array operations. One of these,

theorem ext_findEntry? [LawfulBEq α] (m₁ m₂ : HashMap α β) :

    (∀ a, m₁.findEntry? a = m₂.findEntry? a) → m₁ = m₂

turned out to be false. This is because the concluded equality does not quotient away details of 

the in-memory representation of the hashmap; this representation depends on the insertion 

order, falsifying the purported extensionality law.38 Since then, we have removed the false 

axiom39 and completed the verification.40 Although the above mistake is obvious in retrospect 

and did not invalidate the rest of the proof, it still underscores the importance of axiom-free 

formal verification.

In summary, in addition to trusting Lean’s foundation and kernel checker, we also have to 

trust that code extraction respects that foundation, and that, after parsing, the computation 

uses the correct input formula. All of our specifications have been completely proven and 

verified relative to these assumptions.

4.7. The CPOG file format

This section discusses how the abstract proof framework is reified in the .cpog file format. The 

format draws inspiration from the LRAT [152] and QRAT [155] formats for unquantified and 

quantified propositional formulas, respectively. Key properties include:

• The file contains declarations of ∧𝗉 and ∨𝗉 operations to describe the POG. Declaring a 

node 𝐮 implicitly adds an extension variable 𝑢 and a set of defining clauses 𝜃𝐮 encoding the 

product or sum operation. This is the only means for adding extension variables to the proof.

• Boolean negation is supported implicitly by allowing the arguments of ∧𝗉 and ∨𝗉 operations 

to be literals and not just variables.

• The file contains explicit clause addition steps. A clause can only be added if it is logically 

implied by the existing clauses. A sequence of clause identifiers must be listed as a hint 

providing a RUP verification of the implication.

• The file contains explicit clause deletion steps. A clause can only be deleted if it is logically 

implied by the remaining clauses. A sequence of clause identifiers must be listed as a hint 

providing a RUP verification of the implication.

• The checker must track which variables appear in every POG formula. For each ∧𝗉 opera­

tion, the checker must ensure that the variable sets of its arguments are pairwise disjoint.

• Declaring an ∨𝗉 operation requires a sequence of clauses providing a RUP proof that the 

arguments are mutually exclusive. Only binary ∨𝗉 operations are allowed to avoid requiring 

multiple proofs of disjointness.

38Newer versions of Lean include Std.ExtHashMap  which does apply a quotient.
39https://github.com/rebryant/cpog/commit/bfa5aeee15f304053f8557906dd6d2b65d84243e
40https://github.com/rebryant/cpog/commit/c1b510a14850bda1d782ffa850d74f2a8ff43771
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4.7.1. Syntax

Rule Description

𝐶 a 𝐿∗ 0 𝐶+ 0 Add RUP clause

d 𝐶 𝐶+ 0 Delete RUP clause

𝐶 p 𝑉  𝐿∗ 0 Declare ∧𝗉 operation

𝐶 s 𝑉  𝐿 𝐿 𝐶+ 0 Declare ∨𝗉 operation

r 𝐿 Declare root literal

Table 4.7.1.1: CPOG proof steps. 𝐶 : clause identifier, 𝐿: literal, 𝑉 : variable.

Table 4.7.1.1 shows the steps that can occur in a CPOG file. As with other clausal proof formats, 

a variable is represented by a positive integer 𝑣, with integers up to some 𝑛vars being input 

variables and ones after that being extension variables. Literal ℓ is represented by a signed 

integer, with −𝑣 being the logical negation of variable 𝑣. Each clause is indicated by a positive 

integer identifier 𝐶 , with integers up to some 𝑛clauses being the IDs of the input clauses and 

ones after that being the IDs of added clauses. Clauses must be added in order: any clause 

identifier 𝐶′ given in the RUP hint for addition of clause 𝐶 must have 𝐶′ < 𝐶 .

The first set of proof rules is similar to those in other clausal proofs. Clauses can be added 

via RUP addition (command a), with a sequence of antecedent clauses (the hint). Similarly for 

clause deletion (command d).

ID Clause

𝑖 𝑣 −ℓ1 −ℓ2 ⋯ −ℓ𝑘

𝑖 + 1 −𝑣 ℓ1

𝑖 + 2 −𝑣 ℓ2

⋮

𝑖 + 𝑘 −𝑣 ℓ𝑘

(a) Product operation ∧𝗉

ID Clause

𝑖 −𝑣 ℓ1 ℓ2

𝑖 + 1 𝑣 −ℓ1

𝑖 + 2 𝑣 −ℓ2

(b) Sum operation ∨𝗉

Table 4.7.1.2: Defining clauses for product (a) and sum (b) operations.

The declaration of a product node (with operation ∧𝗉) has the form:

𝑖 p 𝑣 ℓ1 ℓ2 ⋯ ℓ𝑘 0

Integer 𝑖 is a new clause ID, 𝑣 is a positive integer that does not correspond to any previous 

variable, and ℓ1, ℓ2, …, ℓ𝑘 is a sequence of 𝑘 integers indicating the operands as literals of 

existing variables. As Table 4.7.1.2.(a) shows, this declaration implicitly add 𝑘 + 1 clauses to 

the proof, providing a Tseitin encoding that defines extension variable 𝑣 as the product of 

the operands.
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For 1 ≤ 𝑖 < 𝑗 ≤ 𝑘, the variables appearing in POG formulas represented by each pair of liter­

als ℓ𝑖 and ℓ𝑗 must be disjoint. A product operation can also have no arguments, representing 

Boolean constant 1. In this case, the only clause added to the proof would be the unit literal 

𝑣. A reference to literal −𝑣 then provides a representation of constant 0.

The declaration of a sum operation, creating a node with operation ∨𝗉, has the form:

𝑖 s 𝑣 ℓ1 ℓ2 𝐻 0

Integer 𝑖 is a new clause ID, 𝑣 is a fresh variable index, and ℓ1 and ℓ2 are signed integers, 

specifying the operands as literals of existing variables. Hint 𝐻  consists of a sequence of 

clause IDs, all of which must be defining clauses for other POG operations.41 As Table 4.7.1.2.

(b) shows, this declaration implicitly causes three clauses to be added to the proof, providing a 

Tseitin encoding that defines extension variable 𝑣 as the sum of its arguments. The hint must 

provide a RUP proof of the clause ℓ1 ∨ ℓ2, showing that the two children of this node have 

disjoint models.

Finally, the literal denoting the root of the POG is declared with the r command. It can occur 

anywhere in the file. Except in degenerate cases, it will be the extension variable representing 

the root of a graph.

4.7.2. Example

Table 4.7.2.1 illustrates an example formula and shows how the CPOG file declares its POG 

representation. The input formula (a) consists of five clauses over variables 𝑥1 through 𝑥4. The 

generated POG (b) has six nonleaf nodes representing four products and two sums. We name 

these by the node type (product 𝐩 or sum 𝐬), subscripted by the ID of the extension variable. 

The first part of the CPOG file (c) declares these nodes using clause IDs that increment by 

three or four, depending on whether the node has two children or three. The last two nonzero 

values in each sum declaration are hints providing the required mutual exclusion proof.

4.7.2.1. Node declarations

We step through portions of the file to provide a better understanding of the CPOG proof 

framework. Table 4.7.2.1.(e) shows the defining clauses that are implicitly added by the POG 

operation declarations. These do not appear in the CPOG file. Referring back to the declara­

tions of the sum nodes in Table 4.7.2.1.(c), we can see that the declaration of node 𝑠7 has clause 

IDs 7 and 10 as the hint. We can see in Table 4.7.2.1.(e) that these two clauses form a RUP proof 

for the clause 𝑝5 ∨ 𝑝6, showing that the two children of 𝐬7 have disjoint models. Similarly, 

node 𝐬10 is declared as having clause IDs 16 and 19 as the hint. These form a RUP proof for 

the clause 𝑝8 ∨ 𝑝9, showing that the two children of 𝐬10 have disjoint models.

4.7.2.2. Forward implication proof

Table 4.7.2.1.(d) provides the sequence of assertions leading to unit clause 36, consisting of the 

literal 𝑠10. This sequence indicates that 𝐬10 is implied by the input clauses, i.e., any assignment 

𝜏  satisfying the input clauses must have its unique extension to 𝜏∗ (recall Section 4.6.5) yield 

𝜏∗(𝑠10) = 1. Working backward through the RUP hint, we can see that clause 35 indicates 

41The restriction to defining clauses in the hint is critical to soundness: see Section 4.6.6.
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ID Clause
1 -1 3 -4 0

2 -1 -3 4 0

3 3 -4 0

4 1 -3 4 0

5 -1 -2 0

(a) Input formula

𝑥1

𝑥2

𝑥3

𝑥4

∨𝗉 𝐫

∧𝗉 𝐩9 ∧𝗉 𝐩8

∨𝗉 𝐬7

∧𝗉 𝐩6 ∧𝗉 𝐩5

¬

¬

¬

¬
(b) POG representation

ID CPOG line Meaning
6 p 5 -3 -4 0 𝑝5 = 𝑥3 ∧𝗉 𝑥4
9 p 6 3 4 0 𝑝6 = 𝑥3 ∧𝗉 𝑥4
12 s 7 5 6 7 10 0 𝑠7 = 𝑝5 ∨𝗉 𝑝6
15 p 8 -1 7 0 𝑝8 = 𝑥1 ∧𝗉 𝑠7
18 p 9 1 -2 7 0 𝑝9 = 𝑥1 ∧𝗉 𝑥2 ∧𝗉 𝑠7
22 s 10 8 9 16 19 0 𝑠10 = 𝑝8 ∨𝗉 𝑝9

r 10 Root 𝑟 = 𝑠10

(c) POG declarations

ID Clause Hint Assertion
25 a 5 1 3 0 3 6 0 𝑥1 ∧ 𝑥3 ⇒ 𝑝5
26 a 6 1 -3 0 4 9 0 𝑥1 ∧ 𝑥3 ⇒ 𝑝6
27 a 3 7 1 0 13 25 0 𝑥3 ∧ 𝑥1 ⇒ 𝑠7
28 a 7 1 0 27 14 26 0 𝑥1 ⇒ 𝑠7
29 a 8 1 0 28 15 0 𝑥1 ⇒ 𝑝8
30 a 5 -1 3 0 1 6 0 𝑥1 ∧ 𝑥3 ⇒ 𝑝5
31 a 6 -1 -3 0 2 9 0 𝑥1 ∧ 𝑥3 ⇒ 𝑝6
32 a 3 7 -1 0 13 30 0 𝑥3 ∧ 𝑥1 ⇒ 𝑠7
33 a 7 -1 0 32 14 31 0 𝑥1 ⇒ 𝑠7
34 a 9 -1 0 5 33 18 0 𝑥1 ⇒ 𝑝9
35 a 1 10 0 23 29 0 𝑥1 ⇒ 𝑠10
36 a 10 0 35 24 34 0 𝑠10

(d) CPOG assertions

ID Clause Action
6 5 3 4 0 Define 𝑝5
7 -5 -3 0

8 -5 -4 0

9 6 -3 -4 0 Define 𝑝6
10 -6 3 0

11 -6 4 0

12 -7 5 6 0 Define 𝑠7
13 7 -5 0

14 7 -6 0

15 8 1 -7 0 Define 𝑝8
16 -8 -1 0

17 -8 7 0

18 9 -1 2 -7 0 Define 𝑝9
19 -9 1 0

20 -9 -2 0

21 -9 7 0

22 -10 8 9 0 Define 𝑠10
23 10 -8 0

24 10 -9 0

(e) Defining clauses

CPOG line Action
d 1 36 8 10 12 16 21 22 0 Delete clause 1
d 2 36 7 11 12 16 21 22 0 Delete clause 2
d 3 36 8 10 12 17 19 22 0 Delete clause 3
d 4 36 7 11 12 17 19 22 0 Delete clause 4
d 5 36 16 20 22 0 Delete clause 5

(f) Input clause deletions
Table 4.7.2.1:  Example formula (a), its POG representation (b), and the CPOG proof of equiv­

alence (c, d, f). Defining clauses (e) are implicitly added by POG declarations (c).
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that variable 𝑠10 will be implied by the input clauses when 𝜏(𝑥1) = 0. Clause 34 indicates 

that 𝑝9 will be implied by the input clauses when 𝜏(𝑥1) = 1, while operation-defining clause 

24 shows that node 𝑠10 will be implied by the input clauses when 𝜏∗(𝑝9) = 1. These three 

clauses serve as the hint for clause 36.

4.7.2.3. Reverse implication proof

Table  4.7.2.1.(f) shows the RUP proof steps required to delete the input clauses. Consider 

the first of these, deleting input clause 𝑥1 ∨ 𝑥3 ∨ 𝑥4. The requirement is to show that there 

is no assignment 𝜏  that falsifies this clause but extends to 𝜏∗ such that 𝜏∗(𝑠10) = 1. The 

proof proceeds by first assuming that the clause is false, requiring 𝜏(𝑥1) = 1, 𝜏(𝑥3) = 0, and 

𝜏(𝑥4) = 1. The hint then consists of unit clauses (e.g., clause 36 asserting that 𝜏∗(𝑠10) = 1) 

or clauses that cause unit propagation.

Hint clauses 8 and 10 force the assignments 𝜏∗(𝑝5) = 𝜏∗(𝑝6) = 0. These plus hint clause 12 

force 𝜏∗(𝑠7) = 0. This plus hint clauses 16 and 21 force 𝜏∗(𝑝8) = 𝜏∗(𝑝9) = 0, leading, via 

clause 22, to 𝜏∗(𝑠10) = 0. But this contradicts clause 36, completing the RUP proof. The 

deletion hints for the other input clauses follow similar patterns—they work from the bottom 

nodes of the POG upward, showing that any total assignment that falsifies the clause must, 

when extended, have 𝜏∗(𝑠10) = 0.

Deleting the asserted clauses is so simple that we do not show it. It involves simply deleting 

the clauses from 35 down to 25, with each deletion using the same hint as was used to add that 

clause. In the end, therefore, only the defining clauses for the POG nodes and the unit clause 

asserting 𝑠10 remain, satisfying final conditions and completing a proof that the POG is 

logically equivalent to the input formula.

4.8. Conclusion

This chapter demonstrates a method for certifying the equivalence of two different represen­

tations of a propositional formula: conjunctive normal form, and a POG representation that 

can then be used to efficiently extract useful information about the formula, including its 

weighted and unweighted model counts. It builds on the extensive techniques that have been 

developed for clausal proof systems (Section 2.3), including extended resolution and reverse 

unit propagation. It stresses the development of a checker for such equivalence proofs, 

formally verified in Lean.
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5. Synthetic mathematics

In categorical logic, it is common to speak of synthetic areas of study, e.g. synthetic algebraic 

geometry [46] or synthetic domain theory [167], and practitioners refer to their overall 

approach as synthetic mathematics [226, 248]. But what do they mean?

This chapter applies philosophy of mathematical practice [203]—investigations into how cer­

tain words are actually used by working mathematicians—to explain the salient features and 

connotations of this terminology, while also introducing relevant mathematical background. 

It provides preliminaries for Chapter 6.

5.0.1. “Analysis” and “synthesis” have fairly clear literal meanings in ancient Greek, where 

they originated: to “ἀναλύειν” is to resolve a whole into its parts, whereas “συντιθέναι” means 

to put or place together. Although this understanding survives today, the words have also 

acquired a variety of domain-specific, technical definitions that don’t obviously have anything 

to do with (dis)assembling things.

In modern mathematics, analysis is generally understood as the field of study concerning 

continuity, convergence, integration, differentiation, and related concepts. Attempting to 

connect this to the literal meaning above, we could note for example that analysis divides 

volumes up into infinitesimals; but that is not how the name came to be [56]. Instead, it appears 

to have originated with Newton, who adopted “analysis” as a designation for his freshly 

invented calculus. Newton did this because he understood infinite series as a generalization 

of contemporary (to him) algebraic methods in geometry—what we might now call analytic 

geometry—and these, in turn, were what “analysis” referred to in his time.

Newton’s redefinition was not the first: by the seventeenth century, the accepted mathematical 

meaning of “analysis” (and relatedly “synthesis”) had already undergone several generaliza­

tions and specializations in a sort of game of telephone spanning centuries [56]. For Plato, 

Pappus, and other ancient Greek geometers, analysis was not an area of study but rather a 

specific form of backwards reasoning. It would make up the first half of a solution to a geom­

etry problem, with a synthesis as the second half.42 This usage of “analysis” and “synthesis” 

is mostly extinct in modern mathematical vernacular.

Owing to the above historical developments, it seems to me that any attempt to characterize 

“analysis” and “synthesis” in the abstract is likely to run into confusion sooner or later; the 

words are too context-specific. In this chapter, we focus on what they mean to the categorical 

logic community, and point out mathematically interesting aspects of their usage.

5.0.2. In categorical logic, “analytic” and “synthetic” are used as predicates on propositions, 

proofs, and reasoning processes. In many of the historical contexts described above, the two 

adjectives are endowed with contrasting meanings in order to point out a difference or duality. 

Their use in categorical logic is also like that. To a first approximation, it reflects the distinction 

42To carry out an analysis, assume the desired construction is already given. Then determine its conse­
quences, working towards the hypotheses of the original problem. Facts concluded this way are necessary for 
the theorem to hold. In the second half of a solution—the synthesis—reverse the analysis by showing that some 
of the facts identified there are actually sufficient for the theorem, concluding with a forward-reasoning proof 
in the end.
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between an axiomatic theory and its models: synthetic things have to do with the former, and 

analytic with the latter.43

The intent, however, is not merely to introduce a new pair of words roughly synonymous 

with “syntactic” and “semantic”. Instead, there is a sense in which certain propositions and 

proofs (reasoning processes less clearly so, I will argue) have two variants—a synthetic one 

expressible in an axiomatic theory, and an analytic one expressible w.r.t. a model of the theory

—that “really differ”. The present discussion aims to illustrate what that difference is. We do 

this by considering examples in plane geometry, first-order model theory, and models of type 

theory in categories.

The reader may wonder why we are including geometry and model theory, having just 

promised to stick to categorical logic. This is because, as far as I know, the sense in which 

categorical logicians use “analytic” and “synthetic” originated with the distinction between 

analytic (Cartesian) geometry and synthetic (Euclidean) geometry. This distinction, in turn, 

can be understood formally through the lens of model theory. On the other hand, we will see 

later that models in categories have additional features not found in the first-order setting.

5.0.3. When is one proof really different from another? It is up for debate whether any 

given aspect of the proof—the literal sequence of words it consists of, the flow of logical 

inferences, the key ideas, which lemmas it makes use of—should be taken into account when 

answering this question; but in some cases the difference is difficult to argue against. One 

setting in which this occurs is geometry.

Byrne's Euclid  © Nicholas Rougeux, CC BY-SA 4.0

The first proposition of Euclid’s Elements, a foundational text 

in axiomatic plane geometry, states that on any line segment 

( ), an equilateral triangle can be constructed. To do so, Euclid 

constructs two circles ( , ), each centered on one endpoint of 

the segment and incident on the other endpoint.

In a physical drawing these would use the compass, axiomatized via the third postulate. One 

then observes that the circles must intersect,44 and their point of intersection forms the third 

vertex of the desired triangle ( ). The two remaining line segments are drawn in via ruler 

(straightedge), making use of the first axiomatic postulate.

Although Euclid initially defines a point as “that which has position, but not magnitude” and 

a line as “length without breadth” [70], these definitions are subsequently never used. All 

theorems are proven, and constructions made, purely by reference to the basic axioms and 

previously established facts. Points and lines are irreducible things that obey certain postulated 

relations, the attempted definitions notwithstanding.

43The terminology is used with a choice of specific theory (or class of theories) and model (or class of models) 
in mind. In using it, we wish to highlight how a proposition/proof/reasoning process relates to these. It mostly 
does not make sense to call something “synthetic” or “analytic” without specifying which theory and model 
we are talking about, though the framing is often implicit and understood from context.

44Euclid never did explain why this must happen, as opposed to happening only in the associated diagram. 
This was made precise in later axiomatizations [232].
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Euclid’s synthetic approach stands in contrast with the analytic, coordinate-based geometry 

of Fermat and Descartes. In this setting, points are analyzed (in the literal Greek sense) as real-

valued vectors. Thus, letting 𝑝 = (𝑥𝑝
𝑦𝑝

), 𝑞 = (𝑥𝑞
𝑦𝑞

) be the endpoints of our segment, we may 

construct the third vertex of the triangle as 𝑟 = 𝑝 + 𝑅(𝑞 − 𝑝), where 𝑅 = (cos 60°
sin 60°

− sin 60°
cos 60° ) is 

a 60° rotation operator. To ensure equilaterality, we check that ‖𝑟 − 𝑝‖ = ‖𝑞 − 𝑝‖ = ‖𝑟 − 𝑞‖ 

follows from trigonometric identities.

The two constructions have intuitively different flavours: with the axiomatic method we 

invent two auxiliary circles and intersect them to obtain the result, while in the model-based 

approach we compute with coordinates and real-valued functions. This intuition has a formal 

grounding: from an external/meta-level perspective, they can be seen as actually proving 

different things, as follows.

Consider some first-order theory 𝕋geom. of two-dimensional geometry (we will mention a few 

shortly, but it mostly doesn’t matter which). In the language of 𝕋geom., we should be able 

to form the sentence 𝜑▵ ≜ “for all pairs of points 𝑝 ≠ 𝑞, there exists a point 𝑟 s.t. 𝑝𝑞𝑟 is 

equilateral”. Euclid’s proof can then be rendered into a formal derivation of 𝕋geom. ⊢ 𝜑▵, i.e., a 

derivation witnessing that 𝜑▵ is provable in 𝕋geom.. The analytic argument, on the other hand, 

shows that 𝜑▵ is true in the Cartesian plane ℝ2 (in symbols, ℝ2 ⊨ 𝜑▵). Having taken this point 

of view, we note that the former has to do with syntax and provability, while the latter with 

semantics and truth; this is what makes them “synthetic” and “analytic”, respectively.

The difference is not just a matter of perspective. As was famously discovered some centuries 

after Euclid, many of his proofs were more general than he perhaps intended. If our choice of 

𝕋geom. were not to include the parallel postulate, it would also be a sound theory of spherical 

and hyperbolic geometry. Then because the synthetic construction above does not use the 

parallel postulate, 𝕋geom. ⊢ 𝜑▵ would imply 𝐺 ⊨ 𝜑▵ for any non-Euclidean geometry 𝐺. The 

other proof does not generalize so easily: its use of explicit 60° angles limits it to spaces where 

the angles in a triangle sum up to 180°. Generality arising from model-independence is an 

important feature of synthetic mathematics.

5.0.4. Completeness and definability rear their heads sooner or later when working with 

axiomatic theories. The set of postulates in the Elements (including the parallel postulate) was 

eventually found to be incomplete by Pasch. Euclid makes inferences that appeal to geometric 

intuition but do not follow from any of the stated postulates [232].

One early attempt at completing and formalizing the system is found in Hilbert’s Foundations 

of Geometry [156]. In modern terms, we could say that the book declares points, lines, and 

planes to be the sorts of a multisorted second-order theory,45 and specifies a family of five sets 

of axioms (incidence, ordering, congruence, parallels, completeness). Hilbert’s axiomatization 

can prove all the propositions of the Elements, but it goes beyond that: completeness axioms 

ensure that all models are isomorphic to ℝ2. The theory therefore does not say anything about 

other vector spaces to which Euclid’s ruler-and-compass geometry46 should apply, namely 

planes 𝐹 2 where 𝐹  is a Euclidean field (meaning every nonnegative number has a square root).

45Multisorted second-order theories aren’t really a thing, but imagine they were.
46Confusingly, “Euclidean geometry” is usually taken to mean the theory of ℝ2. That is, Euclidean geometry 

is not the theory of Euclidean fields.
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This issue is repaired in modern first-order axiomatizations: one due to Tarski [267], and 

another due to Avigad, Dean, and Mumma [23]. Both systems are sound and complete for 

Euclidean planes 𝐹 2 in that they prove exactly those sentences that are true in all such models. 

In other words, they faithfully represent ruler-and-compass constructions.

As one consequence, by a well-known result of Galois theory, neither system can prove the 

existence of a trisected 60° angle. This illustrates an important limitation of synthetic proofs: 

by definition, axiomatic systems cannot establish properties of a particular model that are not 

true of all models, and such properties are only provable analytically. The trisected angle can 

be proven to exist in ℝ2 with the help of trigonometric functions.

5.0.5. Regarding reasoning processes, it is sometimes said that a mathematician (i.e., a 

person engaged in the production of mathematical proofs) is working analytically or working 

synthetically. Unfortunately, it appears difficult to actually identify a robust boundary between 

these two kinds of reasoning.

The ultimate record of a mathematician’s work is a proof. We noted in Section 5.0.3 that 

Euclid’s informal proof could be rendered into a formal derivation in an axiomatic system. The 

existence of such a derivation serves as a guarantee of correctness, excluding any diagram-

specific or model-specific inferences. In this low-level form, the proof can properly be called 

synthetic. But the proof as written—and the reasoning process that gave rise to it—makes use 

of an analytic/model-based component, namely the included diagram. Geometric diagrams 

support counterexample generation, aid discovery by leveraging spatial intuition, and can 

even take on justificatory roles, serving as integral parts of a proof [272]. In general, mathe­

maticians make use of intended models47 with similar goals in mind. Synthetic reasoning is 

rarely completely syntax-driven, usually involving an analytic component as well.

Conversely, even when thinking about a specific model (such as the Cartesian plane model of 

ruler-and-compass geometry), it is obviously useful to apply synthetically provable lemmas. 

Challenging problems such as those appearing in geometry olympiads benefit from deploying 

all available techniques [249].

For these reasons, saying that a mathematician is working synthetically or working analytically 

seems to be at best a heuristic claim pointing out the proportion of theory/model-based 

reasoning in that mathematician’s discovery process, or perhaps what the mathematician is 

focused on.

5.0.6. Evaluation of first-order sentences in a model is sometimes called truth-functional 

because the truth value of a formula is a function of the truth values of (ground instances of) 

its subformulas [268]. For instance, a model ℳ validates the sentence 𝜑 ∧ 𝜓 (in symbols, ℳ ⊨
𝜑 ∧ 𝜓) iff ℳ ⊨ 𝜑 and ℳ ⊨ 𝜓, whereas it validates ∀𝑥. 𝜑(𝑥) iff for every 𝑎 in the domain |ℳ|, 
we have ℳ ⊨ 𝜑[𝑎/𝑥].48

A sentence 𝜑 is an entity in the object logic, whereas ℳ ⊨ 𝜑 is a statement of ordinary 

mathematics (and a meta-level statement w.r.t.  the object logic). We can take a meta-meta 

47And discovering that a set of axioms applies just as well to unintended models, e.g. non-Euclidean geome­
tries or nonstandard models of arithmetic, has historically been surprising.

48We are being imprecise here about what it means to substitute a semantic element 𝑎 into a piece of syntax.
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perspective that stands “outside” both of these. From this perspective, we may notice that for 

any concrete sentence 𝜑, when we fully unfold ℳ ⊨ 𝜑 using truth conditions like those in the 

preceding paragraph (by recursion on the structure of 𝜑), the result ends up looking identical 

to 𝜑.

Consider for example the geometry problem from Section  5.0.3 again. Its formaliza­

tion in the language of 𝕋geom. is the sentence 𝜑▵ given by “∀(𝑝 ≠ 𝑞 : Point). ∃(𝑟 :
Point). 𝑝𝑞𝑟 is equilateral”. Now unfolding the universal quantifiers, we see that ℝ2 ⊨ 𝜑▵ 

holds iff for every 𝑣 ≠ 𝑢 ∈ ℝ2 we have ℝ2 ⊨ ∃(𝑟 : Point). 𝑣𝑢𝑟, which in turn holds (by 

unfolding the existential) iff there exists 𝑤 ∈ ℝ2 s.t. 𝑣𝑢𝑤 is equilateral. And indeed, it seems 

like not much has happened during the unfolding. Overall, we have:

ℝ2 ⊨ ∀(𝑝 ≠ 𝑞 : Point). ∃(𝑟 : Point). 𝑝𝑞𝑟 is equilateral
iff

for every 𝑣 ≠ 𝑢 ∈ ℝ2 there exists 𝑤 ∈ ℝ2 s.t. 𝑣𝑢𝑤 is equilateral

The direct correspondence extends to proofs. In Section 5.0.3, we claimed that Euclid’s infor­

mal proof could be formalized49 as a derivation of 𝕋geom. ⊢ 𝜑▵. But because ℝ2 ⊨ 𝜑▵ “looks 

like” 𝜑▵, essentially the same informal proof—same sequence of logical steps—can also be 

seen as proving ℝ2 ⊨ 𝜑▵ (in fact 𝐺 ⊨ 𝜑▵ for any geometry 𝐺 that validates 𝕋geom.). We could 

imagine the two derived proofs proceeding analogously (object-level steps are annotated with 

the corresponding rule of inference):

𝕋geom. ⊢ 𝜑▵ ℝ2 ⊨ 𝜑▵

Fix two points 𝑝 ≠ 𝑞. (Forall-Intro) Fix two elements 𝑢 ≠ 𝑣 ∈ ℝ2.

By the third postulate, there exists a circle 

with center 𝑝, incident on 𝑞. (Cut)

Because ℝ2 validates the third postulate, 

there exists a circle 𝐶 ⊆ ℝ2 with center 𝑢, 

containing 𝑣.

⋮ ⋮

There is of course nothing surprising about this correspondence. Classical first-order seman­

tics was defined so that soundness—if theory 𝕋 proves sentence 𝜑, then 𝜑 is true in every 

model of 𝕋—would hold, enabling the mathematical study of pre-existing mathematical 

thinking. Similarly, commonly studied first-order theories were defined in just the way that 

makes their models correspond to pre-existing objects of interest (e.g., a model of the theory 

of algebraically closed fields is an algebraically closed field).

But knowing that soundness holds, and supposing we have already shown 𝕋geom. ⊢ 𝜑▵, we 

don’t need to “replay” the informal proof line-by-line to show ℝ2 ⊨ 𝜑▵. We have the following, 

more compact alternative:

49Formalization is often tricky to carry out in practice. Much of this thesis is concerned with the difficulties 
of doing so! Here we are operating on in-principle possibilities.
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Proof :  Because the Cartesian plane validates the axioms of plane geometry (ℝ2 ⊨ 𝕋geom.), by 

soundness of first-order provability it suffices to show 𝕋geom. ⊢ 𝜑▵. But we have already done 

this. □

In general, given an informal, synthetic proof 𝒫 of some proposition 𝜑 from theory 𝕋, and a 

model ℳ of 𝕋, there are two ways to prove ℳ ⊨ 𝜑:

1. View each step of 𝒫 as being directly about ℳ. This “implements” soundness as a line-by-

line proof translation procedure.

2. Formalize 𝒫 as a derivation of 𝕋 ⊢ 𝜑 and conclude by soundness.

In the first-order setting there is not much of a difference between these, and just pointing it 

out may appear tedious. However, something surprising happens when we move to consider 

models in categories: the first approach no longer works. This is because the category-theoretic 

setting provides more room to apply nontrivial transformations in the interpretation map. It 

consequently does not enjoy as direct of a correspondence between an axiomatic statement 

and what it unfolds to w.r.t.  a fixed model (Section  5.1.2). Instead, practitioners establish 

dictionaries of link lemmas (Section 5.1.3) that connect axiomatic statements with their model-

specific meanings on a case-by-case basis. As a result, interpreting each line of an axiomatic 

proof to be “about” a model becomes far less manageable. It is preferable to apply soundness 

of the object logic instead, following approach 2. above.

This, in my view, is at the heart of how the semantics considered in categorical logic differs 

from classical first-order semantics. Its generality makes it possible to endow logical connec­

tives with unexpected interpretations. This newfound distance between the syntax and its 

semantics seems to be another part of what mathematicians working in this field mean when 

they mention “synthetic”.

5.1. Categories as models

A model ℳ of a single-sorted first-order theory consists of a set |ℳ| for the domain of 

definition, a function |ℳ|𝑛 → |ℳ| for each 𝑛-ary function symbol, and a subset 𝑅 ⊆ |ℳ|𝑛 

for each 𝑛-ary relation symbol, that together validate the axioms of the theory.

Categorical logic generalizes this setup from the category 𝐒𝐞𝐭 to models in arbitrary cate­

gories. One has objects in a category instead of sets,50 morphisms instead of functions, and 

subobjects instead of subsets.

Following Lawvere [191], categorical logicians typically develop functorial semantics. In this 

approach, after fixing a deductive apparatus (e.g. first-order logic), a class of structured cate

gories (meaning categories with extra structure) is given. This is done in such a way that each 

theory 𝕋 induces a structured category 𝖲𝗒𝗇(𝕋) called the syntactic category of 𝕋.51 Models 

of 𝕋 in another structured category 𝒮 are then defined as structure-preserving functors 

𝖲𝗒𝗇(𝕋) ⥤ 𝒮, and homomorphisms of models are defined as natural transformations between 

such functors.

50Though a family of sets that vary over an index set is usually modeled as a morphism.
51Sometimes the converse also holds—each structured category has a corresponding theory—and extends 

to an equivalence of categories between theories-with-translations and structured-categories-with-structure-
preserving-maps. In this case we may refer to 𝖲𝗒𝗇(𝕋) as “the theory”: it carries exactly the same data.
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One way to recover the classical model-theoretic picture is using Boolean hyperdoctrines as 

the class of structured categories. Each first-order theory 𝕋 has an associated hyperdoctrine 

𝖲𝗒𝗇(𝕋) [247], and the category 𝐒𝐞𝐭 can be equipped with a hyperdoctrine structure such 

that models of 𝕋 in the classical sense are in bijection52 with morphisms 𝖲𝗒𝗇(𝕋) ⥤ 𝐒𝐞𝐭 of 

hyperdoctrines [192].

Another example of a syntactic category, this time with Boolean algebras as our structured cat­

egories, appeared in Section 4.3.2. The type PropFun χ discussed there is the free Boolean algebra 

on 𝜒, meaning that for any other algebra ℬ, we have a bijection 𝐁𝐨𝐨𝐥𝐀𝐥𝐠(PropFun χ, ℬ) ≃
𝐒𝐞𝐭(𝜒, |ℬ|), where |ℬ| is the underlying set of ℬ. The definition of PropFun χ identifies 

formulas that are logically equivalent under no assumptions, i.e., equivalent in the empty 

classical propositional theory 𝕋0. Since ℬ-valued models of 𝕋0, the set of which we denote 

by 𝖬𝗈𝖽ℬ(𝕋0), are just arbitrary functions 𝐒𝐞𝐭(𝜒, |ℬ|), we can recast the above bijection as 

𝐁𝐨𝐨𝐥𝐀𝐥𝐠(𝖲𝗒𝗇(𝕋0), ℬ) ≃ 𝖬𝗈𝖽ℬ(𝕋0). Therefore functorial semantics works as expected here, 

with models corresponding to structure-preserving functors. A similar construction of 𝖲𝗒𝗇(𝕋) 
works for non-trivial propositional theories 𝕋.

The import of functorial semantics, besides being nicely concise, is that the framework gener­

alizes in multiple directions while maintaining the same overall shape. We can thus consider 

theories over more restricted fragments of FOL, with correspondingly less structure needed 

in the models than that of a whole hyperdoctrine.

Algebraic theories, for instance, form a particularly well-behaved collection. These include 

monoids, groups, and rings (but not fields). They admit models in any category with finite 

products, supporting a precise unification of concepts that are only informally related other­

wise. For example, a model of the algebraic theory 𝕋Grp in 𝐒𝐞𝐭 is just a group, a model in 𝐓𝐨𝐩 

is a topological group, and a model in the category of smooth manifolds is a Lie group.

In categorical logic, terms, propositions, and deductions in a theory are commonly called 

“internal”, whereas elements of a model and statements about them are “external”; any of 

the above models of 𝕋Grp is an “internal group” (we may also say “group object”), being an 

ordinary group as far as the algebraic theory is concerned.

Moving away from propositional and algebraic theories, in the direction of higher expressivity, 

we may consider richer deductive systems and categorical structures such as toposes.

5.1.1. Toposes and higher-order logic

Elementary toposes are categories that support interpretations of intuitionistic higher-order 

theories,53 including quantification over (iterated) powersets. In practice, this means that the 

majority of constructive mathematics54 can be interpreted in any elementary topos. For a 

flavor of how this works, we now briefly recall the (much more in-depth) discussion of Mac 

Lane and Moerdijk [190:Ch. IV].

52Probably even an equivalence of categories, but I couldn’t find a reference for that.
53We take higher-order logic (HOL) to mean simple type theory with an impredicative universe of propo­

sitions.
54Though not as much as one might like, since not every elementary topos contains a universe. Universe-

less HOL with ℕ has the proof-theoretic strength of higher-order arithmetic [257]. For this reason, as well as 
due to a preference for dependent types over HOL, we will ultimately work with natural models.
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5.1.1.1. Subobjects

Definition 5.1.1.1.1 :  In a category 𝒞, a subobject of an object 𝑋 ∈ 𝒞 is an equivalence class of 

monomorphisms over 𝑋 (that is, objects 𝑆 with a monic arrow 𝑆 ↣ 𝑋) up to isomorphism. 

If 𝒞 is locally small, we can speak of the set 𝖲𝗎𝖻(𝑋) of subobjects of 𝑋.

Examples.

• In 𝐒𝐞𝐭, monomorphisms are injections 𝑖 : 𝑆 ↪ 𝑋. We can take the “canonical” injection 

representing a subobject to be the image 𝑖[𝑆] ⊆ 𝑋.

• Fix a small category 𝒞. A monomorphism in the presheaf category 𝒞 = [𝒞op, 𝐒𝐞𝐭] is a nat­

ural transformation 𝑖 : 𝐺 ↪ 𝐹  all of whose components 𝑖𝑋 : 𝐺(𝑋) ↪ 𝐹(𝑋) are injective. 

We can similarly use the subpresheaf 𝑖𝑋[𝐺(𝑋)] ⊆ 𝐹[𝑋] as the representative subobject.

• In 𝐆𝐫𝐩, monomorphisms are injective group homs. We can take subobjects to be repre­

sented by subgroups (i.e., subsets closed under the group operations).

Proposition 5.1.1.1.1 :  Each 𝖲𝗎𝖻(𝑋) is furthermore a poset with 𝑆 ≤ 𝑇  iff there is a map of 

subobjects 𝑆 → 𝑇 , i.e., a map 𝑓  that commutes as below. Note that any such map has to be 

unique by definition of monomorphism.

𝑓
𝑆 𝑇

𝑋

Proposition 5.1.1.1.2 :  In a locally small category ℰ with pullbacks, the mapping 𝑋 ↦
𝖲𝗎𝖻(𝑋) extends to a functor 𝖲𝗎𝖻 : ℰop → 𝐏𝐨𝐬𝐞𝐭 into the category of partially ordered sets. 

It acts on arrows by pullback, namely, given 𝑓 : 𝑋 → 𝑌  we get 𝖲𝗎𝖻(𝑓) : 𝖲𝗎𝖻(𝑌 ) ⥤ 𝖲𝗎𝖻(𝑋) 
with 𝖲𝗎𝖻(𝑓)(𝑚) ≜ 𝑓∗𝑚 (recall that pullbacks of monomorphisms are monic).

Definition 5.1.1.1.2 :  In a category ℰ with pullbacks, a subobject classifier is an object Ω ∈ ℰ 

and a monomorphism 1 𝗍𝗋𝗎𝖾 Ω such that:

• any mono 𝑆 ↣ 𝑋 is the pullback of some map 𝑋
𝜑

Ω as below; and

• isomorphic monos over 𝑋 correspond to the same 𝜑.

𝜑

𝗍𝗋𝗎𝖾

𝑆

𝑋

1

Ω

⌟

Notation. Given an arrow 𝑋
𝜑

Ω, we write {𝜑} ↣ 𝑋 for the corresponding subobject. 

Conversely, the representing map of a subobject 𝑆 ↣ 𝑋 is denoted by 𝜒𝑆 . We say 𝑆 is 

represented or classified by 𝜒𝑆 . Clearly 𝜒{𝜑} = 𝜑, and {𝜒𝑆} ≅ 𝑆.

Examples.
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• In 𝐒𝐞𝐭, the booleans 𝟐 = {0, 1} form a subobject classifier with {⋆} 𝗍𝗋𝗎𝖾 𝟐 given by 

𝗍𝗋𝗎𝖾(⋆) = 1. The subobject-map correspondence is between subsets and their characteristic 

maps.

• Fix a small category 𝒞. A sieve on an object 𝑋 ∈ 𝒞 is a set 𝑆 of arrows 𝑌
𝑓

𝑋 

that is closed under precomposition: for any 𝑍
𝑔

𝑌 , if 𝑓 ∈ 𝑆 then 𝑓 ∘ 𝑔 ∈ 𝑆. The 

presheaf category 𝒞 = [𝒞op, 𝐒𝐞𝐭] has a subobject classifier Ω given on objects by Ω(𝑋) =
{sieves on 𝑋}, and acting on arrows by Ω(𝑌

𝑓
𝑋)(𝑆) = {𝑍

𝑔
𝑌 ∣ 𝑓 ∘ 𝑔 ∈ 𝑆}.

• The category 𝐆𝐫𝐩 has no subobject classifier. Suppose there were one, given by {𝑒} 𝗍𝗋𝗎𝖾 Ω. 

Then any subgroup 𝐻 ≤ 𝐺 would have to be (isomorphic to) the pullback of 𝗍𝗋𝗎𝖾 and some 

representing map 𝐺
𝜒𝐻 Ω. This pullback is given by {𝑔 ∈ 𝐺 ∣ 𝗍𝗋𝗎𝖾(𝑒) = 𝑒Ω = 𝜒𝐻(𝑔)} =

ker 𝜒𝐻 . But all kernels are normal sugroups, yet not every subgroup is normal.

Proposition 5.1.1.1.3 :  In a locally small category with finite limits, a subobject classifier is 

equivalently a representing object for 𝖲𝗎𝖻, i.e., an object Ω such that 𝖲𝗎𝖻 ≅ ℰ(−, Ω).

Definition 5.1.1.1.3 :  An elementary topos is a cartesian closed category with finite limits and 

a subobject classifier.

5.1.1.2. Representation of logical connectives

A key consequence of the definition of an elementary topos is support for higher-order logic:55 

each subobject poset 𝖲𝗎𝖻(𝑋) models (intuitionistic) propositional logic, quantification is 

interpreted using adjoints between 𝖲𝗎𝖻(−) posets, and exponentials of the subobject classifier 

correspond to powersets.

Proposition 5.1.1.2.1 ([190:Thm. IV.8.1]) :  For each 𝑋 in an elementary topos, the poset 

𝖲𝗎𝖻(𝑋) is a Heyting algebra. Furthermore these structures are preserved by pulling back 

along any map 𝑋
𝑓

𝑌 , so that 𝖲𝗎𝖻(𝑌 )
𝖲𝗎𝖻(𝑓)

𝖲𝗎𝖻(𝑋) is a map of Heyting algebras.

Proposition 5.1.1.2.2 ([190:Prop. IV.6.3, Prop. IV.9.3]) :  For any map 𝑋
𝑓

𝑌  in an elemen­

tary topos, there is an adjoint triple ∃𝑓 ⊣ 𝖲𝗎𝖻(𝑓) ⊣ ∀𝑓 .56

∃𝑓

𝖲𝗎𝖻(𝑓)

∀𝑓

𝖲𝗎𝖻(𝑋) 𝖲𝗎𝖻(𝑌 )

Without belaboring in detail how such setups model higher-order connectives (a precise 

presentation for dependent type theories can be found in Section 6.2), let us see the interpre­

55Mac Lane and Moerdijk’s exposition [190] of the proofs of Proposition 5.1.1.2.1 and Proposition 5.1.1.2.2, 
omitted here, highlights interesting categorical work, e.g. Beck-Chevalley conditions, that is needed to get from 
the definition of an elementary topos to semantics for all logical connectives.

56Unlike 𝖲𝗎𝖻(𝑓), its two adjoints are not maps of Heyting algebras; otherwise the model would validate 
non-identities such as (∀𝑥. 𝜑(𝑥) ∨ 𝜓(𝑥)) ⇔ (∀𝑥. 𝜑(𝑥)) ∨ (∀𝑥. 𝜓(𝑥)).
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tation of an example formula—the impredicative encoding of a disjunction—in an elementary 

topos ℰ.

This encoding replaces 𝑄 ∨ 𝑅 by its elimination principle, which states that to conclude a 

proposition 𝑃  from 𝑄 ∨ 𝑅, we must show that 𝑄 and 𝑅 both imply 𝑃 . As is standard in 

categorical logic, we write the principle as a proposition-in-context, listing the typing context 

consisting of free variables and their types on the left. Here Ω is the type of propositions (and 

the synthetic incarnation of the subobject classifier):

𝑄 : Ω, 𝑅 : Ω ∣ ∀(𝑃 : Ω). (𝑄 → 𝑃) → (𝑅 → 𝑃) → 𝑃

In the semantics, typing contexts correspond to objects built as products of all the variables. 

The context containing two free variables 𝑄, 𝑅 of type Ω is interpreted as ⟦𝑄 : Ω, 𝑅 : Ω⟧ =
Ω × Ω. A proposition-in-context is then interpreted as a subobject of its context, so we should 

expect to obtain an element of 𝖲𝗎𝖻(Ω2):

⟦𝑄 : Ω, 𝑅 : Ω ∣ ∀(𝑃 : Ω). (𝑄 → 𝑃) → (𝑅 → 𝑃) → 𝑃⟧ ∈ 𝖲𝗎𝖻(Ω2)

In order to compute this element, recall that interpretation proceeds by recursion on the 

syntax. To interpret the formula above, we must first interpret the subformula

𝑄 : Ω, 𝑅 : Ω, 𝑃 : Ω ∣ (𝑄 → 𝑃) → (𝑅 → 𝑃) → 𝑃

which is done, in turn, by looking at its subformulas. Getting all the way down to the basic 

atoms, we have the three variables

𝑄 : Ω, 𝑅 : Ω, 𝑃 : Ω ∣ 𝑄 ⋯ ∣ 𝑅 ⋯ ∣ 𝑃

Variables are represented as De Bruijn indices in the semantics, so these correspond to subob­

jects of Ω³ classified by the three projections 𝜋𝑖 : Ω3 → Ω.

⟦⋯ ∣ 𝑄⟧ = {𝜋1} ⟦⋯ ∣ 𝑅⟧ = {𝜋2} ⟦⋯ ∣ 𝑃⟧ = {𝜋3}

Now making our way back up the parse tree, implications are interpreted using the Heyting 

algebra operation ⇒ in 𝖲𝗎𝖻(Ω3). This gives the subobject

⟦⋯ ∣ (𝑄 → 𝑃) → (𝑅 → 𝑃) → 𝑃⟧ = ({𝜋1} ⇒ {𝜋3}) ⇒ ({𝜋2} ⇒ {𝜋3}) ⇒ {𝜋3}

Finally, universal quantification over 𝑃  is modeled via the right adjoint ∀𝜋3
: 𝖲𝗎𝖻(Ω3) →

𝖲𝗎𝖻(Ω2) associated to the map 𝜋3 that projects out 𝑃 . This produces an element of 𝖲𝗎𝖻(Ω2) 

for the whole formula:

∀𝜋3
(({𝜋1} ⇒ {𝜋3}) ⇒ ({𝜋2} ⇒ {𝜋3}) ⇒ {𝜋3})

The above example may appear to enjoy a syntax-semantics correspondence as direct as that 

in the first-order case (Section  5.0.6). Quantification ∀(𝑃 : Ω) becomes pushforward ∀𝜋3
, 

implication → becomes Heyting implication ⇒, and so on, making the semantic result once 

again “look” like the object-level formula (with De Bruijn indices instead of named variables).

But we will soon see that this correspondence is illusory. Pushforward, for instance, is now 

an arbitrary operation that does not need to mean “for all” externally. Consequently, the 
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apparent directness does not extend to the truth conditions. Instead, interesting things begin 

to happen when we unfold object-level, synthetic constructions in terms of the particular 

objects comprising a specific elementary topos of interest (as opposed to a generic topos about 

which we know nothing except that it’s a topos). This can be observed in elementary toposes 

of sheaves, also known as Grothendieck toposes.

5.1.2. Grothendieck toposes, confusingly, are defined in a completely different way to 

elementary ones: by axiomatizing sheaves over a topological space. This discrepancy can be 

traced back to their historical development. Grothendieck toposes were built around mid-20th-

century in order to advance algebraic geometry. Mathematicians studying geometric objects 

at the time certainly didn’t intend them to become models of any formal logic. It was only 

realized later that they can play this role, forming examples of elementary toposes (the name 

“elementary topos” came afterwards as well). McLarty [207] tells the story.

Grothendieck came to see that in many ways you could work with a [sheaf] topos as if 

it was the category of sets. I must say the similarities he had in mind were so arcane that 

few people found them compelling even after he pointed them out. Mike Barr recalls the 

Uldum conference in 1971 where Grothendieck tried unsuccessfully to persuade logicians 

that toposes were usefully similar to the category of sets. Barr was already convinced 

of the point because he knew Lawvere and Tierney’s work,57 as Grothendieck did not 

at that time, but even he found Grothendieck’s arguments unpersuasive. The point is 

that the similarities were not obvious and were not simply designed in to the definition. 

Grothendieck discovered them by his experience with toposes. (Here he was helped 

by earlier experience with the way properties of the category of abelian groups lift to 

categories of sheaves of groups.)

The relevant constructions of elementary toposes, then, have been surprising discoveries. A 

manifestation of the nontrival content of these discoveries is that internal statements may 

come to look quite different when unfolded to what they signify externally in a Grothendieck 

topos.

Consider the following example. In higher-order logic, we may form conjunctions 𝜑 ∧ 𝜓 and 

disjunctions 𝜑 ∨ 𝜓 as usual. The laws for reasoning (internally) about these are standard:

• to prove 𝜑 ∧ 𝜓, we have to prove 𝜑 and also 𝜓;

• from 𝜑 ∧ 𝜓, we may conclude 𝜑 and 𝜓;

• to prove 𝜑 ∨ 𝜓, it suffices to prove either 𝜑 or 𝜓;

• to prove (𝜑 ∨ 𝜓) → 𝜙, we have to prove 𝜑 → 𝜙 as well as 𝜓 → 𝜙.

External truth conditions for higher-order propositions in the internal logic of a topos are 

specified via Kripke-Joyal forcing [190]. When evaluated in a sheaf topos over a topological 

space 𝑋, the truth of an internal statement is relative to a chosen open set 𝑈 ⊆ 𝑋: given an 

object-logic proposition 𝜑, we write 𝑈 ⊨ 𝜑 for “𝜑 is true over 𝑈” (or “𝑈  forces 𝜑”). Now it is 

the case that

• 𝑈 ⊨ 𝜑 ∧ 𝜓 iff 𝑈 ⊨ 𝜑 and 𝑈 ⊨ 𝜓; but

57Perhaps [193, 270].
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• 𝑈 ⊨ 𝜑 ∨ 𝜓 iff there exists an open cover 𝑉1 ∪ 𝑉2 = 𝑈  such that 𝑉1 ⊨ 𝜑 and 𝑉2 ⊨ 𝜓.

The condition for conjunction is the usual, whereas disjunctions behave in a local manner: 

they can be true for different reasons in different parts of the space.58 There are furthermore 

principles of restriction and gluing (or amalgamation):

• Restriction says that for any open 𝑉 ⊆ 𝑈 , if 𝑈 ⊨ 𝜑 then 𝑉 ⊨ 𝜑.

• Amalgamation allows assembling local data into global conclusions: for any open cover 𝑈 =
⋃𝑖 𝑉𝑖, if 𝑉𝑖 ⊨ 𝜑 for each 𝑖, then 𝑈 ⊨ 𝜑.

Internal implication is also interpreted locally: we have 𝑈 ⊨ 𝜑 → 𝜓 iff for every open 𝑉 ⊆ 𝑈 , 

if 𝑉 ⊨ 𝜑 then 𝑉 ⊨ 𝜓. Even in the presence of restriction and gluing, this is in general stronger 

than a global implication from 𝑈 ⊨ 𝜑 to 𝑈 ⊨ 𝜓.

Altogether, familiar constructions and laws of reasoning take on new meanings when exter­

nalized: geometric in sheaf toposes, computational in realizability toposes, and so on. Interest 

in these phenomena has led practitioners to propose many domain-specific theories, forming 

the field of (categorically minded) synthetic mathematics.

5.1.3. Linking internal and external notions

One perspective on logical soundness theorems for toposes is as asserting that various kinds 

of objects with (much) more structure than just that of a single set can be reasoned about 

internally as if they were mere sets (or in type theory, mere types), as long as these objects 

can be assembled into a topos.59 This is summarized by the family of slogans “sheaves/spaces/

domains/etc. as types”.

This framing, however, obscures an important and subtle aspect of the enterprise: taking a 

proposition in the internal logic of a topos and then mechanically unfolding its interpretation 

(as we have done in Section 5.1.1, or using the truth conditions of Kripke-Joyal forcing; these 

are almost the same thing) does not necessarily yield a useful external statement. We saw in the 

previous section that the interpretation of disjunctions and implications involves an additional 

quantification over open covers. Similar phenomena occur for other logical connectives; the 

quantifiers stack up, and the result becomes a tangled mess. For this reason, additional link 

theorems60 that connect the interpretation 𝑈 ⊨ 𝑃  of an internal statement 𝑃  with a more 

workable external statement may be needed.

The need for link theorems can be illustrated using two results in synthetic algebraic geometry 

due to Blechschmidt [46]: one where interpretation is straightforward and given by simple 

link lemmas, and one with nontrivial linkage.

5.1.3.1. Finite generation

The first result concerns finiteness for sheaves of modules. Let (𝑋, 𝒪𝑋) be a ringed space, 

namely a topological space 𝑋 with a structure sheaf 𝒪𝑋 of rings on 𝑋. We write 𝖲𝗁(𝑋) for the 

little Zariski topos of sheaves on 𝑋. We say that a sheaf ℳ of modules over 𝒪𝑋 is of finite type 

58In general, colimits behave less straightforwardly than limits in toposes.
59Or one of a number of related structures, e.g. a category with families/a natural model.
60There is no standard name for these. I chose “link” in the sense of “a uniting or binding force or 

influence” [210].
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if there exists a covering of 𝑋 by open subsets (𝑈𝑖) such that for every 𝑈𝑖, there is a surjective 

morphism of sheaves (𝒪𝑋|𝑈𝑖
)

𝑛
↠ ℳ|𝑈𝑖

 for some 𝑛 dependent on 𝑈𝑖. We now wish to give 

a synthetic proof of the following result.

Lemma 5.1.3.1.1 ([46:Lemma 4.15]) :  Let

0 → ℳ1 ↣ ℳ2 ↠ ℳ3 → 0

be a short exact sequence of sheaves of modules over 𝒪𝑋 . If ℳ1 and ℳ3 are of finite type, 

then so is ℳ2.

This will be achieved by applying soundness to a derivation in the internal logic of 𝖲𝗁(𝑋). 
In order to do so, we first need to come up with an internal proposition 𝜑3 such that 𝑋 ⊨ 𝜑3 

if and only if the desired statement is true; a deinterpretation of the statement, as it were. We 

hinted above that this is the easier of our two examples. Indeed, in alignment with the “sheaves 

as types” motto, we obtain a correct formulation of 𝜑3 by simply forgetting any dependence 

of the involved objects on open sets. We do so by dropping phrases such as “sheaf of” and 

“exists a covering”.

The resulting 𝜑3 says that for any short exact sequence of modules, if the outer modules are 

finitely generated then so is the middle one. The connection between 𝑋 ⊨ 𝜑3 and the original 

statement—the fact that we can legitimately forget about open sets—is made precise by the 

following link lemmas:

• A ring object in 𝖲𝗁(𝑋) is a sheaf of rings [46:Prop. 3.1].

• An internal module over an internal ring 𝑅 is externally a sheaf of modules over ⟦𝑅⟧.

• A module 𝑀  is (internally) finitely generated iff ⟦𝑀⟧ is of finite type in 𝖲𝗁(𝑋) [46:Prop. 4.3].

Proving these is straightforward: in all three cases, one can get from one side of the 

equivalence to the other by mechanically unfolding interpretations and Kripke-Joyal forcing 

statements. We can now produce a proof of Lemma 5.1.3.1.1.

Proof :  Recall that 𝜑3 is a constructive result of commutative algebra, so is derivable in the 

internal logic of 𝖲𝗁(𝑋). By soundness of this logic for sheaf toposes, we know 𝑋 ⊨ 𝜑3. But 

by the link lemmas, this is equivalent to the original goal. □

The structure of this proof can be visualized as a diagram of implications

constructive
comm. alg.

link

Lemma 5.1.3.1.1

link

soundness

𝑃 𝑋 ⊨ 𝑃 𝒫

𝑄 𝑋 ⊨ 𝑄 𝒬

Figure 5.1.3.1.1: Proof strategy for Lemma 5.1.3.1.1.

involving the following statements, where 𝜑3 ≜ (𝑃 → 𝑄)
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Statement Kind Meaning

𝑃 internal 𝑀1, 𝑀3 are finitely generated modules, and 0 → 𝑀1 ↣ 𝑀2 ↠
𝑀3 → 0 is exact.

𝒫 external ⟦𝑀1⟧, ⟦𝑀3⟧ are sheaves of modules over 𝒪𝑋 of finite type, and 

0 → ⟦𝑀1⟧ ↣ ⟦𝑀2⟧ ↠ ⟦𝑀3⟧ → 0 is exact.

𝑄 internal 𝑀2 is finitely generated.

𝒬 external ⟦𝑀2⟧ is of finite type.

The goal of Chapter  6 can now be highlighted. Both vertical arrows have seen plenty of 

computer formalization (but only purely analytic proofs of the right arrow), and soundness 

has seen some, while link arrows have seen—as far as I know—none. Our task will be to build 

machinery that enables formalizing these.

5.1.3.2. Synthetic quasicoherence

A sheaf ℳ of modules over 𝒪𝑋 is called quasicoherent if there exists a covering of 𝑋 by open 

subsets (𝑈𝑖) such that for every 𝑈𝑖, there is an exact sequence (𝒪𝑋|𝑈𝑖
)

𝐽
→ (𝒪𝑋|𝑈𝑖

)
𝐼

↠
ℳ|𝑈𝑖

→ 0 of sheaves of modules over 𝒪𝑋|𝑈𝑖
 for some sets 𝐽, 𝐼  dependent on 𝑈𝑖.

The second of Blechschmidt’s results that I wish to highlight is a synthetic characterization 

of quasicoherence for sheaves on a scheme, given in the following link theorem.

Theorem 5.1.3.2.1 ([46:Thm. 8.3]) :  Let (𝑋, 𝒪𝑋) be a scheme. Then a sheaf ℳ of modules 

over 𝒪𝑋 is quasicoherent iff the following statement holds in the internal logic of 𝖲𝗁(𝑋): for 

every 𝑓 ∈ 𝒪𝑋 ,61

• for each 𝑠 ∈ ℳ[𝑓−1], the condition (𝑓 invertible ⇒ 𝑠 = 0) implies that 𝑠 = 0; and

• for each subsingleton 𝒮 ⊆ ℳ[𝑓−1], if (𝑓 invertible ⇒ 𝒮 inhabited) then there exists some 

𝑠 ∈ ℳ[𝑓−1] such that (𝑓 invertible ⇒ 𝑠 ∈ 𝒮).

where ℳ[𝑓−1] is the localized module.

In contrast to the link lemmas we saw above, Theorem 5.1.3.2.1 needs an argument that is not 

merely unfolding internal language constructions. The present work is not about algebraic 

geometry, so we will omit the proof. Its relevance is just this: link theorems can also have 

nontrivial content, and formalizing them is worthwhile.

Blechschmidt highlights two interesting aspects of this characterization: its inherently con­

structive nature and its novelty.

Unlike with the internalizations of finite type, finite presentation and coherence, this 

condition is not a standard condition of commutative algebra. In fact, in classical logic, 

this condition is always satisfied — for trivial logical reasons if 𝑓  is invertible, and because 

ℳ[𝑓−1] is the zero module if 𝑓  is not invertible (since 𝑓  is nilpotent then […]).

61We are abusing notation by referring to both the internal ring and the external sheaf of rings as 𝒪𝑋 
(similarly for ℳ). This makes sense because a formal theory can include names for semantic objects as base 
types and constants.
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That this condition in not known in commutative algebra is to be expected: Quasicoher­

ence is a condition on sheaves of modules […]. But in commutative algebra, one only 

studies plain modules (and not sheaves of modules). The quasicoherence condition is 

imported into the realm of commutative algebra only by the internal language.

Recent work on synthetic algebraic geometry takes synthetic quasicoherence, a generalization 

of Theorem 5.1.3.2.1 to the big Zariski topos, as one of its core axioms [79].

One may wonder at this point whether synthetic characterizations are worth it. Nontrivial 

internal-external correspondences generate additional work in the form of link theorems, 

while the more popular, analytic approach to geometry does not. Internal logics are further­

more almost always constructive, so mathematicians used to classical reasoning have to make 

do without some of their favorite tools (more on this in Section 5.1.4). Ultimately, this question 

can only be answered through experience, but some potential advantages are worth pointing 

out.

• Internal language descriptions can be simpler, codifying certain intuitions. Synthetic proofs 

of Lemma  5.1.3.1.1 and related results, for example, demonstrate rigorously that these 

results have, in some sense, nothing to do with sheaves: it suffices to reason about ordinary 

modules.

• Synthetic approaches can remove tedious and technical side conditions because all inter­

nally definable objects satisfy them.

‣ The synthetic quasicoherence axiom mentioned above implies that all functions between 

affine schemes are given by polynomials [79].

‣ In Hyland’s effective topos, all functions ℕ → ℕ are recursive [168:Prop. 10.2].

‣ In the topos of sheaves on a certain subcategory of 𝐓𝐨𝐩 with the open cover topology, 

all functions ℝDed → ℝDed on Dedekind reals62 are continuous [190:Thm. VI.9.3].

Synthetic methods have found use in geometry [46, 79, 184, 218], topology [80, 89], homotopy 

theory [36, 178, 281], and computer science [33, 167, 255].

5.1.4. Constructivism as generalization

Defined loosely and in a subtractive manner, constructive mathematics is mathematics carried 

out without the axiom of choice or the law of excluded middle (which states that every 

proposition is either true or false).

While some pioneers such as Brouwer have advocated for constructive mathematics on 

philosophical grounds, and others on computational grounds (“proofs are programs”), it has 

to be stressed that in the present context, the use of constructive reasoning is simply a matter 

of generalization, exactly analogous to the move from commutative rings to general rings, or 

from manifolds to topological spaces. This is because theories with fewer axioms have more 

models, so constructive proofs apply in more situations. For instance, Boolean elementary 

toposes—those that validate the law of excluded middle—are qualitatively speaking rare 

among all toposes. Examples arising naturally in geometry or computability theory are gener­

ally not Boolean. The same is true of Boolean hyperdoctrines and Boolean algebras which have 

62In constructive foundations, Dedekind and Cauchy reals are not in general the same.
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been mentioned previously: they are special cases of hyperdoctrines and Heyting algebras, 

respectively. Since its purpose is simply to study more mathematical objects, constructivism-

as-generalization makes no foundational claims regarding what the “correct” axioms for 

mathematics should be.

Of course, the higher generality of constructive mathematics has a price: many results are 

easier to establish by assuming their negation and deriving a contradiction, or by choosing a 

sequence of elements. Nevertheless, large parts of the modern mathematical edifice turn out 

to go through constructively, sometimes without changes (because they didn’t use excluded 

middle or choice in the first place) and sometimes via mildly but not wildly more complex 

proofs: see Bishop/Bridges [45], Mines/Richman/Ruitenburg [212], or Lombardi/Quitté [201].

Proof assistants can also help those more familiar with classical mathematics build an intuition 

for constructive reasoning.
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6. A certifying proof assistant for synthetic mathematics

This chapter is based on joint work with Hua, Carneiro, Xu, Woolfson, Rong, Hazratpour, and 

Awodey [221]. I focused on syntactic metatheory, the interpretation of theories in models, and 

the SynthLean proof assistant.

6.1. Introduction

Our goal is to enable end-to-end verification of proofs relying on synthetic methods, including 

the link theorems described in Section 5.1.3. As another example, consider the following proof 

of a classical result from homotopy theory.

Theorem 6.1.1 :  The fundamental group 𝜋1(𝑆1) of the topological circle is ℤ.

Proof :  (1) In homotopy type theory (HoTT), the synthetic theory of homotopy types, we define 

𝑆1 as the higher inductive type

inductive S¹ where

  | base : S¹

  | loop : base = base

with the loop space Ω(𝑆1, 𝖻𝖺𝗌𝖾) at the basepoint as the identity type 𝖻𝖺𝗌𝖾 = 𝖻𝖺𝗌𝖾, and define 

the integers ℤ as an inductive type. A type-theoretic construction using the univalence axiom 

[197] proves (𝖻𝖺𝗌𝖾 = 𝖻𝖺𝗌𝖾) = ℤ.

(2) Now note that in the groupoid model [157] of HoTT (restricted to 1-truncated types), the 

type 𝖻𝖺𝗌𝖾 = 𝖻𝖺𝗌𝖾 is interpreted as the group(oid) of automorphisms on the object ⟦𝖻𝖺𝗌𝖾⟧ in 

the groupoid ⟦𝑆1⟧, and ℤ is interpreted as the ordinary integers viewed as a discrete groupoid. 

By soundness of interpretation we have Aut⟦𝑆1⟧⟦𝖻𝖺𝗌𝖾⟧ ≅𝐆𝐫𝐩𝐝 ℤ.

(3) The groupoid ⟦𝑆1⟧ can be realized topologically as a CW complex which is homeomorphic 

to the topological circle {(𝑥, 𝑦) ∈ ℝ2 ∣ 𝑥2 + 𝑦2 = 1}. Thus we obtain the result. □

This proof consists of three parts. Part (1), corresponding to the left arrow in Figure 5.1.3.1.1, is 

an internal construction in HoTT. Many libraries such as UniMath [137], Agda-UniMath [237], 

Cubical Agda [12], and the Rocq HoTT library [31], contain formalizations of this construction.

Part (3) is a classical, external argument about topological realizations that could be stated 

using the Mathlib library in Lean (see Section 1.4.4).

Our work focuses on mechanizing part (2), corresponding to horizontal arrows in 

Figure  5.1.3.1.1, a problem that has received little attention so far. In this part, the HoTT 

construction from (1) is interpreted as an element of a model that is later related to classical 

objects in (3). The difficulty is that proof assistants catered towards expressing (1) and (3) are 

disconnected from each other: we are not aware of any tools that allow users to interpret 

synthetic results in classical settings.
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In this chapter, we present SynthLean, a proof assistant combining support for Martin-Löf type 

theories such as HoTT with support for their models in presheaf categories. SynthLean is a 

component of HoTTLean [164], a formalization project aiming to develop models of homotopy 

type theory jointly with synthetic arguments internal to these models. The HoTTLean repository, 

which contains the SynthLean library, can be found at

github.com/sinhp/HoTTLean/tree/cpp2026

6.1.1. Contributions

We formalize a concrete syntax for type theories with Π, Σ, 𝖨𝖽 types and base constants 

(Section 6.2), as well as their natural model semantics in presheaf categories (Section 6.3 and 

Section  6.4). We show soundness of the syntax for this semantics in Theorem  6.3.3.1. We 

then use these components to implement a frontend for SynthLean (Section 6.5), including a 

certifying typechecker based on normalization-by-evaluation. We evaluate performance on 

simple expressions in Section 6.5.4.

We keep pen-and-paper definitions close to their formalizations, introducing both in parallel 

with discussions of design choices and encountered challenges. Some identifiers and all  

marks are hyperlinks to the associated code, also archived on Zenodo [220]. Section 6.3 and 

Section 6.4 assume familiarity with category theory. Section 6.5 can be read immediately after 

Section 6.2.

6.2. Martin-Löf type theories

SynthLean supports axiomatizations that can be phrased as Martin-Löf type theories (henceforth 

just “theories”) with base constants, type universes, and Π, Σ, 𝖨𝖽 type formers. A thorough 

exposition is given by Angiuli and Gratzer [19]. In this section, we outline our definition of 

theories.

6.2.1. Syntax and typing rules

Reasoning about the syntax of type theories in foundations that, like Lean, do not support 

induction-recursion [114] or quotient-inductive-inductive types (QIITs) [17], is known to 

require low-level encodings. We choose a fairly standard presentation in terms of proof-

irrelevant relations on top of a grammar of raw expressions. We begin by fixing a set 𝜒 of base 

constant names; these will allow the syntax to refer to elements of the model (see Section 6.3.3). 

We then define raw expressions over 𝜒 (SynthLean.Expr χ  in the formalization)

𝑡, 𝑢, 𝑣, 𝑤, 𝐴, 𝐵 ∈ 𝖤𝗑𝗉𝗋 ⩴
𝑐𝐴 ∣ 𝑥 ∣
Πℓ,ℓ′𝐴. 𝐵 ∣ 𝜆ℓ,ℓ′,𝐴. 𝑡 ∣ 𝖺𝗉𝗉ℓ,ℓ′,𝐵(𝑡, 𝑢) ∣

Σℓ,ℓ′𝐴. 𝐵 ∣ 𝗉𝖺𝗂𝗋ℓ,ℓ′,𝐵(𝑡, 𝑢) ∣ 𝖿𝗌𝗍ℓ,ℓ′,𝐴,𝐵 𝑡 ∣ 𝗌𝗇𝖽ℓ,ℓ′,𝐴,𝐵 𝑡 ∣

𝖨𝖽ℓ,𝐴(𝑡, 𝑢) ∣ 𝗋𝖾𝖿𝗅ℓ 𝑡 ∣ 𝗂𝖽𝖱𝖾𝖼ℓ,ℓ′(𝑡, 𝐴, 𝑢, 𝑣, 𝑤) ∣

𝑈ℓ ∣ 𝖤𝗅 𝑡 ∣ 𝖼𝗈𝖽𝖾 𝐴
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where 𝑐 ∈ 𝜒 are constant names, 𝑥 ∈ ℕ are variables represented as De Bruijn indices, and 

ℓ, ℓ′ ∈ ℕ are universe levels. We consistently use uppercase 𝐴, 𝐵, 𝐶 for types and lowercase 

𝑡, 𝑢, 𝑣, 𝑤 for terms, though the grammar does not formally differentiate between them.

Readers familiar with type theory may notice that our expressions are heavily annotated with 

types and universe levels. There are two reasons for this: firstly, this makes type synthesis 

trivial, which we exploit in our proof of uniqueness of typing (Theorem 6.2.2.4); secondly, it 

permits defining the interpretation function (in Section 6.3.3) by structural recursion on raw 

expressions.

The next step is to formalize simultaneous substitution, the operation that replaces all variables 

in an expression by other expressions. We follow the battle-tested approach of Autosubst 

[246]. Here, one defines raw substitutions as maps 𝜎 : ℕ → 𝖤𝗑𝗉𝗋, and their action as a total 

function given by recursion on expressions. This action computes through all expression 

formers, e.g. (𝖼𝗈𝖽𝖾 𝐴)[𝜎] = 𝖼𝗈𝖽𝖾 (𝐴[𝜎]). One then proves a number of equations which, when 

viewed as rewrite rules, form a normalizing system that decides the equational theory of 

substitutions. We register this system with the auto-rewriting tactic simp, producing a macro 

autosubst  standing for simp only [autosubst].

Besides expressions, we have raw contexts and raw theories. Raw contexts (SynthLean.Ctx χ ) are 

lists (𝖤𝗑𝗉𝗋 × ℕ)∗ of binder types along with their universe levels. We use capital Greek letters 

Γ, Δ for contexts. A raw theory (SynthLean.Axioms χ ) is a partial map 𝕋 : 𝜒 ⇀ 𝖤𝗑𝗉𝗋 × ℕ from 

base constant names to their types and universe levels. It is intended to be defined at exactly 

those names that correspond to axioms of the theory. This is sometimes called a signature, 

with the word “theory” reserved for a signature together with a set of equations over terms 

in the signature. However, we do not support such equations; they can make typechecking in 

the theory undecidable [75], prohibiting us from reusing Lean’s elaborator. Thus, we identify 

signatures with theories. We write · for the empty context or theory, Γ.𝐴ℓ for a context Γ 

extended by a type 𝐴 at level ℓ, and 𝕋, 𝑐 :ℓ 𝐴 for a theory 𝕋 extended by a mapping from 𝑐 ∈
𝜒 to a type 𝐴 at level ℓ.

With these ingredients, we may now specify the five judgments of a theory: relations that 

determine which raw expressions are well-formed, and which are judgmentally equal. Judg­

ments are all of the form 𝕋 ∣ 𝒥, read as “theory 𝕋 proves that 𝒥”. Where the theory can be 

inferred from context, we drop the prefix 𝕋 ∣ and just write 𝒥. We have

• 𝕋 ∣ Γ 𝖼𝗑 meaning “(theory 𝕋 proves that) Γ is a well-formed context” (WfCtx  in Lean)

• 𝕋 ∣ Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾 meaning “𝐴 is a well-formed type at level ℓ in context Γ” (WfTp )

• 𝕋 ∣ Γ ⊢ℓ 𝑡 : 𝐴 meaning “𝑡 is a well-formed term of type 𝐴 at ℓ in Γ” (WfTm )

• 𝕋 ∣ Γ ⊢ℓ 𝐴 ≡ 𝐵 𝗍𝗒𝗉𝖾 meaning “𝐴 and 𝐵 are judgmentally equal types at ℓ in Γ” (EqTp )

• 𝕋 ∣ Γ ⊢ℓ 𝑡 ≡ 𝑢 : 𝐴 meaning “𝑡 and 𝑢 are judgmentally equal terms of type 𝐴 at ℓ in Γ” (EqTm )

We say that a raw theory 𝕋 is well-formed, written 𝕋 𝗍𝗁𝗒 (Axioms.Wf ), when for every 𝑐 ∈ 𝜒, 

𝐴 ∈ 𝖤𝗑𝗉𝗋, ℓ ∈ ℕ such that 𝕋(𝑐) = (𝐴, ℓ), one has 𝕋 ∣ · ⊢ℓ 𝐴. In words, the type of every base 

constant must be well-formed in the empty context with respect to the theory. Restricting to 
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only closed constants is an important simplification: it makes the action of substitutions on 

constants trivial as there is only one substitution for the empty context.

The typing judgments are defined by mutual induction as the least relations closed under rules 

of inference. Most rules are standard; below, we illustrate our design choices and departures 

from common presentations.

6.2.1.1. Universe hierarchy

We intend to build models in which object-level universes correspond to meta-level (Lean) 

universes, i.e., data used to model the object-level universe 𝑈ℓ lives in the Lean universe Type ℓ. 

Since Lean does not support internal quantification over universe levels, we can only support a 

finite hierarchy of universes 𝑈ℓ with ℓ < ℓmax.63 Model constructions will typically define data 

in Type u polymorphically over u, and then assemble a model by instantiating this polymorphic 

data at a finite sequence u = 0, u = 1, …, u = ℓ_max.

As a technical device that simplifies the formalization, we also annotate typing judgments, 

binder types in a context, and base constants in a theory by their universe levels. Universe-

related rules are shown below.

· 𝖼𝗑
Γ 𝖼𝗑 Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾

Γ.𝐴ℓ cx
Γ 𝖼𝗑 ℓ < ℓmax

Γ ⊢ℓ+1 𝑈ℓ 𝗍𝗒𝗉𝖾

Γ ⊢ℓ+1 𝑡 : 𝑈ℓ

Γ ⊢ℓ 𝖤𝗅 𝑡 𝗍𝗒𝗉𝖾
ℓ < ℓmax Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾

Γ ⊢ℓ+1 𝖼𝗈𝖽𝖾 𝐴 : 𝑈ℓ

6.2.1.2. Similarity to Lean

In Section 6.5.2, we translate expressions in Lean’s type theory [73], into expressions in our 

system. For the translation to be sound, typing derivations of those Lean expressions need to 

have corresponding derivations in SynthLean. To simplify the translation, we choose inference 

rules that closely mimick those of Lean, whenever possible. One such choice is in the formation 

of Π (and Σ) types, shown below. Their formation is universe-polymorphic: the universe level 

of a dependent product (or sum) type is the maximum of the universe levels of 𝐴 and 𝐵. This 

forces a semantic construction described in Section 6.4.3.

Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾 Γ.𝐴ℓ ⊢ℓ′ 𝐵 𝗍𝗒𝗉𝖾
Γ ⊢max(ℓ,ℓ′) Πℓ,ℓ′𝐴. 𝐵 𝗍𝗒𝗉𝖾

One departure from Lean is in our treatment of universes: above, we have presented a 

Coquand-style system [95] with 𝖤𝗅 and 𝖼𝗈𝖽𝖾, whereas Lean implements the Russell style that 

makes no distinction between the syntax of types and of type codes. To ensure soundness of 

translation, we postulate that types and type codes are in bijection.

Γ ⊢ℓ+1 𝑡 : 𝑈ℓ

Γ ⊢ℓ+1 𝖼𝗈𝖽𝖾 (𝖤𝗅 𝑡) ≡ 𝑡 : 𝑈ℓ

ℓ < ℓmax Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾
Γ ⊢ℓ 𝖤𝗅 (𝖼𝗈𝖽𝖾 𝐴) ≡ 𝐴 𝗍𝗒𝗉𝖾

63The publication on which this chapter is based justifies this choice with a remark about proof relevance. 
I have since lost confidence in that remark, so it is omitted here.
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6.2.1.3. Semantic considerations

Besides simplifying the translation, mimicking the typing rules of Lean can also aid model 

constructions (Section  6.3). This is because, in general, it can be easier to build models 

that interpret object-level features as the corresponding meta-level features as long as their 

behaviors are sufficiently similar. For example, to construct a groupoid model of type theory, 

SynthLean Σ-types could be interpreted using Lean’s native Σ-types. This works because of the 

universe-polymorphic rule given above.

In Tarski-style systems, it is common to also include formers for type codes such as 𝜎(𝑡, 𝑢) 
where

Γ ⊢ 𝑡 : 𝑈ℓ Γ.(𝖤𝗅 𝑡) ⊢ 𝑢 : 𝑈ℓ

Γ ⊢ 𝖤𝗅 𝜎(𝑡, 𝑢) ≡ Σ(𝖤𝗅 𝑡). (𝖤𝗅 𝑢) 𝗍𝗒𝗉𝖾

We do not have code formers like 𝜎: the only way to form codes is by using 𝖼𝗈𝖽𝖾 on a type. 

This is because, in models such as the one described above, the above equation amounts to 

saying that Σ (a : ULift A), ULift (B a.down) = ULift (Σ (a : A), B a) holds in Lean, where ULift 

is the universe lifting operation. Unfortunately, this is not provable (though a bijection can be 

constructed).

6.2.1.4. Presuppositions

The question expressed by a judgment is only well-posed if certain presuppositions are met: 

given a raw type 𝐴 and raw context Γ, for instance, it doesn’t make sense to ask whether 

Γ ⊢ 𝐴 𝗍𝗒𝗉𝖾 if Γ is not itself known to be well-formed. Formally, this means the theory should 

enjoy inversion metatheorems (Theorem 6.2.2.2). Inversion is more or less difficult to prove 

depending on choices made in the presentation of syntax. In logrel-mltt [6], for example, it 

follows from a complex logical relations argument. Following ideas of Bauer et al. [32], we 

make inversion provable by a simple induction on typing derivations by building in presup­

positions as additional assumptions in the inference rules. For example, the introduction rule 

for identity types below has an additional grayed out well-typedness assumption. We later 

prove that the same rule without the assumption is admissible.

Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾 Γ ⊢ℓ 𝑡 : 𝐴 Γ ⊢ℓ 𝑢 : 𝐴
Γ ⊢ℓ 𝖨𝖽ℓ,𝐴(𝑡, 𝑢) 𝗍𝗒𝗉𝖾

6.2.1.5. Proof irrelevance

We have formalized typing judgments Γ ⊢ℓ 𝑡 : 𝐴 as proof-irrelevant relations in the Prop 

universe. This simplifies the formalization by quotienting away the details of particular typing 

derivations. However, Lean imposes limitations on how irrelevant proofs can be eliminated: 

it is not possible to construct data (i.e., terms whose types live in Type) by recursion on proofs. 

In particular, we may not define the interpretation function (see Section 6.3.3) by recursion 

on typing derivations; instead, we proceed by recursion on raw expressions. This forces us to 

annotate expressions with additional type information needed by the interpretation function.
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6.2.1.6. Alternative designs

• A common approach in semantics literature is to use explicit substitutions [4], meaning to 

turn the action of substitution from a function defined by recursion on syntax into additional 

type and term formers, quotienting by the equations they should obey. Although we believe 

this construction should be definable using Lean’s quotient types, similar definitions are 

awkward to work with in practice [174].

• A PER-style presentation of typing rules, such as in Lean4Lean [73] presents only judgmental 

equalities. Then an object is well-formed when it is equal to itself as in Γ ⊢ 𝑡 : 𝐴 ≜ Γ ⊢ 𝑡 ≡
𝑡 : 𝐴. This gives an economical definition, but we have found it to complicate inversion.

• Instead of proving admissibility of substitution (Theorem 6.2.2.1), it is possible to postulate 

it as an inference rule. Unfortunately, this also would complicate our proof of inversion.

6.2.2. Syntactic metatheory

We now establish basic facts about the syntactic behavior of theories and discuss their formal­

ization. A raw substitution 𝜎 : ℕ → 𝖤𝗑𝗉𝗋 is said to be well-formed from Δ to Γ, written Δ ⊢
𝜎 : Γ (WfSb.mk ), when Δ 𝖼𝗑, Γ 𝖼𝗑, and for every variable 𝑥 ∈ ℕ such that Γ ⊢ℓ 𝑥 : 𝐴, we have 

Δ ⊢ℓ 𝜎(𝑥) : 𝐴[𝜎]. The action 𝑡[𝜎] of substitutions 𝜎 on expressions 𝑡 extends to an action 𝒥[𝜎] 
on judgments 𝒥 in the obvious way.

Theorem 6.2.2.1 (Admissibility of substitution ) :  If Γ ⊢ℓ 𝒥 and Δ ⊢ 𝜎 : Γ, then Δ ⊢ℓ 𝒥[𝜎].

Proof :  We first prove the analogous fact for well-formed renamings, and then proceed by 

mutual induction on typing derivations. A number of auxiliary definitions building in presup­

positions must be made for the induction to go through. □

Currently, support for mutual induction in Lean is poor: the system generates primitive 

recursors for mutually inductive types, but the induction tactic does not know about these. We 

have written a simple mutual_induction  tactic that can build the necessary low-level scaffolding. 

Many of the inductive cases can be discharged automatically by the built-in grind tactic.

Theorem 6.2.2.2 (Inversion ) :  If Γ ⊢ℓ 𝒥 then Γ 𝖼𝗑, if Γ ⊢ℓ 𝑡 : 𝐴 then Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾, and 

similarly for the other judgments.

Proof :  By mutual induction on typing derivations, using Theorem 6.2.2.1. □

As corollaries of substitution and inversion, we establish inversion lemmas for all term and 

type formers. For example

Corollary 6.2.2.3 (Inversion of 𝗋𝖾𝖿𝗅 ) :  If Γ ⊢ℓ0
𝗋𝖾𝖿𝗅ℓ 𝑡 : 𝐶 , then ℓ0 = ℓ and there exists 𝐴 

such that Γ ⊢ℓ 𝑡 : 𝐴 and Γ ⊢ℓ 𝐶 ≡ 𝖨𝖽ℓ,𝐴(𝑡, 𝑡) 𝗍𝗒𝗉𝖾.

We also show that a number of presupposition-free inference rules are admissible. For 

example, formation of identity types can now drop the extra typing assumption.

Γ ⊢ℓ 𝑡 : 𝐴 Γ ⊢ℓ 𝑢 : 𝐴
Γ ⊢ℓ 𝖨𝖽ℓ,𝐴(𝑡, 𝑢)
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Our presentation does not enjoy inversion for theories, i.e., 𝕋 ∣ Γ ⊢ 𝒥 does not imply 𝕋 𝗍𝗁𝗒. 

Instead, we carry the latter around as an additional assumption in the formalization. This is 

because building the property in using presuppositions forces 𝕋 to be finitely supported, yet 

we wish to support infinite theories.

Theorem 6.2.2.4 (Unique levels and types ) :  If Γ ⊢ℓ 𝑡 : 𝐴 and Γ ⊢ℓ′ 𝑡 : 𝐴′, then ℓ = ℓ′ and 

Γ ⊢ℓ 𝐴 ≡ 𝐴′ 𝘵𝘺𝘱𝘦.

Proof :  Level and type inference procedures (synthLvl , synthTp ) can be defined by structural 

recursion on raw expressions. We show by induction that ℓ = synthLvl Γ t and that Γ ⊢ℓ 𝐴 ≡
synthTp Γ t 𝗍𝗒𝗉𝖾. The same relations hold of ℓ′ and 𝐴′. □

Finally, we conjecture that type formers are injective and add this as a Lean axiom. Proofs of 

this property are known for very similar systems [194]. They are, however, laborious, and 

we consider formalizing one outside the scope of this work. The soundness argument in 

Section 6.3 does not depend on this axiom, but the certifying typechecker uses it to output 

certificates of evaluation and judgmental equality (Section 6.5.3).

Conjecture 6.2.2.5 (Injective type formers ) :  If Γ ⊢ℓ Πℓ′,ℓ″𝐴. 𝐵 ≡ Πℓ′,ℓ″𝐴′. 𝐵′ 𝗍𝗒𝗉𝖾, then 

Γ ⊢ℓ′ 𝐴 ≡ 𝐴′ 𝗍𝗒𝗉𝖾 and Γ.𝐴ℓ′ ⊢ℓ″ 𝐵 ≡ 𝐵′ 𝗍𝗒𝗉𝖾. Analogously for Σ and 𝖨𝖽 types.

6.3. Natural model semantics of ML theories

In this section, we introduce the categorical structures used to model Martin-Löf type theories, 

collectively referred to as natural model semantics [26]. The natural model approach is equiv­

alent to using categories with families (CwFs) [113] while being more concise, and allowing us 

to exploit general category-theoretic results from Mathlib.

We prove that our semantics soundly models the syntax, providing a foundation for the 

model-theoretic mode of SynthLean. This means every well-formed context, term, type, and 

substitution, has a corresponding semantic entity. The semantics is furthermore strict [158], 

meaning that judgmentally equal types and terms correspond to equal (not just isomorphic) 

semantic structures.

All this data is packaged together in interpretation functions ⟦−⟧ for well-formed contexts, 

substitutions, types, and terms. Interpretation is fairly modular: each kind of syntactic entity 

corresponds to a distinct semantic construction. We introduce this in stages: first just enough 

semantics to specify the signatures of interpretation functions and state soundness, then the 

semantics of further syntactic features.

6.3.1. Contexts and universes

Fix a category 𝖢𝗍𝗑 with a terminal object, so named because well-formed contexts Γ are 

interpreted as objects ⟦Γ⟧ ∈ 𝖢𝗍𝗑, and well-formed substitutions Δ ⊢ 𝜎 : Γ as morphisms ⟦𝜎⟧ :
⟦Δ⟧ → ⟦Γ⟧ there. For this reason, we refer to arbitrary objects in 𝖢𝗍𝗑 as semantic contexts, 

and arbitrary maps there as semantic substitutions. We use boldface for semantic contexts, 

substitutions, terms, and types, e.g. bold Greek 𝚫, 𝚪 for semantic contexts, and 𝝈, 𝝉 : 𝚫 →
𝚪 for semantic substitutions. The terminal object 𝟏 models the empty context.
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Write 𝐏𝐬𝐡(𝖢𝗍𝗑) for the category of presheaves on 𝖢𝗍𝗑, and よ : 𝖢𝗍𝗑 → 𝐏𝐬𝐡(𝖢𝗍𝗑) for the 

Yoneda embedding. Care must be taken here with regards to (Lean) universe levels: we set Psh 

Ctx := Ctxᵒᵖ ⥤ Type v where v is the level of the type of morphisms in 𝖢𝗍𝗑. We will later need 

the fact that 𝐏𝐬𝐡(𝖢𝗍𝗑) is locally cartesian closed; since Mathlib can only prove this under the 

constraint that 𝖢𝗍𝗑 is a SmallCategory (namely one whose objects and morphisms live in the 

same universe), we impose this constraint.

Types and terms are interpreted as structures in 𝐏𝐬𝐡(𝖢𝗍𝗑). A natural model universe 𝑀  

(henceforth just “universe”) consists of two presheaves 𝖳𝗆 and 𝖳𝗒 in 𝐏𝐬𝐡(𝖢𝗍𝗑) together 

with a natural transformation 𝗍𝗉 : 𝖳𝗆 → 𝖳𝗒 which must be representable (defined below). To 

support a finite hierarchy of universes in the syntax, we have a semantic universe 𝑀ℓ at each 

level ℓ ≤ ℓmax. We write 𝑀ℓ.𝖳𝗆, 𝑀ℓ.𝖳𝗒, and 𝑀ℓ.𝗍𝗉 for the three components, omitting 𝑀  

when it can be inferred from context.

The components of a universe provide a model for types and terms, with 𝗍𝗉 understood to 

project out the type of a term. For any level ℓ and semantic context 𝚪, we define a semantic type 

𝑨 to be a map 𝑨 :よ 𝚪 → 𝑀ℓ.𝖳𝗒, and a semantic term 𝒕 of type 𝑨 to be a map 𝒕 :よ 𝚪 →
𝑀ℓ.𝖳𝗆 satisfying 𝑀ℓ.𝗍𝗉 ∘ 𝒕 = 𝑨. We will define interpretation functions such that if Γ ⊢ℓ 𝐴 

then ⟦𝐴⟧ is a semantic type in context ⟦Γ⟧, and if Γ ⊢ℓ 𝑡 : 𝐴 then ⟦𝑡⟧ is a semantic term of 

type ⟦𝐴⟧.

𝑀ℓ.𝗍𝗉
⟦𝑡⟧

⟦𝐴⟧

𝑀ℓ.𝖳𝗆

よ⟦Γ⟧ 𝑀ℓ.𝖳𝗒

The representability condition on 𝗍𝗉 is used to interpret context extension. It requires that for 

any object 𝚪 ∈ 𝖢𝗍𝗑 and map 𝑨 :よ 𝚪 → 𝖳𝗒, there is an object 𝚪.𝑨 ∈ 𝖢𝗍𝗑 such that よ(𝚪.𝑨) 
is the apex of a pullback cone on 𝑨 and 𝗍𝗉. In particular, for 𝚪 = ⟦Γ⟧ and 𝑨 = ⟦𝐴⟧, 𝚪.𝑨 =
⟦Γ.𝐴ℓ⟧ models the extended context:

𝑀ℓ.𝗍𝗉よ(𝖽𝗂𝗌𝗉⟦𝐴⟧)

𝗏𝖺𝗋⟦𝐴⟧
𝑀ℓ.𝖳𝗆

𝑀ℓ.𝖳𝗒よ⟦Γ⟧

よ⟦Γ.𝐴ℓ⟧⌟

In Lean, these conditions are packed into a Universe  structure:

structure Universe where

  Tm : Psh Ctx

  Ty : Psh Ctx

  tp : Tm ⟶ Ty

  ext {Γ : Ctx} (A : y(Γ) ⟶ Ty) : Ctx

  disp {Γ} (A : y(Γ) ⟶ Ty) : ext A ⟶ Γ

  var {Γ} (A : y(Γ) ⟶ Ty) : y(ext A) ⟶ Tm

  disp_pullback {Γ : Ctx} (A : y(Γ) ⟶ Ty) :

    IsPullback (var A) ym(disp A) tp A
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Note that we do not merely state that a pullback exists and pick one with Mathlib’s pullback 

(using the axiom of choice), but provide an explicit choice ext. Besides being necessary to 

express that the pullback is representable (i.e., in the image of よ), this is also more convenient 

for the user when instantiating a particular model such as the groupoid model of HoTT0: the 

user may have access to a particular construction of the pullback associated with that model. 

Limiting distinct choices of the pullback allows users to convert between the abstract universe 

API and their particular instantiation of a universe.

6.3.2. Universe lifts

A single universe 𝑀ℓ can model judgments such as Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾, but does not necessarily 

contain a syntactic universe: a type of small types. We use universe lifts to model these. A 

universe lift from universe 𝑀  to universe 𝑁  consists of a pair of pullback squares of the 

following form

𝑀.𝗍𝗉 𝑁.𝗍𝗉

𝗆𝖺𝗉𝖳𝗒

𝗆𝖺𝗉𝖳𝗆

𝑈

𝑁.𝗍𝗉

𝖺𝗌𝖳𝗆
𝑀.𝖳𝗆

𝑀.𝖳𝗒

𝑁.𝖳𝗆

𝑁.𝖳𝗒

𝑀.𝖳𝗒

よ 𝟏 𝑁.𝖳𝗒

𝑁.𝖳𝗆⌟ ⌟

The first square says that terms and types in 𝑀  can be lifted to terms and types in 𝑁 . The 

second says that 𝑀.𝖳𝗒 can be viewed as a closed type 𝑈  in 𝑁 . This is called UHom M N  in the 

formalization.

structure UHom (M N : Universe Ctx) where

  mapTm : M.Tm ⟶ N.Tm

  mapTy : M.Ty ⟶ N.Ty

  pb : IsPullback mapTm M.tp N.tp mapTy

  U : y(𝟭_ Ctx) ⟶ N.Ty

  asTm : M.Ty ⟶ N.Tm

  U_pb : IsPullback asTm toTerminal N.tp U

A universe sequence containing 𝑛 + 1 universes and 𝑛 lifts between them is the following 

UHomSeq  structure

structure UHomSeq where

  len : Nat

  objs (i : Nat) {h : i < len + 1} : Universe Ctx

  homSucc' (i : Nat) (h : i < len) : UHom (objs i) (objs (i + 1))

A model of any SynthLean theory must provide such a sequence of length at least ℓmax. The 

field homSucc' stores lifts 𝐿ℓ from 𝑀ℓ to 𝑀ℓ+1. We set ⟦𝑈ℓ⟧ = 𝐿ℓ.𝑈 , ⟦𝖼𝗈𝖽𝖾 𝐴⟧ = 𝐿ℓ.𝖺𝗌𝖳𝗆 ∘
⟦𝐴⟧, and define ⟦𝖤𝗅 𝑡⟧ via the universal property of the second pullback. The same property 

guarantees that 𝖤𝗅 and 𝖼𝗈𝖽𝖾 are mutually inverse.

Note also that universe lifts are not required to preserve any type or term formers. In the 

terminology of Kovács [186], this makes them family morphisms but not family inclusions. Our 

universe sequences are therefore not family diagrams.
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6.3.3. Theories and soundness

We omitted a number of details in the above exposition. Firstly, defining interpretation func­

tions in Lean is tricky due to their dependently-typed and recursive nature. Mathematically, 

the type of ⟦𝐴⟧ as used above is hom(よ⟦Γ⟧, 𝑀ℓ.𝖳𝗒). However, this would be inductive-

recursive: the interpretation of contexts relies on context extension, which in turn relies on 

the interpretation of types. Following Streicher [256:Ch. III], we untie the knot by turning the 

semantic context intending to model Γ into an input for two partial maps defined for 𝚪 ∈ 𝖢𝗍𝗑 

and ℓ ∈ ℕ<ℓmax
 by structural recursion on raw expressions

• (ofType ) ⟦−⟧𝚪,ℓ : 𝖤𝗑𝗉𝗋 ⇀ hom(よ 𝚪, 𝑀ℓ.𝖳𝗒); and

• (ofTerm ) ⟦−⟧𝚪,ℓ : 𝖤𝗑𝗉𝗋 ⇀ hom(よ 𝚪, 𝑀ℓ.𝖳𝗆).

We then define a partial interpretation

⟦−⟧ : (𝖤𝗑𝗉𝗋 × ℕ)∗ ⇀ 𝖢𝗍𝗑

of contexts (ofCtx ) in terms of the above two. There are two sources of partiality: firstly, the 

given syntax of a type, term, or context need not be well-formed; secondly, the arbitrary 

semantic context 𝚪 need not correspond to the correct syntactic one. We write ⟦𝑥⟧↓ to indicate 

that ⟦−⟧ is defined at 𝑥.

The second missing detail is the base case: a semantics for the base constants of a theory. A 

raw base interpretation (Interpretation ) is a partial map

𝐼 : 𝜒 → (ℓ : ℕ<ℓmax
) ⇀ hom(よ 𝟏, 𝑀ℓ.𝖳𝗆)

We write ⟦−⟧𝐼  for interpretation functions that use 𝐼  on the base constants (i.e., ⟦𝑐𝐴⟧𝐼,𝟏,ℓ =
𝐼(𝑐)), though we will mostly leave this index implicit. 𝐼  is well-formed for 𝕋 (Interpretation.Wf ) 

when for every 𝑐 ∈ 𝜒, 𝐴 ∈ 𝖤𝗑𝗉𝗋, ℓ ∈ ℕ such that 𝕋(𝑐) = (𝐴, ℓ), one has 𝐼(𝑐)↓ and 𝑀ℓ.𝗍𝗉 ∘
𝐼(𝑐) = ⟦𝐴⟧𝐼,𝟏,ℓ (so in particular, ⟦𝐴⟧𝐼,𝟏,ℓ↓).

We may now state the main theorem:

Theorem 6.3.3.1 (Soundness ) :  Given a base interpretation 𝐼  well-formed for 𝕋, we have

• If 𝕋 ∣ Γ 𝖼𝗑, then ⟦Γ⟧𝐼↓.

• If 𝕋 ∣ Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾, then ⟦𝐴⟧𝐼,⟦Γ⟧𝐼,ℓ↓.

• If 𝕋 ∣ Γ ⊢ℓ 𝑡 : 𝐴, then ⟦𝑡⟧𝐼,⟦Γ⟧𝐼,ℓ↓
and 𝑀ℓ.𝗍𝗉 ∘ ⟦𝑡⟧𝐼,⟦Γ⟧𝐼,ℓ = ⟦𝐴⟧𝐼,⟦Γ⟧𝐼,ℓ.

• If 𝕋 ∣ Γ ⊢ℓ 𝐴 ≡ 𝐵 𝗍𝗒𝗉𝖾, then ⟦𝐴⟧𝐼,⟦Γ⟧𝐼,ℓ = ⟦𝐵⟧𝐼,⟦Γ⟧𝐼,ℓ.

• If 𝕋 ∣ Γ ⊢ℓ 𝑡 ≡ 𝑢 : 𝐴, then ⟦𝑡⟧𝐼,⟦Γ⟧𝐼,ℓ = ⟦𝑢⟧𝐼,⟦Γ⟧𝐼,ℓ.

This result is established by, in essence, building a library of interpretations for every syntactic 

construct, and then putting this library together in a mutual induction on typing derivations. 

The formal proof is conceptually straightforward, though timeouts caused by its formidable 
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size have forced us to split the proof into a number of small lemmas. The most important 

lemma is:

Lemma 6.3.3.2 :  For a well-formed substitution Δ ⊢ 𝜎 : Γ, we have:

• If ⟦𝐴⟧⟦Γ⟧,ℓ↓, then ⟦𝐴[𝜎]⟧⟦Δ⟧,ℓ = ⟦𝐴⟧⟦Γ⟧,ℓ ∘よ⟦𝜎⟧.

• If ⟦𝑡⟧⟦Γ⟧,ℓ↓, then ⟦𝑡[𝜎]⟧⟦Δ⟧,ℓ = ⟦𝑡⟧⟦Γ⟧,ℓ ∘よ⟦𝜎⟧.

This result is at the heart of strict categorical semantics: since substitutions commute with 

term and type formers in the syntax, e.g. (Πℓ,ℓ′𝐴. 𝐵)[𝜎] = Πℓ,ℓ′𝐴[𝜎]. 𝐵[𝜎↑] (where 𝜎↑ is 𝜎 

weakened by one binder), they must also do so semantically. This is realized by naturality 

conditions, which constitute a significant portion of our formalization. Lemma 6.3.3.2 seman­

tically validates Theorem 6.2.2.1 and allows one to interpret substitution as precomposition, 

for example

Δ ⊢ 𝜎 : Γ Γ ⊢ℓ 𝑡 : 𝐴
Δ ⊢ℓ 𝑡[𝜎] : 𝐴[𝜎]

𝗍𝗉 ∘ ⟦𝑡[𝜎]⟧ = 𝗍𝗉 ∘ ⟦𝑡⟧ ∘よ⟦𝜎⟧ = 𝐴 ∘よ⟦𝜎⟧ = ⟦𝐴[𝜎]⟧

6.4. Modeling type formers

An advantage of natural model semantics is their algebraic treatment of type constructors 

(Π, Σ, 𝖨𝖽, etc.) in terms of polynomial functors [128, 213] (also called containers [5]). Our 

formalization is built on top of the Poly library [146] which describes the basic theory of these 

structures. We review what is needed for our purposes here.

6.4.1. Preliminaries on polynomial functors

Every map 𝑓 : 𝐸 → 𝐵 in a locally cartesian closed (LCC) category 𝒞 induces a polynomial 

endofunctor 𝑃𝑓 : 𝒞 → 𝒞. We call 𝑓  the signature of 𝑃𝑓 . Polynomial functors are characterized 

by a universal property which states that the following two sets are in bijection, naturally in 

Γ ∈ 𝒞𝗈𝗉 and 𝑋 ∈ 𝒞:

• Maps of the form Γ → 𝑃𝑓𝑋;

• Pairs 𝑏 : Γ → 𝐵 and 𝑔 : 𝐸𝑏 → 𝑋, where 𝐸𝑏 is a pullback of 𝑓  along 𝑏.

𝑝

𝑏

𝑥
𝐸

𝐵Γ

𝐸𝑏𝑋 ⌟

Hence, the value of a polynomial functor at 𝑋 can be viewed as a sum 𝑃𝑓𝑋 = ∑𝑏:𝐵 𝑋𝐸𝑏  of 

maps into 𝑋 from the fibers of 𝑓 : 𝐸 → 𝐵.

We considered three ways of presenting this natural equivalence in Lean:

• Define the association (Γ, 𝑋) ↦ hom(Γ, 𝑃𝑓𝑋) as a profunctor, and the equivalence as a 

sequence of profunctor isomorphisms. This packages naturality properties as fields of an 

abstract isomorphism.
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• Define a bijective function between the two sets of maps Γ → 𝑃𝑓𝑋 and ∑𝑏:Γ→𝐵(𝑏∗𝑓 → 𝑋). 
Formalize naturalities in Γ and 𝑋 as two or more additional theorems. This is the approach 

usually taken in Mathlib.

• Break up the second approach further: instead of using a bijection of hom sets, define func­

tions that split a map 𝑑 : Γ → 𝑃𝑓𝑋 into a pair 𝖿𝗌𝗍(𝑑) : Γ → 𝐵 and 𝗌𝗇𝖽(𝑑) : (𝖿𝗌𝗍(𝑑))∗𝑓 →
𝑋, and in the other direction a function that packs such a pair into a single map. Formalize 

naturality laws as theorems about these maps.

The first approach is the neatest: formulating natural equivalences as isomorphisms allows 

us to compose equivalences, automatically obtaining naturality. This high-level argument is 

typical on paper, where elementary naturality proofs are usually omitted. This abstract defin­

ition often needs to be unfolded in order to obtain the underlying bijection of sets.

Unfortunately, significant performance degradation caused by this unfolding made interactive 

proof development impossible and forced us to retreat to the more elementary second defin­

ition.64 With this approach, many naturality lemmas must be proven manually.

Even this resulted in noticeably slow proofs, so that in the end we use the third approach, 

collecting definitions and lemmas that comprise the equivalence in a Lean namespace 

UvPoly.Equiv . For example, the function UvPoly.Equiv.mk'  that pairs up two maps is shown below. 

Like M.ext, it allows providing a specific choice of pullback R.

def UvPoly.Equiv.mk' (b : Γ ⟶ B) (x : R ⟶ X) (H : IsPullback (P := R) f g b P.p) :

  Γ ⟶ P @ X := ...

Polynomial functors also enjoy a notion of composition. Given two maps 𝑝 : 𝐸 → 𝐵 and 

𝑞 : 𝐷 → 𝐴 in an LCC category 𝒞, there is another polynomial functor denoted 𝑞 ◃ 𝑝 which 

satisfies 𝑃𝑞◃𝑝 ≅ 𝑃𝑞 ∘ 𝑃𝑝. Polynomial composition will play a role in the semantics of Σ-types 

(Section 6.4.2).

6.4.2. Universe-monomorphic Π and Σ types

Recall from Section 6.2.1 that, like Lean, our syntax puts dependent products and sums in the 

max of two universe levels. A priori, this requires model constructions to provide 𝒪(ℓ2
max) 

pieces of data, one for each pair (ℓ, ℓ′). Although this would work, it turns out to be possible 

to generically lift a sequence of ℓmax universe-monomorphic models of Π and Σ— that is ones 

which at every level ℓ validate the rule below— to form a polymorphic model. We implement 

this in order to simplify model constructions, proceeding in two steps: first axiomatize the 

monomorphic semantics, then lift it to two different levels in a model-independent manner.

Γ ⊢ℓ 𝐴 𝗍𝗒𝗉𝖾 Γ.𝐴ℓ ⊢ℓ 𝐵 𝗍𝗒𝗉𝖾
Γ ⊢ℓ Π𝐴. 𝐵 𝗍𝗒𝗉𝖾

The semantics of Π and Σ types can be concisely expressed using polynomial functors. For a 

given universe, the universal property of 𝑃𝗍𝗉 says that a map (𝑨, 𝑩) :よ 𝚪 → 𝑃𝗍𝗉 𝖳𝗒 is the 

same as a semantic type 𝑨 :よ 𝚪 → 𝖳𝗒 and another 𝑩 :よ(𝚪.𝑨) → 𝖳𝗒 depending on 𝑨. 

64Recent updates to Lean and Mathlib may have alleviated this problem, making the first approach worth re­
visiting. See https://github.com/sinhp/Poly/commit/aedee22f07d681d845bcbe4a1fb9aa10f95c9977#diff-9bbdeb
39a49157a5b73399227c19e78fbf732467ce9b3448af963b903c7c58b0R86 .
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This is exactly the input data for Π formation. Similarly, a map (𝑨, 𝒕) :よ 𝚪 → 𝑃𝗍𝗉 𝖳𝗆 is 

the same a semantic term 𝒕 that depends on 𝑨, thus comprising the data of a function. A Π-

type structure on a universe consists of two maps Π : 𝑃𝗍𝗉 𝖳𝗒 → 𝖳𝗒 and 𝜆 : 𝑃𝗍𝗉 𝖳𝗆 → 𝖳𝗆 in 

a pullback square

𝜆

𝑃𝗍𝗉 𝗍𝗉 𝗍𝗉

Π

𝑃𝗍𝗉 𝖳𝗆

𝑃𝗍𝗉 𝖳𝗒

𝖳𝗆

𝖳𝗒

⌟

Composing (𝑨, 𝑩) with Π produces a semantic type Π ∘ (𝑨, 𝑩) :よ 𝚪 → 𝖳𝗒. We set 

⟦Πℓ,ℓ𝐴. 𝐵⟧ = 𝑀ℓ.Π ∘ (⟦𝐴⟧, ⟦𝐵⟧) for 𝐴, 𝐵 both at level ℓ. The map 𝜆 and the fact that the 

square commutes provide semantics for 𝜆 formation, whereas the universal property of the 

pullback square models function application, with 𝛽, 𝜂-reduction. Declaring Π-type structures 

(called just Pi ) in Lean is quite straightforward; we write M.Ptp for 𝑃𝑀.𝗍𝗉.

structure Pi where

  Pi : M.Ptp.obj M.Ty ⟶ M.Ty

  lam : M.Ptp.obj M.Tm ⟶ M.Tm

  Pi_pullback : IsPullback lam (M.Ptp.map M.tp) M.tp Pi

To carry the proof of Lemma 6.3.3.2 through for Π, we must prove the appropriate naturality 

clauses. These clauses, in turn, rely on naturality of the universal property of 𝑃𝑀.𝗍𝗉. We 

specialize the namespace UvPoly.Equiv  to 𝑃𝑀.𝗍𝗉 and explicit choices of pullback given by M.ext 

in another namespace, PtpEquiv . It contains the following declarations:

def mk (A : y(Γ) ⟶ M.Ty) (B : y(M.ext A) ⟶ X) : y(Γ) ⟶ M.Ptp.obj X

lemma mk_comp_left (σ : Δ ⟶ Γ)

  (A : y(Γ) ⟶ M.Ty) (σA) (eq : ym(σ) ≫ A = σA)

  (B : y(M.ext A) ⟶ X) :

    ym(σ) ≫ mk A B = mk σA (ym(M.substWk σ A σA eq) ≫ B)

The definition mk  packs 𝑨 and 𝑩 into a map (𝑨, 𝑩), whereas the lemma mk_comp_left  states 

that (𝑨, 𝑩) ∘よ 𝝈 = (𝑨 ∘よ 𝝈, 𝑩 ∘よ 𝝈↑). Note that mk_comp_left  takes an extra argument 

σA and a proof that ym(σ) ≫ A = σA instead of just using ym(σ) ≫ A.

This is an instance of a general technique known as fording (see also Section 6.6.1.5). The 

problem is that the type of B in mk depends on A, and in general we may need to use a term 

whose type is provably, but not judgmentally, equal to y(M.ext (ym(σ) ≫ A)) ⟶ X. The fording 

transformation relaxes this requirement, allowing users of the theorem to provide a proposi­

tional equality. Since constructions in category theory are often dependently-typed, we are 

forced to use fording pervasively throughout the codebase.

In other situations, we deal with type mismatches using the domain-specific eqToHom construct 

provided by Mathlib. This produces an arrow Y ⟶ Y' out of an equality Y = Y', allowing one to 

compose two morphisms whose endpoints are provably, but again not judgmentally, equal.
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To model Σ-types, we consider the polynomial composition 𝗍𝗉 ◃ 𝗍𝗉 of 𝗍𝗉 with itself. The 

codomain of 𝗍𝗉 ◃ 𝗍𝗉 is 𝑃𝗍𝗉 𝖳𝗒, and we write 𝐷𝗍𝗉, 𝗍𝗉 for its domain. 𝐷𝗍𝗉, 𝗍𝗉 enjoys a universal 

property that exactly matches the inputs to the (again universe-monomorphic) pair formation 

rule:

Γ.𝐴ℓ ⊢ℓ 𝐵 𝗍𝗒𝗉𝖾 Γ ⊢ℓ 𝑡 : 𝐴 Γ ⊢ℓ 𝑢 : 𝐵[𝑡]
Γ ⊢ℓ 𝗉𝖺𝗂𝗋ℓ,ℓ,𝐵(𝑡, 𝑢) : Σℓ,ℓ𝐴. 𝐵

Namely, an arrow (𝑨, 𝑩, 𝒕, 𝒖) :よ 𝚪 → 𝐷𝗍𝗉, 𝗍𝗉 is the same as (𝑨, 𝑩) :よ 𝚪 → 𝑃𝗍𝗉 𝖳𝗒, a 

semantic term 𝒕 of type 𝑨, and 𝒖 of type 𝑩[𝒕].

A Σ-type structure on a universe then amounts to requiring two maps 𝗉𝖺𝗂𝗋 and Σ making the 

following a pullback square:

𝗉𝖺𝗂𝗋

𝗍𝗉 ◃ 𝗍𝗉 𝗍𝗉

Σ

𝐷𝗍𝗉,𝗍𝗉

𝑃𝗍𝗉 𝖳𝗒

𝖳𝗆

𝖳𝗒

⌟

As was the case for Π, the single pullback suffices to model introduction, elimination, and 

computation rules. In Lean, the required structure is called Sigma .

structure Sigma where

  Sig : M.Ptp.obj M.Ty → M.Ty

  pair : compDom (uvPolyTp M) (uvPolyTp M) → M.Tm

  Sig_pullback : IsPullback pair ((uvPolyTp M).compP (uvPolyTp M)) M.tp Sig

The data of a Π and Σ structure on each 𝑀ℓ is attached to a universe sequence by means of 

two typeclasses, PiSeq  and SigSeq .

class PiSeq (s : UHomSeq Ctx) where

  nmPi (i : Nat) (ilen : i < s.len + 1) : Universe.Pi s[i]

  

class SigSeq (s : UHomSeq Ctx) where

  nmSig (i : Nat) (ilen : i < s.len + 1) : Universe.Sigma s[i]

6.4.3. Lifting Π and Σ types

We now come to the second step of our construction: lifting sums and products to operate 

across universe levels. For Π, we must construct Πℓ,ℓ′  and 𝜆ℓ,ℓ′  in pullback squares

𝑀𝑚.𝗍𝗉𝑃𝑀ℓ.𝗍𝗉 𝑀ℓ′ .𝗍𝗉

𝜆ℓ,ℓ′

Πℓ,ℓ′

𝑀𝑚.𝖳𝗆

𝑀𝑚.𝖳𝗒

𝑃𝑀ℓ.𝗍𝗉 𝑀ℓ′ .𝖳𝗆

𝑃𝑀ℓ.𝗍𝗉 𝑀ℓ′ .𝖳𝗒

⌟
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for every pair of universes 𝑀ℓ, 𝑀ℓ′  in a sequence, where 𝑚 ≜ max(ℓ, ℓ′). This proof reaps the 

benefits of a high-level, abstract semantics. We simply paste the two pullback squares below 

onto the Π-type structure on 𝑀𝑚.

𝑃𝑀ℓ.𝗍𝗉 𝑀ℓ′ .𝖳𝗒

𝑃𝑀ℓ.𝗍𝗉 𝑀ℓ′ .𝖳𝗆 𝑃𝑀𝑚.𝗍𝗉 𝑀ℓ′ .𝖳𝗆

𝑃𝑀𝑚.𝗍𝗉 𝑀ℓ′ .𝖳𝗒

𝑃𝑀𝑚.𝗍𝗉 𝑀𝑚.𝖳𝗆

𝑃𝑀𝑚.𝗍𝗉 𝑀𝑚.𝖳𝗒

⌟ ⌟

The pullbacks are constructed using general polynomial functor theory. The right square is 

the image of the composite universe lift from 𝑀ℓ′  to 𝑀𝑚 under 𝑃𝑀𝑚.𝗍𝗉, and it must be a 

pullback because polynomial functors preserve pullbacks. The left square is the naturality 

square at 𝑀ℓ′ .𝗍𝗉 of a cartesian natural transformation 𝑃𝑀ℓ.𝗍𝗉 → 𝑃𝑀𝑚.𝗍𝗉 corresponding to the 

composite lift from 𝑀ℓ to 𝑀𝑚. We formalize the pasting using two definitions (Pi  and lam ) 

and a theorem (Pi_pb ).

def Pi : s[i].Ptp.obj s[j].Ty ⟶ s[max i j].Ty

def lam : s[i].Ptp.obj s[j].Tm ⟶ s[max i j].Tm

theorem Pi_pb : IsPullback (s.lam i j) (s[i].Ptp.map s[j].tp) s[max i j].tp (s.Pi i j)

Lifting Σ types proceeds similarly, but requires a more complex construction on 𝑀ℓ.𝗍𝗉 ◃
𝑀ℓ′ .𝗍𝗉.

6.4.4. Identity types

Models of identity types are more involved than Π and Σ for two reasons. Firstly, they are 

formulated using several (weak) (pullback) squares rather than one. Secondly, although 𝖨𝖽 

formation and 𝗋𝖾𝖿𝗅 only involve one universe level, the elimination rule shown below can 

target any other level ℓ′.

Γ.(𝑥 :ℓ 𝐴).𝖨𝖽ℓ,𝐴 ⊢ℓ′ 𝐶 𝗍𝗒𝗉𝖾 Γ ⊢ℓ′ 𝑟 : 𝐶[𝑡, 𝗋𝖾𝖿𝗅ℓ 𝑡] Γ ⊢ℓ ℎ : 𝖨𝖽ℓ,𝐴(𝑡, 𝑢)
Γ ⊢ℓ′ 𝗂𝖽𝖱𝖾𝖼ℓ,ℓ′(𝑡, 𝐶, 𝑟, 𝑢, ℎ) : 𝐶[𝑢, ℎ]

The data required to model 𝖨𝖽 formation and 𝗋𝖾𝖿𝗅 introduction on a universe consists of a 

kernel pair 𝑘1, 𝑘2 : 𝐾 ⇉ 𝖳𝗆 as on the left below, and a commutative square as on the right.

𝑘2

𝑘1

𝗍𝗉

𝗍𝗉

𝗋𝖾𝖿𝗅

𝗍𝗉

𝖨𝖽

𝛿

𝐾

𝖳𝗆

𝖳𝗆

𝖳𝗒

𝖳𝗆 𝖳𝗆

𝖳𝗒𝐾

⌟

Here 𝛿 is the diagonal map defined using the universal property of 𝐾 from the cone formed by 

two copies of id𝖳𝗆. A map よ 𝚪 → 𝐾 is therefore a pair of semantic terms of the same type. 

Composing with the map 𝖨𝖽 : 𝐾 → 𝖳𝗒 produces a map よ 𝚪 → 𝖳𝗒 modeling the identity type 

between those two terms. Reflexivity proofs are modeled using the top map 𝗋𝖾𝖿𝗅: for a semantic 
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term 𝒕 :よ 𝚪 → 𝖳𝗆, 𝗋𝖾𝖿𝗅 ∘ 𝒕 is a semantic term of type 𝖨𝖽(𝒕, 𝒕). The typing judgment Γ ⊢ℓ
𝗋𝖾𝖿𝗅ℓ 𝑡 : 𝖨𝖽ℓ,𝐴(𝑡, 𝑡) is validated because the right square commutes. In Lean, we have an IdIntro  

structure. Like in the 𝖾𝗑𝗍 field for universes, the user can choose a specific pullback 𝐾 .

structure IdIntro where

  K : Psh Ctx

  k1 : K ⟶ M.Tm

  k2 : K ⟶ M.Tm

  kp : IsKernelPair M.tp k1 k2

  Id : K ⟶ M.Ty

  refl : M.Tm ⟶ M.Tm

  refl_tp : refl ≫ M.tp = (kp.lift (𝟙 M.Tm) (𝟙 M.Tm) _) ≫ Id

The introduction forms for identity types are generally the same across type theories. The 

elimination forms, in contrast, differ between extensional and intensional formulations. The 

former admits uniqueness of identity proofs and equality reflection. It can be modeled by 

simply requiring the right-hand square above to be a pullback.

A few more steps need to be taken to model intensional identity elimination. Firstly, we 

require model constructions to provide a chosen pullback 𝐼  of 𝗍𝗉 and 𝖨𝖽. We call the emergent 

comparison map 𝜌.

𝗋𝖾𝖿𝗅

𝗍𝗉

𝖨𝖽

𝛿

𝑖1

𝑖2

𝜌
𝖳𝗆

𝖳𝗆

𝖳𝗒𝐾

𝐼 ⌟

We record the user-chosen pullback 𝐼  in IdElimBase .

structure IdElimBase (ii : IdIntro M) where

  I : Psh Ctx

  i1 : I ⟶ M.Tm

  i2 : I ⟶ ii.k

  I_isPullback : IsPullback i1 i2 M.tp ii.Id

Next, we use another construction involving polynomial functors, a variation of which can 

be found in the work of Awodey [27]. The comparison map 𝜌 is a morphism from 𝑘2 ∘ 𝛿 =
id𝖳𝗆 to 𝑘2 ∘ 𝑖2 in the slice of 𝒞 over 𝖳𝗆 (triangle on the left below). By the general theory of 

polynomial functors, this induces a natural transformation 𝜌∗ : 𝑃𝑘2∘𝑖2
→ 𝑃id𝖳𝗆

.
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Now fixing two universes 𝑀  and 𝑁 , the transformation 𝑀.𝜌∗ : 𝑃𝑀.𝑘2∘𝑀.𝑖2
→ 𝑃id𝑀.𝖳𝗆

 enjoys 

a naturality square with 𝑁.𝗍𝗉, shown on the right:

𝜌

id𝖳𝗆 𝑘2 ∘ 𝑖2
𝑃id𝑀.𝖳𝗆

𝑁.𝗍𝗉𝑃𝑀.𝑘2∘𝑀.𝑖2
𝑁.𝗍𝗉

𝑀.𝜌∗
𝑁.𝖳𝗆

𝑀.𝜌∗
𝑁.𝖳𝗒

𝖳𝗆

𝖳𝗆

𝐼 𝑃id𝑀.𝖳𝗆
𝑁.𝖳𝗆

𝑃id𝑀.𝖳𝗆
𝑁.𝖳𝗒

𝑃𝑀.𝑘2∘𝑀.𝑖2
𝑁.𝖳𝗆

𝑃𝑀.𝑘2∘𝑀.𝑖2
𝑁.𝖳𝗒

We say that universe 𝑀  has identity types that eliminate into universe 𝑁  when this naturality 

square has a weak pullback structure, as formalized in WeakPullback  and Id' .

structure WeakPullback {C : Type*} [Category C]

    {P X Y Z : C} (fst : P ⟶ X) (snd : P ⟶ Y) (f : X ⟶ Z) (g : Y ⟶ Z)

    extends CommSq fst snd f g where

  lift {W : C} (a : W ⟶ X) (b : W ⟶ Y) (h : a ≫ f = b ≫ g) : W ⟶ P

  lift_fst' {W : C} (a : W ⟶ X) (b : W ⟶ Y) (h : a ≫ f = b ≫ g) : lift a b h ≫ fst = a

  lift_snd' {W : C} (a : W ⟶ X) (b : W ⟶ Y) (h : a ≫ f = b ≫ g) : lift a b h ≫ snd = b

structure Id' (N : Universe Ctx) extends IdElimBase M where

  weakPullback : WeakPullback

    (toIdElimBase.verticalNatTrans.app N.Tm)

    (toIdElimBase.iFunctor.map N.tp)

    ((UvPoly.id M.Tm).functor.map N.tp)

    (toIdElimBase.verticalNatTrans.app N.Ty)

The recursor 𝗂𝖽𝖱𝖾𝖼 is modeled by the weak pullback condition as follows. Assume a cone of 

the form:

𝑃id𝑀.𝖳𝗆
𝑁.𝗍𝗉(𝒕, 𝑪)

(𝒕, 𝒓)

𝑀.𝜌∗
𝑁.𝖳𝗒

𝑃id𝑀.𝖳𝗆
𝑁.𝖳𝗆

𝑃id𝑀.𝖳𝗆
𝑁.𝖳𝗒

よ 𝚪

𝑃𝑀.𝑘2∘𝑀.𝑖2
𝑁.𝖳𝗒

The morphism よ 𝚪 → 𝑃𝑀.𝑘2∘𝑀.𝑖2
𝑁.𝖳𝗒 can be identified with a semantic term 𝒕 :よ 𝚪 →

𝑀.𝖳𝗆 (of some type 𝑨) and a motive 𝑪 :よ (𝚪.(𝑥 : 𝑨).(ℎ : 𝖨𝖽𝑨(𝒕, 𝑥))) → 𝑁.𝖳𝗒 for the 

recursor.65 The morphism よ 𝚪 → 𝑃id𝑀.𝖳𝗆
𝑁.𝖳𝗆 can be identified with 𝒕 (again) and a 

semantic term 𝒓 :よ 𝚪 → 𝑁.𝖳𝗆 whose type is the instantiated motive 𝑪[𝒕, 𝗋𝖾𝖿𝗅𝒕]. Then the 

weak pullback produces a lift (𝒕, 𝒄) :よ 𝚪 → 𝑃𝑀.𝑘2∘𝑀.𝑖2
𝑁.𝖳𝗆 where 𝒄 is the map we want.

The weak pullback structure consists of a choice of (not necessarily unique) lift for 

every cone, but imposes no further constraint on these lifts. In particular, they are not 

required to be coherent in the sense of commuting with cone morphisms [163:Definition 

4.5]. A priori, incoherence should render our model unsound for substitution into 𝗂𝖽𝖱𝖾𝖼, 

as the lift corresponding to (𝗂𝖽𝖱𝖾𝖼ℓ,ℓ′(𝑡, 𝐶, 𝑟, 𝑢, ℎ))[𝜎] may be unrelated to the lift for 

65Here we are using informal notation for clarity; the semantic context is really a series of ext applications.

A CERTIFYING PROOF ASSISTANT FOR SYNTHETIC MATHEMATICS 101

https://github.com/sinhp/HoTTLean/blob/cpp2026/GroupoidModel/ForMathlib/CategoryTheory/WeakPullback.lean#L10
https://github.com/sinhp/HoTTLean/blob/cpp2026/GroupoidModel/Syntax/NaturalModel.lean#L1013


𝗂𝖽𝖱𝖾𝖼ℓ,ℓ′(𝑡[𝜎], 𝐶[𝜎↑2], 𝑟[𝜎], 𝑢[𝜎], ℎ[𝜎]), yet these are judgmentally equal in the syntax. 

However, a weak pullback structure can always be replaced by a coherent one as long as its 

underlying cospan has an (ordinary) pullback [163:Lemma 4.6], which is the case here. Thus, 

instead of using the lifts in Id'.weakPullback directly, we model 𝗂𝖽𝖱𝖾𝖼 in terms of the derived 

coherentLift  structure which enjoys the necessary naturality property coherentLift_comp_left .

def coherentLift [HasPullbacks C] (wp : WeakPullback fst snd f g)

    {W : C} (a : W ⟶ X) (b : W ⟶ Y) (h : a ≫ f = b ≫ g) : W ⟶ P :=

  pullback.lift a b h ≫ wp.lift (pullback.fst _ _) (pullback.snd _ _) pullback.condition

lemma coherentLift_comp_left [HasPullbacks C] {W'} (σ : W' ⟶ W) :

    σ ≫ wp.coherentLift a b h = wp.coherentLift (σ ≫ a) (σ ≫ b) (by simp [h])

At the top level, identity type data is attached to a universe sequence via the IdSeq  typeclass.

class IdSeq (s : UHomSeq Ctx) where

  nmII (i : Nat) {ilen : i < s.len + 1} : IdIntro s[i]

  nmIEB (i : Nat) {ilen : i < s.len + 1} : IdElimBase (nmII i)

  nmId (i j : Nat) {ilen : i < s.len + 1} {jlen : j < s.len + 1} : Id (nmIEB i) s[j]

6.5. The SynthLean proof assistant

The design and implementation of SynthLean is motivated by a need for the conveniences 

afforded by modern proof assistants. Although our formalization of the syntax and typing 

rules of theories already allows defining in Lean a theory 𝕋, writing down a context Γ, term 

𝑡, and type 𝐴, and stating that 𝕋 ∣ Γ ⊢ 𝑡 : 𝐴, it is impractical to develop mathematics in 𝕋 

from this external perspective: writing down expressions in our type-annotated grammar is 

tedious, and proving that the judgment holds amounts to constructing the typing derivation 

by hand, a formidable task. Instead, we want to work internally in 𝕋 by writing down 𝑡 and 

𝐴 using high-level vernacular syntax, and having the typechecker automatically certify that 

𝕋 ∣ Γ ⊢ 𝑡 : 𝐴. To work efficiently, we also need tactics, type inference, storage for a library 

of definitions, and a responsive user interface. We now discuss how SynthLean provides these 

features, first by outlining an example usage of the prover, and then by covering how the 

implementation supports such usage.

6.5.1. Usage and interface

Users interact with the SynthLean frontend through theory commands and the interpretation API. 

Theory commands are used to state the base constants of a theory, and to make constructions 

in the theory. For example, let us declare a theory with four base constants: function exten­

sionality, and three axioms describing a unit type.

declare_theory unitt

This command instructs the system to initialize a theory environment. Lean ordinarily keeps 

track of a single environment: an ordered list of axioms, definitions, and theorems. SynthLean 

extends this storage by a separate environment for each declared theory, to which we now 

append base constants funext , Unit , u , and uniq_u .

unitt axiom funext {α : Type} {β : α → Type} (f g : (a : α) → β a) :

  (∀ a, Identity (f a) (g a)) → Identity f g
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unitt axiom Unit : Type

unitt axiom u : Unit

unitt axiom uniq_u (u' : Unit) : Identity u' u

Each unitt axiom command has a dual effect: first, it extends the theory environment by the 

constant in question; second, it appends a deeply embedded representation of the axiom to the 

external Lean environment. We may observe both effects

unitt #print u -- Prints: axiom u : Unit

#print u

-- Prints: def u : CheckedAx [Unit] :=

--         { tp := .el Unit.val, … }

The command unitt #print u prints u from the internal perspective: it appears as an ordinary 

axiom 𝑢 : 𝖴𝗇𝗂𝗍. The command #print u, on the other hand, shows the external interpretation of 

u as a proof of 𝖴𝗇𝗂𝗍 : 𝑈0 ∣ ⋅ ⊢ 𝑢 : 𝖤𝗅 𝖴𝗇𝗂𝗍. The latter is stored as a structure in the type family 

CheckedAx  indexed by a representation of the axioms that the type of the given axiom is well-

formed with respect to; in this case, the empty environment extended by Unit.

structure CheckedAx (𝕋 : Axioms χ) where

  l : Nat -- Universe level of the type.

  tp : Expr χ -- Deeply embedded type.

  wf_tp : 𝕋 ∣ [] ⊢[l] tp -- Typing derivation.

  ...

We may now use standard Lean tactics to prove that functions into the unit type are unique. 

The theory command defining uniq_fn  below records a proof of

𝖴𝗇𝗂𝗍 : 𝑈0, … ∣ · ⊢ 𝜆. (⋯) :

Π(𝐴 : 𝑈0)(𝑓 𝑔 : 𝖤𝗅 𝐴 → 𝖤𝗅 𝖴𝗇𝗂𝗍). 𝖨𝖽(𝑓, 𝑔)

as a CheckedDef , a structure analogous to CheckedAx  that stores definitions rather than axioms.

unitt def uniq_fn {A : Type} (f g : A → Unit) : 

    Identity f g := by

  apply funext; intro

  exact (uniq_u _).trans₀ (uniq_u _).symm₀

Having made definitions internally in the theory, we can use Theorem 6.3.3.1 to realize them 

in the natural model semantics.

6.5.2. Implementation: translation and typechecking

A theory definition command consumes high-level syntax (so-called vernacular) typed in by 

the user (possibly including tactic scripts) and proves the theory judgment 𝕋 ∣ · ⊢ 𝑡 : 𝐴, where 

𝑡 and 𝐴 should reflect the vernacular term and type, respectively, and 𝕋 is determined by 

axioms stored in the theory environment. The proof is recorded in Lean as a CheckedDef . This 

is achieved in four stages, illustrated in the diagram below.
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Elaboration Translation

TypecheckingKernel✓

Vernacular Lean.Expr

SynthLean.ExprCheckedAx /
CheckedDef

In the first stage, vernacular syntax is elaborated into expressions Lean.Expr in the Lean type 

theory. For a definition, this produces a type and a term. Elaboration in Lean is a sophisticated 

process that includes type inference, running tactic scripts, and communicating interactive 

feedback to the user. Crucially, because our syntax mirrors that of Lean (Section  6.2.1), 

we may reuse built-in elaborators via the metaprogramming API [279]. Theory commands 

consequently support ordinary Lean syntax, and provide the same user experience as ordinary 

commands. This is an efficient way of obtaining the bulk of a proof assistant without imple­

menting one ourselves. In the diagram, only components implemented by us are colored in.

Following elaboration, Lean expressions are translated into SynthLean.Expr s. This process is 

straightforward due to similarities between the two. Translation succeeds only on expressions 

that avoid unsupported features such as Lean’s impredicative universe of propositions. This 

stage does not produce any proof certificates.

Next, SynthLean.Expr s are typechecked in order to produce the reflected typing derivation. The 

typechecker is certifying [223] rather than certified, as explained in Section 2.4: we do not 

establish decidability of the typing relation, and do not define the checker as a total function 

in the Lean type theory. There is no completeness result, i.e., the checker is not guaranteed to 

succeed on every well-typed expression. Instead, we know only that every execution, should 

it succeed, outputs a proof of the judgment in question. This allows us to define the checker as 

a partial function, avoiding complex encodings of its call graph [55] that are usually needed 

to prove termination [293].

Finally, the typing derivation certificate is passed back to the Lean kernel to be checked for 

correctness. We now outline how certificates are produced.

6.5.3. Certification strategy

The typechecker is based on a normalization by evaluation (NbE) algorithm broadly similar 

to one proposed by Abel [7]. It consists of three components: the NbE evaluator, a judgmental 

equality (typed conversion) checker operating on NbE values, and type checking/synthesis 

procedures. We have inductively defined values (Val χ ) to represent outputs of evaluation, 

neutral forms to represent expressions on which evaluation is stuck, and defunctionalized 

closures to represent binders. We can weaken values without traversing them by using De 

Bruijn levels instead of indices.

The soundness argument for evaluation and typechecking uses an inductive relation between 

values and terms or types. For a value 𝑣𝐴 and Γ, ℓ, 𝐴, we say that 𝑣𝐴 is related to 𝐴 at ℓ in 

Γ, written Γ ⊩ℓ 𝐴 ⤳ 𝑣𝐴 (ValEqTp ), when subvalues of 𝑣𝐴 are evaluations of subterms of 𝐴. 

For example, Γ ⊩max(ℓ,ℓ′) Πℓ,ℓ′𝐴. 𝐵 ⤳ Πℓ,ℓ′𝑣𝐴. 𝑐𝐵 just in case Γ ⊩ℓ 𝐴 ⤳ 𝑣𝐴 and Γ.𝐴ℓ ⊩ℓ′

𝐵 ⤳ 𝑐𝐵, where 𝑐𝐵 is a closure. This simple relation turns out to be sufficient to certify results 

of evaluation and typechecking.
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Each subroutine produces a proof that for the given input data, if the preconditions are 

satisfied, so are the postconditions. The top-level type checking function checkTp , for example, 

has signature

partial def checkTp (vΓ : Q(ValCtx String)) (l : Q(Nat)) (T : Q(SynthLean.Expr String)) :

  TypecheckerM Q(∀ {Γ}, ValCtxEqCtx $𝕋 $vΓ Γ → $𝕋 ∣ Γ ⊢[$l] $T)

The library quote4 [116] is used here for type-safe quotation. A value of type Q(T) is a Lean.Expr 

whose type in the Lean type theory is T. We have set 𝜒 = 𝖲𝗍𝗋𝗂𝗇𝗀, representing base constant 

names as strings. The function takes (an expression representing) a ValCtx  𝑣Γ (a context with 

binder types represented as NbE values), a universe level ℓ, and an expression 𝑇 . It proves that 

if Γ ⤳ 𝑣Γ (ValCtxEqCtx , defined from − ⊩ − ⤳ − in the obvious way), then 𝕋 ∣ Γ ⊢ℓ 𝑇 𝗍𝗒𝗉𝖾.

This strategy produces certificates of linear size in the number of checker subroutine calls. 

One alternative would be to take proofs of preconditions as arguments and produce an 

unconditional proof of the postcondition, as in checkTpAlt below. However, if deployed without 

careful let-binding of subexpressions, this approach duplicates them in the output, resulting 

in certificates whose size grows superlinearly in the number of subroutine calls. Our approach 

does not require such management.

partial def checkTpAlt (vΓ : Q(ValCtx String)) (l : Q(Nat)) (T : Q(SynthLean.Expr String))

    (Γ : Q(Ctx String)) (pfΓ : Q(ValCtxEqCtx $𝕋 $vΓ $Γ)) :

  TypecheckerM Q($𝕋 ∣ $Γ ⊢[$l] $T)

To satisfy their contracts, procedures in the typechecker output Lean proof terms by stitching 

together proofs output by subroutines. We illustrate one simple case: checking Π-types in 

checkTp .

match T with

| ~q(.pi $k $k' $A $B) => do

  let leq ← equateNat q($l) q(max $k $k')

  let Awf ← checkTp q($vΓ) q($k) q($A)

  let ⟨vA, vAeq⟩ ← evalTpId q($vΓ) q($A)

  let Bwf ←

    checkTp q(($vA, $k) :: $vΓ) q($k') q($B)

  return q(by as_aux_lemma =>

    introv vΓ; subst_vars

    apply WfTp.pi ($Bwf (vΓ.snoc ($vAeq vΓ ($Awf vΓ)))))

First, we ensure that ℓ = max(𝑘, 𝑘′). We then check 𝐴, and evaluate it to 𝑣𝐴 (so that Γ ⊩𝑘
𝐴 ⤳ 𝑣𝐴). Correctness of that evaluation is certified by vAeq. Finally, we check 𝐵 in a context 

extended by 𝑣𝐴 and put the proofs together using the typing rule for Π. The macro as_aux_lemma 

ensures that the output of the tactic script is stored as a top-level lemma and checked by Lean 

only once rather than in every certificate.

Proofs produced by the checker rely on results of Section 6.2.2, including the injectivity axiom. 

One challenge here is reasoning about expressions modulo judgmental equality (recall, we do 

not use a QIIT presentation which would render them literally equal). Support for generalized 

rewriting (i.e., rewriting by non-equality relations) is limited, which in practice means that 

applying the conversion rule must often be done manually. The gcongr tactic from Mathlib that 

automatically applies congruence lemmas is helpful, but much room for automation remains.
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SynthLean typing certificate graph size (𝑦-axis).

6.5.4. Experimental results

We conclude this section by empirically investigating the overhead incurred by our type­

checker. We generate four synthetic datasets, each containing a series of theory definitions of 

increasing complexity: 𝗂𝖽, 𝖿𝗇, 𝗉𝗋𝗈𝖽, and 𝗉𝖺𝗂𝗋. The 𝗂𝖽 dataset contains 𝑁  nested applications of 

the identity function to 𝖳𝗒𝗉𝖾, with 𝑁  increasing: 𝖳𝗒𝗉𝖾, (𝜆𝑥. 𝑥) 𝖳𝗒𝗉𝖾, (𝜆𝑥. 𝑥) ((𝜆𝑥. 𝑥) 𝖳𝗒𝗉𝖾), 
etc. Elements in 𝖿𝗇 are constant functions with 𝑁  binders. The 𝗉𝗋𝗈𝖽 dataset contains 𝑁 -ary 

dependent sums. Finally, 𝗉𝖺𝗂𝗋 consists of a sequence of functions, each taking an element 𝑥 

and returning an 𝑁 -ary pair of 𝑥 with itself.

We measured the performance of SynthLean’s four stages in terms of time taken, as well as the 

size of typing certificates produced by the typechecker. Time was measured in heartbeats, a 

deterministic, platform-independent counter provided by Lean that approximates the number 

of allocations made by a computation. Heartbeats correlate linearly with wall clock time, but 

are more reproducible and allow ignoring hardware details. We used Lean 4, version v4.22.0-

rc3.

Typechecking dominates the runtime, so we focus on that. For every Lean expression 𝑒 in 

a given dataset, Figure 6.5.4.1 plots (𝑦) the time (in heartbeats) taken by our typechecker on 

𝑒 translated to SynthLean’s expression grammar against (𝑥) the time taken by the Lean kernel 

to check 𝑒. Gray lines show the overhead ratio 𝑦/𝑥, and bubble size reflects the size of 𝑒. 

Our checker matches Lean kernel performance up to a constant on 𝗂𝖽 but grows quadratically 

worse on other benchmarks. The linear behavior on 𝗂𝖽 stems from memoization: without 

caching, it too had quadratic overhead. Despite the trend, the checker remains responsive 

during simple interactive development. We have not invested major effort into optimization, 

so there is likely room for asymptotic improvements.

Interestingly, although producing certificates takes time, in some cases they are highly com­

pressible because they contain many identical subterms. We hash-cons [120] well-typedness 

certificates, i.e., maximally share their common subexpressions in memory, before handing 

them to the Lean kernel after the typechecking stage. This provides marginal speedups on 

some problems. Figure 6.5.4.2 plots (𝑦) the number of memory cells occupied by typing certifi­
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cates compressed via hash-consing against the same 𝑥-axis as in Figure 6.5.4.1. Certificates 

for 𝗉𝗋𝗈𝖽 take quadratically long to produce, but their compressed sizes grow linearly.

6.6. Tradeoffs

This section discusses some tradeoffs involved in the formalization at greater length than does 

the publication.

6.6.1. QIITs, EATs, GATs, SOGATs, and initiality

Our strategy for constructing the interpretation function as a partial map defined on raw 

syntax that is later proven total on well-formed inputs (Section 6.3.3) goes back to Streicher 

[256:Ch. III], who showed in 1991 that this can be done for MLTT with extensional Π types 

and an impredicative universe of propositions.66 Hofmann [160:Ch. 2] later extended the proof 

to identity types and natural numbers.

Such a construction, if followed by a proof of uniqueness of the interpretation map, can be 

used to show that a particular choice of concrete syntax presents an initial (term) model of the 

type theory under consideration, establishing a case of the initiality conjectures of Voevodsky 

[287].67 All this has been formalized by De Boer and Brunerie in Agda [51] for MLTT with a 

comprehensive selection of type formers. Lumsdaine and Mörtberg concurrently made partial 

progress using the UniMath library [63]. This part of our formalization is more or less a subset 

of theirs, following the same approach except for a different choice of class of models.

At the time they were carried out, the two formalizations of initiality engendered a great deal 

of controversy. The opposition could be summarized68 as follows.

Contra Voevodsky, initiality is a theorem. Type theory is not algebraic, but in CwF form 

it is a generalized algebraic theory (a GAT) [74], and constructions of initial objects in 

various categories of GAT models are known, e.g. from Bezem et al. [37]. If not as a GAT, 

type theory can also be presented as a second-order GAT (a SOGAT) for which Uemura 

[277] has shown the existence of initial models, or in essentially algebraic form (an EAT) 

[127] for which Palmgren and Vickers [231] have provided initiality results. Finally, an 

initial CwF can be exhibited as a quotient inductive-inductive type (a QIIT) [18, 176]. 

Given the existence of these logical frameworks (LFs) and type-theoretic features, why 

bother constructing a term model explicitly using the low-level tools of raw syntax?

For arguments along the above lines, see for example the Initiality Project announcement69, 

the discussion following Lumsdaine and Brunerie’s HoTTEST talk Initiality for Martin-Löf 

type theory,70 or Sterling [254]. My belief is that owing to their higher level of abstraction, 

logical frameworks such as GATs, EATs, or SOGATs, and type-theoretic features such as QIITs, 

66Streicher calls this the Calculus of Constructions (CoC), but presents conversion as a typed relation includ­
ing an 𝜂 law for dependent products. Coquand and Huet presented CoC using untyped conversion without 
𝜂 [94].

67These conjectures are analogous to the fact that every algebraic theory has an initial model in 𝐒𝐞𝐭.
68Anachronistically referring also to results that appeared afterwards.
69https://golem.ph.utexas.edu/category/2018/09/a_communal_proof_of_an_initial.html
70https://youtu.be/1ogUFFUfU_M
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should be preferred whenever they apply. They support, among other things, convenient and 

succinct formulations of categorical gluing arguments [124, 175].

However, there is currently a chasm between what is known (i.e., has been written about 

in natural language) and what has been formalized in Lean, or even could realistically be 

formalized in any proof assistant with current methods. The state-of-the-art in mechanization 

continues to trail behind the community’s informal knowledge for two reasons: library 

support, and transport hell.

6.6.1.1. Library support

A goal of HoTTLean is to produce axiom-free proofs, i.e., ones justified down to the axioms 

of classical mathematics in Lean. Any potential use of logical frameworks faces an obvious 

obstacle: one needs the LF to be formalized first. Unfortunately, no Lean formalization of a 

relevant class of theories (EAT, GAT, SOGAT) appears to exist. Since such a formalization 

would (as far as I know) itself need to construct the LF from the raw syntax of theories, the 

pragmatic choice under our constraints was to carry out the low-level construction. Bauer et 

al. [32] make the same point:

the [logical] framework is itself a type theory, whose presentation must sooner or later 

be given the naïve reading, rather than as embedded in a further framework — it cannot 

be “turtles all the way”

Researchers working in more experimental foundations have another way out: postulate 

quotient inductive-inductive types in the metatheory, as they are known to enable a low-effort 

construction of the initial CwF. Unfortunately, in systems with intensional identity types this 

object suffers from transport hell.

6.6.1.2. Transport hell

Also referred to as dependent type hell or sometimes quotient hell, this issue appears whenever 

a certain expression is only type-correct modulo a propositional-but-not-judgmental equality.

Consider for example the standard Agda-style presentation of a CwF with Π types. We begin 

by postulating (meta-level) types of contexts, (object-level) types, and terms. A type-in-context 

can be appended to that context. The theory is closed under Π/𝜆 formation.

record Π-CwF where

  Ctx : Type

  Ty : Ctx → Type

  Tm : (Γ : Ctx) → Ty Γ → Type

  -- Context extension

  _._ : (Γ : Ctx) → Ty Γ → Ctx

  Π : (A : Ty Γ) → Ty Γ.A → Ty Γ

  λ : Tm Γ.A B → Tm Γ (Π A B)

We now wish to state that Π and λ commute with substitution (hence acting naturally over the 

category of contexts), where substitution is postulated as a type and term former [4] like so.
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  Sub : Ctx → Ctx → Type

  _[_] : Ty Γ → Sub Δ Γ → Ty Δ

  _[_] : Tm Γ A → (σ : Sub Δ Γ) → Tm Δ A[σ]

The equation for Π can be stated without issue, where we use σ↑ : Sub Δ.A[σ] Γ.A. We write = 

for propositional equality, and ≡ for judgmental equality (contrarily to an Agda convention).

  Π-[] : (Π A B)[σ] = Π A[σ] B[σ↑]

Unfortunately, the equation for λ

  λ-[] : (λ b)[σ] = λ b[σ↑]

does not typecheck because given b : Tm Γ.A B we have

  λ b : Tm Γ (Π A B)

  (λ b)[σ] : Tm Δ (Π A B)[σ]

  b[σ↑] : Tm Δ.A[σ] B[σ↑]

  λ b[σ↑] : Tm Δ (Π A[σ] B[σ↑])

Thus the two sides’ types are only equal modulo Π-[]. This equation, being propositional-

but-not-judgmental, is not recognized by the typechecker, and the real definition must use a 

transport.

  λ-[] : Tm-cong Π-[] (λ b)[σ] = λ b[σ↑]

This issue quickly proliferates with nested transports and leads formalizers to spend copious 

amounts of brainpower on unilluminating equality computations. The project of Lumsdaine 

and Mörtberg mentioned above appears to have gotten stuck on precisely this.

6.6.1.3. QIIRTs

This particular problem does not arise in presentations based on raw syntax because substitu­

tion is defined by recursion there and computes judgmentally. Still, one might wonder whether 

some amount of judgmental equalities can be reintroduced in the QIIT-like presentation 

with explicit substitutions. To this end, Kaposi [177] has proposed quotient inductive-induc­

tive-recursive types (QIIRTs), where substitution would similarly be defined by recursion. 

Concurrently with our work, Chen and coauthors deployed QIIRT machinery in Cubical Agda 

to formalize a notion of model in the style of natural models [78]. Unfortunately, resultant 

encoding issues force them to treat the judgmental equalities as propositional anyway (via 

fording, see Section 6.6.1.5). This appears to be in part due to an unsatisfactory, prototype 

implementation of QIIRTs in the proof assistant.

6.6.1.4. Judgmentalization

Some equations such as (A[σ])[τ] = A[σ∘τ] do not hold judgmentally even when substitution 

is defined by recursion. In recent work, Kaposi and Pujet [174] describe a presentation of the 

initial CwF in which almost all equations of the explicit substitution calculus, including the 

above composition law, hold judgmentally. Their process, which I would call judgmentaliza

tion, makes use of the observation that the same mathematical object can often be described 

in multiple ways, and some of those may enjoy more judgmental equalities.

Consider the usual definition of a category 𝒞︀ as a GAT.
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record Category where

  Obj : Type

  Hom : Obj → Obj → Type

  

  _∘_ : Hom Y Z → Hom X Y → Hom X Z

  ∘-assoc : (f ∘ g) ∘ h = f ∘ (g ∘ h)

Here the equality ∘-assoc is only propositional. Now consider that 𝒞︀ is isomorphic to its 

image under the Yoneda embedding よ : 𝒞︀ ⥤ 𝒞︀. Under this embedding, we have (note the 

parenthesization) componentwise at 𝑋 ∈ 𝒞︀

(よ 𝑓)𝑋 ≡ (𝑟 ↦ 𝑓 ∘ 𝑟)

((よ 𝑓 ∘よ 𝑔) ∘よ ℎ)𝑋 ≡ (𝑟 ↦ 𝑓 ∘ (𝑔 ∘ (ℎ ∘ 𝑟)))

≡ (よ 𝑓 ∘ (よ 𝑔 ∘よ ℎ))𝑋

Thus the associativity law (よ 𝑓 ∘よ 𝑔) ∘よ ℎ ≡よ 𝑓 ∘ (よ 𝑔 ∘よ ℎ) holds judgmentally in 

the embedding, and the same is true of unitality.

Similar ideas71 have led Pédrot to describe prefascist sets [235], a formulation of the presheaf 

category in which functoriality laws are judgmental. Kaposi and Pujet make use of both 

prefascist sets and the Yoneda embedding in their judgmentalized formulation of the initial 

CwF.

But formal developments should generally strive to resemble the original mathematics. Math­

ematicians have already invested substantial effort into expressing the latter at the ‘correct’ 

level of abstraction,72 and computer-assisted mathematics should aim to preserve that. The 

aforementioned judgmentalization constructions, precisely because they involve a great deal 

of ingenuity and several steps of reformulation in convincing the typechecker to accept a 

certain definition, seem to me to fall far from that mark. They can’t be the way to go.

6.6.1.5. Fording

Another remedy is McBride’s fording [77]. Fording is closely related to the transformation 

of GATs to EATs and amounts to injecting additional propositional equalities into formal 

definitions in order to manage type-mismatches in a controlled way. For instance, we could 

redefine

  λ : Tm Γ.A B → (C = Π A B) → Tm Γ C

and then state naturality of λ as

  λ-[] : (λ refl b)[σ] = λ Π-[] b[σ↑]

In practice, forded definitions are more ergonomic than transport-based ones—in HoTTLean 

they are our main salve for the torments of transport hell—though the additional equality 

arguments negatively impact readability. Chen et al. [78] also rely on them heavily.

71The fact that every presheaf is a subalgebra of a cofree presheaf.
72There are some exceptions to this, e.g. defining limits in terms of filters is necessary to make formalization 

manageable while also nicely unifying informal proofs.
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6.6.1.6. Equality reflection

Since intensional identity types appear to cause so much trouble, one wonders about alter­

natives. When proof-relevant and homotopical interpretations are not the focus, extensional 

identity types, that is ones validating equality reflection, can be used. These are commonly 

rejected because they make typechecking undecidable. Undeterred by this fact, the Nuprl 

community has successfully verified a good amount of mathematics [38, 169, 179]. Li, Yao, and 

Harper [195] have also recently produced an elegant and concise formalization of canonicity 

by gluing in the language of synthetic Tait computability using the experimental prover Istari 

[97]. Being based on computational type theory, Nuprl and Istari provide somewhat unusual 

features (e.g. both systems contain internally parametric intersection types). Their models are 

not directly comparable to the set-based model of Lean. Nonetheless, I believe73 there is a lot of 

room for improving Lean’s ergonomics by importing ideas from these systems. For instance, 

it may be possible to provide a PRL-like extensional proof mode whose outputs would be 

certified as ordinary Lean terms by means of an ETT-to-ITT translation [159, 228, 282, 295].

6.7. Related work

6.7.1. Mechanized metatheory of dependently-typed syntax

Much progress in this area has been driven by the desire to ensure correctness of proof assis­

tant kernels. The MetaRocq project [253] contains a substantial formalization of the properties 

of PCUIC, an idealized version of the type theory of Rocq. Including an impredicative sort Prop, 

PCUIC has higher proof-theoretic strength than the theories we consider. The adjacent work 

of Adjedj et al. [11] considers a system similar to ours: MLTT with extensional Π and Σ, ℕ, 

intensional 𝖨𝖽, and one universe. Both projects show that typechecking is decidable, producing 

typecheckers of the certified variety, in the sense of giving a once-and-for-all correctness 

proof (see Section 6.5.3). Unlike our approach, this generally requires complex termination 

arguments. Our light metatheory most closely resembles that developed in Rocq by Bauer et 

al. [32] for syntax in paranoid mode.

Analogues of our Conjecture  6.2.2.5 have been formally proven in Agda for MLTT with 

extensional Π-types, ℕ, and one universe by Abel et al. [6] via a logical relations argument 

(later adapted to Rocq by Adjedj and coauthors [op. cit.]), and for PCUIC in MetaRocq. The 

latter proof, relying on syntactic properties of untyped conversion, is not known to apply 

directly to presentations that, like ours, use a typed variant.

A major component of our machinery is certifying NbE. NbE for dependent type theory with 

one universe, extensional Π-types, and a unit type has been certified sound and complete by 

Wieczorek and Biernacki [293]. Here also, a termination argument is required.

The program transformation plugin of Boulier et al. [53] mechanically evaluates judgmental-

equality-preserving maps from Rocq expressions to other expressions in the same system. 

Since it does not target a deep embedding of syntax, the plugin does not need to produce 

reflected certificates of typing derivations.

73Holding this belief means I have changed my mind about equality and can consequently be trusted.
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6.7.2. Certifying typecheckers

This approach was pioneered by Strub et al. [258], whose system produced Rocq certificates 

of the type-correctness of F⋆ programs. Their type theory, being stratified into terms, types, 

and kinds with no type-level reduction, and relying on the soundness of an SMT solver for 

refinement typing, is not easily compared to ours. In opposition to our experiments, checking 

(in Rocq) rather than producing (in F⋆) certificates turned out to be a performance bottleneck.

More recently, Liesnikov and Cockx [198] presented a certifying typechecker for MLTT with 

extensional Π-types and parameterized (but not indexed) inductive types as part of the Agda 

Core effort. They use a Krivine machine [102] instead of NbE for reduction, and conversion is 

defined by what the machine does rather than as a standalone, undirected equational theory 

like in our work.

6.7.3. Initiality

Showing that an interpretation map as in Section 6.3.3 exists, if accompanied by a term model 

construction and a proof of the map’s uniqueness, would establish that a particular choice of 

concrete syntax presents an initial model of the theory at hand. This was done in Agda by De 

Boer and Brunerie [51] following a strategy essentially identical to ours in the existence part, 

except for minor syntactic differences and a different choice of class of models: they target 

Cartmell’s contextual categories [74] rather than natural models. Note that a term model or 

uniqueness of the interpretation map are not needed to transfer synthetic results to general 

models.

An initial model can be presented more succinctly as a QIIT [17], but this feature is unfortu­

nately not available in Lean. See Section 6.6.1.

6.7.4. Categorical models of MLTT

The formalization of categorical models of type theory is an active area of research. Work 

here could be categorized according to whether it defines an abstract class of such models, or 

constructs a specific model (or both).

Our work on natural model semantics is an instance of the former. We are not aware of other 

mechanizations of this class of models; a synthetic treatment of type formers via polynomial 

functors on the category of types in HoTT was given in Agda by Aberlé and Spivak [8]. 

Equivalences between contextual categories, categories with families, natural models, and 

other kinds of models [14], though without semantic type formers, have been formalized in 

the univalent setting of UniMath [137].

As for particular models, the ones most relevant to our work are those that could be integrated 

with our system for synthetic reasoning. Du [112] formalized in Lean a simplicial model of 

type theory with Π-types, a single universe, and no univalence axiom, modulo a Kan-Quillen 

model structure on simplicial sets. Du phrased it as a contextual category. Building on this 

model in SynthLean may allow reasoning synthetically about Kan simplicial sets.

We have also discussed the groupoid model of type theory. Sozeau and Tabareau [252] worked 

towards a Rocq formalization, but this has not been completed. In univalent foundations, 

comprehension categories [170] and bicategories [15] behave better than categories with 
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families. The groupoid model is formalized as an example comprehension category in the 

Unimath project [op. cit.], also without type formers.

6.7.5. Other related work

Some synthetic results in HoTT have been developed using Lean, historically by Van Doorn 

et al. [111] and recently in Ground Zero [241].

Modeling other formal systems may also be of interest. Xu and Maillard [296] formalized 

the soundness of presheaf semantics for geometric logic in Lean. Mathlib already contains 

definitions of first-order theories and structures, such as rings and graphs. Unfortunately, 

constructing first-order sentences or proofs by hand suffers from the kinds of issues described 

in Section 6.5. Applying SynthLean-like proof assistance would simplify working internally in 

these theories.

One may also view SynthLean theories as embedded domain-specific languages. From this per­

spective, we find an analogy with an interpretation of the simply typed 𝜆-calculus in cartesian 

closed categories due to Elliott [117]. This work, done in Haskell, had no formally established 

properties.

The idea of a proof assistant for deeply embedded MLTT has been proposed before. To our 

best knowledge this has never materialized, though some of the aforementioned certification 

projects could likely provide it with marginal effort. Bickford [39] reported progress towards 

an assistant for cubical type theory embedded in Nuprl.

6.8. Conclusion

We have presented SynthLean, a proof assistant that unifies reasoning in Martin-Löf type 

theories with reasoning about their models. On the syntactic side, we developed a concrete 

grammar for theories with extensional Π and Σ types, intensional identity types, and finitely 

many universes, together with a lightweight metatheory supporting substitution, inversion, 

and uniqueness of typing. On the semantic side, we formalized natural model semantics 

in presheaf categories, and proved a strict soundness theorem guaranteeing that syntactic 

derivations admit well-behaved interpretations in any model. On top of these components, we 

implemented a frontend that allows Lean users to construct objects and proofs both internally 

in a type theory and externally in its semantics, with a typechecker that certifies internal 

constructions.

In future work, we seek to simplify and generalize the categorical semantics of MLTT. Work 

towards generalized natural model semantics includes Martin-Löf algebras [27], the theory 

of clans [171], and categories with representable maps [278]. As a concrete application of 

SynthLean, we also aim to complete a construction of the groupoid model of HoTT0 and 

develop mathematics internally to that model. This could be used to define and compute coho­

mology groups via Eilenberg-MacLane spaces [196]. Finally, although reusing Lean’s native 

elaboration is very convenient, it restricts SynthLean to theories with the same equational and 

judgmental structure, excluding others such as extensional or cubical type theory. Developing 

more flexible elaboration strategies is therefore a potential goal.
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